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Abstract—Heterogeneous computing using Graphic Processing
Units (GPUs) has become an attractive computing model given the
available scale of data-parallel performance and programming
standards such as OpenCL. However, given the energy issues
present with GPUs, some devices can exhaust power budgets
quickly. Better solutions are needed to effectively exploit the
power efficiency available on heterogeneous systems. In this
paper we evaluate the power-performance trade-offs of different
heterogeneous signal processing applications. More specifically,
we compare the performance of 7 different implementations of
the Fast Fourier Transform algorithms. Our study covers discrete
GPUs and shared memory GPUs (APUs) from AMD (Llano
APUs and the Southern Islands GPU), Nvidia (Fermi) and Intel
(Ivy Bridge). For this range of platforms, we characterize the
different FFTs and identify the specific architectural features
that most impact power consumption. Using the 7 FFT kernels,
we obtain a 48% reduction in power consumption and up to
a 58% improvement in performance across these different FFT
implementations. These differences are also found to be target
architecture dependent. The results of this study will help the
signal processing community identify which class of FFTs are
most appropriate for a given platform. More important, we
have demonstrated that different algorithms implementing the
same fundamental function (FFT) can perform vastly different
based on the target hardware and associated programming
optimizations.
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I.

in Real-Time and DSP applications. A number of different
implementations of the FFT algorithm have been developed to
enhance the algorithm runtime.
Motivated by the increasing power consumption of heterogeneous systems being used in signal processing, this
paper examines the power and execution performance of the
FFT algorithm. The paper compares implementations of the
Cooley-Tukey, Stockham, Sande-Tukey and Multi-Radix FFTs.
Our FFT implementations use OpenCL as the programming
framework.
In this paper, we evaluate the relationship between execution and power performance of different FFT implementations, across different GPUs and fused architectures APUs.
GPU resource usage such as write unit stalls, registers and
memory access patterns are studied to understand the power
consumption of the application [16].
By characterizing both power and execution performance
together, we can determine the most appropriate FFT implementation given a specific platform. DSP developers can utilize
this knowledge of power and performance to carefully focus
their efforts on a specific application. The contributions of this
paper can be summarized as follows.
•

We characterize performance and power consumption
trends across 7 different FFT implementations targeting both discrete GPUs and shared memory APUs.

•

Using actual system measurements, we identify the
algorithmic and architectural factors that affect power
consumption of the applications on heterogeneous
devices.

I NTRODUCTION

The data-parallel performance of GPU architectures can
be used to obtain large speedups in computation for different
domains such as scientific computing, biomedical imaging and
signal processing applications [24]. Standardized programming
frameworks such as OpenCL have simplified programming for
GPU architectures and gained popularity among developers.
Even though large performance gains have been reported for
computations on GPUs [23], the power budget of these GPUs
used in such applications is very high [29]. This is evident from
the fact that the maximum Thermal Design Power (TDP) of
the latest generation of GPUs from Nvidia (Kepler GTX 680)
is close to the last generation (Fermi GTX 580) at 200W [21].
In the domain of Digital Signal Processing (DSP), the
Discrete Fourier Transform (DFT) has been a widely used
Time-Frequency domain transform algorithm. The DFT has
been used extensively in the fields of image processing, data
compression, spectral analysis and radar communications. The
Fast Fourier Transform (FFT) is a fast version of the DFT
algorithm, reducing the DFT’s time complexity to O(N logN )
from O(N 2 ), where N is the number of input data points. A
high performance FFT is key to meet performance demands

II.

BACKGROUND AND M OTIVATION

A. Heterogeneous Applications using OpenCL
Open Compute Language (OpenCL) is an emerging software framework for programming heterogeneous devices [15].
OpenCL is an industry standard maintained by Khronos, a nonprofit technology consortium. The adoption rate of OpenCL
has been increased by major vendors such as Apple, AMD,
ARM, NVIDIA, Intel, Imagination, Qualcomm and S3.
The OpenCL program has host code that executes on a
CPU and is responsible for the setup of data and scheduling execution on a compute device (such as a GPU). The
architecture is shown in Figure 1. The code that executes
on a compute device is called a kernel. In-depth information
for implementing OpenCL based heterogeneous applications
is provided in [9].

the Discrete Fourier Transform of the input signal. For a 1Dimensional(1D) array of input data size N , the FFT algorithm
breaks the array into a number of equally sized sub-arrays and
performs computation on these sub-arrays. Dividing the input
sequence in the FFT algorithm is called decimation and has
two major classifications which cover all variations of FFT
algorithms.
1)
2)
Fig. 1.

OpenCL Host Device Architecture

Application libraries developed using OpenCL can be tuned
for devices from different vendors for performance while
maintaining the basic program structure. Signal processing
applications such as the FFT need to be tuned for performance
according to the platform architecture. Different implementations of FFT can be selected in order to achieve superior performance on a particular heterogeneous device architecture [10],
[30].
B. Power Performance of Heterogeneous Applications
Power consumption of a GPU has been studied by researchers to understand and develop energy efficient GPU
designs [26], [31]. At peak performance, the maximum power
consumed by a CPU and the latest high-end GPU is 100W
and 200W, respectively. Energy-efficient heterogeneous computing pushes the need to study the power performance of an
application on a heterogeneous device such as the GPU.
A number of heterogeneous applications developed in
CUDA [19] have been studied to know their power consumption [18], [29]. In this paper, we leverage the cross-platform
nature of OpenCL to study power consumption of a single
application across different heterogeneous devices.
III.

Decimation in Time (DIT)
Decimation in Frequency (DIF)

The decimation in time (DIT) algorithm splits the N-point
data sequence into two N2 -point data sequences f1 (N ) and
f2 (N ), for even and odd numbered input samples, respectively.
The decimation in frequency (DIF) algorithm is split into two
sequences, for the first N2 and last N2 data points, respectively.
More details regarding the structure of both the FFT algorithms
can be found in [7].
The most basic implementation of the DIT-based FFT is
the Recursive Radix 2 FFT. The algorithm recursively divides
the N2 length odd and even arrays into smaller arrays until
the length of the array is one. It calculates the DFT of each
single point and finally synthesizes the resulting N points into
a single array. In OpenCL programming, this method requires
log2 N stages or kernel calls. For example, 10 kernel calls are
required for an input of 1024 input data points.
The Multi-Radix FFT (MR) is an example of one possible
variant of the divide-and-conquer technique used in the DIF
and DIT algorithms. The MR FFT uses a combination of
different radix sizes for efficient computation.
Seven different implementations of the FFT algorithm are
evaluated in this work. Table I provides a summary of each
implementation and its attributes. The different implementations are characterized by attributes such as the number of
kernel calls required, method of calculation of twiddle factors, requirements involving bit-reversals and memory access
patterns.

FAST F OURIER T RANSFORM

Every discrete function f (x) of finite length can be described as a set of potentially infinite sinusoidal functions. This
representation is known as frequency domain representation of
the function, F (u). The relation between these two functions
is represented by Discrete Fourier Transform (DFT).
F{f (x)} = F (u) =

N −1
1 X
f (x)WNux
N x=0

F −1 {F (u)} = f (x) =

N
−1
X

F (u)WN−ux

A. FFT Implementations
Next, we discuss each of the 7 different implementations of
the FFT algorithms described in Table I. The implementations
are compared based on their design and execution
characteristics when mapped to heterogeneous devices.

(1)

(2)

u=0
−j2π

Where WN = e N is called the Twiddle Factor and N is
the number of input data points.
The Equation 1 defines the forward DFT computation over
a finite time signal f (x). The inverse DFT computation over
a frequency function F (u) is shown in Equation 2.
The Fast Fourier Transform refers to a class of algorithms
that uses divide-and-conquer techniques to efficiently compute

A. Radix-2 FFT (FFT R2)
The Radix-2 implementation is based on the Recursive-Radix2 FFT described in Section III. At each stage of the algorithm,
a Radix-2 computation is performed on two data points. This
computation is performed using a single work-item in an
OpenCL kernel. The implementation uses multiple kernel
calls to complete the computation. The general FFT Radix-2
computation requires two complex multiplications and two
complex additions.
B. Multi-Radix-Multi-Call FFT (MR-MC)
The implementation uses multiple kernel calls similar to
Radix-2 FFT. But instead of just using Radix-2 computation

TABLE I.
FFT NAME
Radix-2
MR-MC FFT
Cooley-Tukey FFT
Sande-Tukey FFT
Stockham FFT
APPLE FFT
MR-SC FFT

Bit Reversal
Yes
Yes
Yes
No
No
Yes
Yes

C OMPARISON OF FFT IMPLEMENTATIONS

Kernel Calls

Memory Accesses pattern

Twiddle Factor Calculation

Global

Kernel Run-Time

Global and Local

Kernel Compile-Time

Multiple
Single
Multiple
Single

functions, it also contains Radix-4 and Radix-8 computation
functions. The data is stored in the memory of the device and
after each computation a write-back to the device memory
occurs. At the end of the final stage the result array is copied
to the host device.

R ELEVANT ARCHITECTURAL DETAILS ABOUT THE
PLATFORMS USED FOR EVALUATION [3], [5], [14], [17].

TABLE II.

C. Multi-Radix-Single-Call FFT (MR-SC)
The implementation of the Multi-Radix-Single-Call FFT (MRSC) is based on the FFT implementation present in the AMD
OpenCL SDK [1]. This implementation differs from previous
implementations in three aspects.
1)
2)
3)

The kernel uses Radix-16 and Radix-32 computation
functions along with Radix-2, Radix-4 and Radix-8
functions,
the twiddle-factor calculation is done at kernel
compile-time, instead of at run-time and,
the implementation uses the local memory for each
compute unit.

D. Apple OpenCL FFT
The implementation is similar in structure to the MR-MC
FFT, but also utilizes a Radix-16 computation function. It
can be used with input data of various sizes and so is not
limited to power of two. For any given signal of input size
N , the host code creates a plan that generates the kernel
string associated with input data size. The FFT computation
in this implementation is limited to a 16-point Radix. This
implementation is present in the Apple OpenCL library [33].
E. Cooley-Tukey FFT
In this paper, we refer to the single-kernel implementation of
the Radix-2 FFT as the Cooley-Tukey implementation. The
Cooley-Tukey implementation executes as a single kernel call
operation, unlike the multiple kernel calls used in the Radix-2
FFT. The implementation uses a work item to iterate over the
data points inside the kernel. This implementation is derived
from an open source project [32].
F. Stockham FFT
The DIT FFT implementation involves an initial bit-reversal
in either the first stage or every stage of the computation.
The Stockham-FFT is a variation of the DIT FFT algorithm
and does not use bit-reversal. The algorithm avoids bit-reversal
at the expense of requiring additional memory accesses for a
single work item. The Stockham-FFT also is an single kernel
implementation, similar to the Cooley-Tukey implementation.
The implementation is derived from the same open source
project as our Cooley-Tukey implementation [32].
G. Sande-Tukey FFT
The Sande-Tukey FFT is a DIF FFT implementation. This

algorithm performs a decomposition of the input array into
left-hand and right-hand arrays. This Sande-Tukey FFT is also
a single kernel implementation. It uses the global memory
on the device for storage of the input array. The OpenCL
implementation is derived from the same open source project
as our Cooley-Tukey implementation [32].
B. Implementation Constraints
The FFT implementations considered in this work are general designs and have not been tuned for any particular device
architecture. So the results reported here are generic versions
of the FFT, and represent out-of-the-box performance of the
algorithm. Highly-tuned FFT implementations for particular
devices are provided by GPU vendors [22]. However, the
OpenCL kernel code for these libraries is closed source and
cannot be easily ported to other heterogeneous devices for
power-performance evaluation.
In our FFT computations, we have consistently used only
single-precision complex inputs, since some of our tested
platforms provide only IEEE single-precision compliance (e.g.,
the Intel Ivy Bridge GPU). We have utilized generic implementations of our algorithms, which can easily be extended
to double-precision for compliant devices. We restrict our
implementations to single OpenCL devices and leave multiple
device analysis for future work.

Fig. 4. Performance of FFT implementations measured in MBlocks/sec,
averaged over all the devices and block sizes.

Our power measurement setup for discrete platforms is shown
in Figure 2a.

Fig. 2. Power measurement setup for discrete GPU and shared memory APU

IV.

E XPERIMENTAL S ETUP & M ETHODOLOGY

In this section, we describe the platforms used for evaluation of power and execution performance. We also describe the
methodology used for power measurements for the different
platforms used.
A. Platforms for Evaluation
We perform measurements and testing on four different test
platforms. These platforms include two discrete GPU devices
(i.e., an NVIDIA GTX 480 and an AMD Radeon HD 7770)
and two fused architecture devices (an Intel Core i7-3770 Ivy
Bridge processor and an AMD A8-3850).
The NVIDIA GTX 480 belongs to the Fermi family of
GPUs and the AMD HD 7770 belongs to the Southern Islands
family of GPUs. The fused architecture devices combine the
CPU and GPU on a single die. The AMD Fused device
uses an x86 CPU and Evergreen family GPU. The Intel i73770 processor uses a x86-based CPU and Intel Series-4000
embedded GPU. The fused architectures offer lower latencies
for algorithms tightly integrated between the CPU and GPU
such as the FFT [28]. The architecture details of the platforms
used for our measurements are provided in Table II.
B. Measurement of Power Consumption
Power consumption for the GPU is measured using a Killa-Watt power meter. The GPU is connected via the PCIExpress to the main system board, but is powered using
a dedicated external power supply (FSP Booster X5). The
PCI express slot of the GPU draws very small quantities of
power [4]. The major source of power to the GPU is the
external power supply unit. Kasichayanula et al. also used the
external power supply of a GPU to validate their proposed
power model [13]. The power meter is attached to the external
power supply to record the readings. The external supply helps
in noting the idle and peak power consumption of the GPU.

Power measurements for fused devices are done using a
similar Kill-a-Watt meter, but attached to the main power
supply of the system. This methodology is less accurate than
our method used for discrete devices. However, since the GPU
is on the same die as the processor, we cannot isolate the fused
GPU. The discrete GPU is not present in the system during
power measurements for fused devices.
V.

E XPERIMENTAL R ESULTS

We evaluate the computational performance and powerperformance of the FFT implementations on the platforms
discussed earlier in Section IV-A. We will discuss the relationship between the power consumption and FFT algorithms,
in regards to the program structure and architectural features
of the devices.
A. Execution Performance of FFT Implementations
The execution performance of the 7 different FFT implementations is evaluated in Figure 3. Performance is measured
in blocks/sec for every implementation. Each block of data
consists of N inputs, each input data point being a complex
single precision number. For an input of size N, the FFT
performs 5×N log2 N floating point operations (FLOPs) [34].
We present results for 3 different block-sizes (N = 64K, 1M
and 8M). The performance of different FFT implementations
across the different devices and block-sizes is shown in Figure 3. FFT implementations improve in performance with
increasing block size. Figure 4 summarizes the compute performance of each of the FFTs, averaged over all the devices and
block size. The comparative performance of FFTs and vendor
provided FFT implementations is also shown in Figure 4.
cuFFT is a FFT implementation provided by Nvidia designed
using CUDA [22]. clAmdFFT is a FFT library designed in
OpenCL for AMD GPUs and APUs [2].
In general, the MR-SC, MR-MC, Sande-Tukey and Apple
FFTs perform better than the other FFT implementations, processing more than 500 Mblocks/sec. Their performance varies
across block sizes and devices. The MR-MC FFT performs up
to 1000 MBlocks/sec for N = 1M and up to 1800 MBlocks/sec
for N = 8M.

Fig. 3.

Performance of FFT implementations measured in MBlocks/sec, evaluated for different block sizes across all devices.

B. Power-Performance of FFT Implementations

C. Application level analysis of FFT Implementations

The power-performance of our FFT implementations
was evaluated across all devices and different block-sizes.
Figure 5a shows the power-performance of each FFT run
on discrete GPUs. The power-efficiency is expressed in
(GFlops/Watt) and computed as given below.
5 × N log2 N
(GF LOP S/W att)
T ime(sec) × P ower(W atts)

FFT implementations can be designed using a single Radix
approach or a multiple Radix approach. Implementations such
as FFT R2 use a single Radix-2 to form the computation,
whereas FFTs such as MR-MC use Radix-2, Radix-4 and
Radix-8 together to form the computation. Figure 6 shows
the evaluation of the effects of different Radix combinations
on power consumption of the implementations. The power
consumed is normalized to the highest power consuming
FFT implementation on that platform. Figure 6a shows the
evaluation on APUs and the discrete GPU evaluation is shown
in Figure 6b.

where N is the number of input data points.
The energy efficiency for the FFTs increases with growing
input data size due to better utilization of the data-parallel
resources on the GPU. The Cooley Tukey and Stockham
FFTs exhibit poor power-performance on both discrete GPU
platforms.
However, the Apple FFT shows different trends on the
Southern Island platform when varying the block size. In
Figure 3, we see performance improvements of only 11% on
the AMD SI GPU for the Apple FFT as we increase the input
size from 1M to 8M blocks. This is because the SI GPU has
a small number of data-parallel compute units. However, the
N = 8M MR-MC implementation enqueues a large number of
kernel calls. This increases power consumption, thus reducing
overall efficiency. The performance implications of utilizing
multiple kernel calls is discussed in more detail in Section V-C.
Figure 5b shows a similar power-performance evaluation
of the FFT algorithms run on APU architectures. The powerperformance of APUs also accounts for the activity of the
host CPU in the shared-memory CPU-GPU architecture. The
power-performance of the FFT MR-MC when run on the AMD
Fusion and the Ivy Bridge are similar across all input sizes.
This can be attributed to comparable computational capabilities
of the two target devices, but with lower power consumption
on the Intel Ivy Bridge.

FFT implementations with multiple Radix combinations
consume less power as compared to the single Radix implementations. This characteristic is observed on both discrete
GPUs and the APUs. Our evaluation provides insight into
the relationship between the power consumption of an FFT
implementation and the Radix combinations chosen.
Different Radix combinations can be implemented for FFTs
using a single or multiple kernel calls. We measure the power
consumption of the FFT implementations with respect to the
number of kernel calls executed. FFTs such as FFT R2, Apple
and MR-MC invoke multiple kernel calls for execution, as
reported in Table I. The evaluation of these FFTs on discrete
GPUs is shown in Figure 7a, and the same for shared-memory
APUs is shown in Figure 7b.
The overhead of the kernel launch affects the power
consumption on both device types, as seen from the Figure 7.
To study the effect of kernel launch on power consumption,
we measured power of the single most compute-heavy kernel.
From Figure 7, we see that power consumption of this single
compute-heavy kernel shows smaller variations across different
devices.

Fig. 5.
APUs.

Power performance expressed in GFLOPS/Watt for each FFT implementation over three different input sizes for (a) Discrete GPUs and (b) Fused

Fig. 6. Evaluation of the use of different Radix combinations in FFTs on power consumption trends of the implementations. The power trends are normalized
to the highest power consuming FFT implementation on the respective platforms. The Radix combinations used for each implementation are also provided.
Evaluation is done for Block size N = 8M. (a) Shows the evaluation on APUs and (b) Shows the evaluation on GPUs

Fig. 7.

Evaluation of power trend for multiple kernel calls on (a) Discrete GPU and (b) Shared memory APU.

Fig. 8. Evaluation of effects of architectural resource utilization ( expressed in percentage) on power performance of FFTs with single kernel call and Block-size
= 8M. (a) Evaluation on AMD Fusion APU, (b) Evaluation on AMD S. Islands GPU.

D. Architectural Factors affecting FFT power-performance
Since, we now understand the relationship between kernel
calls and power efficiency, we next focus on the behavior
of individual kernels. We explore the effects of architectural
resources on the power-performance of the different FFT
implementations. Memory transactions to the global memory
and the ALU operations are the major performance bottlenecks
for this class of applications on a GPU [11]. To analyze the
impact of these architectural factors on power consumption,
we profile the application to gain information from various
hardware counters of the GPU. Figure 8 shows the evaluation
of power of the FFT applications as a function of different
architectural features of the GPU.

increase in the write stalls, we also see an increase in the power
consumption of the device. The Cooley-Tukey implementation
shows a 36.8% increase in write stalls over MR-SC FFT, but
the increase in power is 66% over MR-SC. Hence, memory
accesses in a kernel which cause write stalls must be carefully
addressed when considering power-performance.
ALU Unit saturation does not affect power trends of the
application, as seen from Figure 8a and Figure 8b. However,
an under-utilized ALU unit reduces execution performance,
which in turn reduces the efficiency of the implementation.
E. Power Consumption for Global Memory Access

Figure 8a shows the evaluation on the AMD Fusion APU
and Figure 8b shows the evaluation on the AMD Southern
Islands GPU. Both applications are profiled using the AMD
APP Profiler tools [25]. Power overhead was not observed
when using the AMD APP Profiler. The power consumption
increases with increased use of the GPU fetch unit. This trend
is seen for both the APU and the GPU. The changes in power
for the APU are less dramatic as compared to the GPU, which
is also seen in Figure 7b.

As discussed in section V-D, increases in write unit stalls
and fetch unit saturation are directly proportional to the power
consumption on a GPU. An analysis of the effects of global
memory accesses on power is shown in Figure 9. The low
power consumption of the MR-SC FFT implementation can
be attributed to the efficient use of local memory of the GPU.
The number of global read calls in the MR-SC implementation
is lower and results in lower power consumption on both the
discrete GPUs.

The write stalls also affect the power trends of the GPU,
as seen in both Figure 8a and Figure 8b. When we see an

The effects of global memory accesses on power consumption were studied by changing the memory access structure

Fig. 10. Input Data declaration for MR-MC FFT kernels. (a) Shows the original MR-MC FFT kernel with global input data and (b) Shows the modified
MR-MC FFT kernel with local input data.
P ERCENTAGE DECREASE IN THE ARCHITECTURAL
TABLE III.
RESOURCE USAGE AND POWER , ON EXECUTION OF MODIFIED MR-MC
KERNEL OVER THE ORIGINAL MR-MC KERNEL FOR B LOCK - SIZE N = 1M.
ON AMD S OUTHERN I SLANDS GPU

that uses local memory. The number of write unit stalls and the
degree of fetch unit saturation decreases by more than 70%.
The results obtained show the importance of global memory
accesses and their impact on the power consumption of GPUs.
F. Results Summary
Fig. 9. Power consumption of our FFT implementations, as a function of
the number of global memory accesses in the application kernel. FFTs with
single kernel call are used for evaluation with Block-size = 8M.

of the FFT implementations. The MR-MC FFT was designed
using global memory storage for both input and output data, as
shown in Figure 10a. This design was implemented to support
large input data sizes which could not be stored in the local
memory of the GPU. The accesses to the input data were
changed to local memory accesses, as shown in Figure 10b.
The application was executed for a block size of N = 1M
on the AMD Southern Islands GPU. The change in power
consumption and architectural resource usage of the modified
MR-MC over original MR-MC is shown in Table III. A 38.8%
decrease in power is recorded for the modified MR-MC kernel

To summarize, the results presented in this paper show
the interplay between performance and power for different
implementations of FFT.
We first studied the performance (Blocks/sec) of different
implementations across platforms. We observed that the MRSC, the APPLE FFT and MR-MC implementations have higher
execution performance versus the other FFT implementations.
We then observed the power-performance efficiency of different platforms and showed that while the Southern Islands GPU
may provide lower absolute performance (due to a smaller
number of compute units), it possesses a higher performance
efficiency (GFlops/Watt).
We evaluated the power consumption trends of the FFTs
with respect to the Radix combinations used in their designs.

We found that the implementations using multiple Radix
combinations consumed less power.
To understand the relationship between OpenCL implementations and power consumption, we conducted further studies
to observe the power overhead imposed by additional kernel
calls. Our results, as expected, showed that the number of
kernel calls affects the power consumed.
Once the effects of kernel calls were isolated, we proceeded
to study the FFT implementations which had a single kernel
call. We profiled the OpenCL kernels for both AMD platforms
to study which architectural feature affects performance to the
greatest extent. We observed that the utilization of the fetch
unit and the occurrence of write stalls followed similar trends
in terms of the power consumed. To validate this hypothesis,
we implemented versions of the kernels using local memory.
This reduced the utilization of the fetch units, which yielded
substantial power savings. While, this is a popular OpenCL
optimization [12], the effects of these optimizations on power
are highly relevant for data-parallel platforms.
VI.

R ELATED W ORK

The importance of the FFT in DSP applications has lead
to a number of high quality studies devoted to performance
optimizations. Prior work on FFT optimizations for multi-core
CPU platforms has produced a number of high-performance
libraries available today [8], [30]. Performance optimization
studies for GPU platforms include Govindaraju et al. [10],
Volkov et al. [35], and Nukada et al. [18]. These studies
report on substantial performance improvements, but are restricted to Nvidia platforms since they predate OpenCL and
heterogeneous devices. The popularity of GPUs in the HPC
(High Performance Computing) space has also lead to the
inclusion of FFT benchmarks in cluster benchmark suites such
as SHOC [6].
Performance optimization of GPU applications is an active
area of research. A number of different optimization techniques
have been proposed to improve the utilization of the memory
bandwidth and the compute units on modern GPUs [12], [27],
[36]. We extend these studies by including power in our
analysis and also discuss a wider range of algorithms and
platforms.
Power consumption for GPUs has been studied for multiple
applications using both, experimental methods where power
is measured on running systems, and using power models.
Using power models for GPUs [11], [13], [16] allows architects
to explore the design space, while being aware of energy
consumption. Power models are validated against experiments
using microbenchmarks [13], [29]. Power modeling research is
complimentary to our work since our goal is to experimentally
examine a wider range of very recent platforms such as Ivy
Bridge and Southern Islands - there presently are no power
models available for these recent devices.
GPUs from Nvidia provide specialized hardware and driver
support for power measurement in the Nvidia Management
Library(NVML) [20]. This methodology provides finer-grained
measurements [13]. However due to the large number of
platforms from multiple vendors that were used in this paper,
we decided utilize consistent and vendor-neutral interfaces to
measure power.

VII.

C ONCLUSION

In this paper we have characterized the balance between
execution performance, implementation techniques and the
power consumption for different FFT algorithms. We analyzed
the execution and power performance of seven FFT implementations on a variety of discrete and fused platforms.
Our primary evaluation shows a variation of up to 55.3% in
the power-performance of selected FFTs algorithms on discrete
GPUs and up to a 84% variation on APUs. We investigated
the effects of design attributes such as radix combinations used
in an FFT implementation on power consumption. We find an
35% decrease in power on APUs and up to 55% decrease in
power on discrete GPUs for FFTs that employ multiple Radix
combinations. The choice of a particular FFT algorithm can
thus affect the power consumption at large input sizes. We also
observed a strong relationship between power consumption and
the number of kernel calls for the FFT implementations.
We have also explored the architectural factors affecting
power consumption on GPUs. The evaluation shows a strong
correlation between power consumption, write stalls and fetch
unit saturation on the GPUs. This correlation is seen for
both GPUs and APUs. The results show an 20% increase
in saturation of the fetch unit along with an 13W (55%)
increase in power consumption on AMD Southern Islands
GPU. As expected, while ALU utilization does not affect
power consumption, execution performance of the application
degrades due to an under-utilized ALU.
We have also evaluated the effects of performance optimizations such as, tuning global memory accesses for the
power consumption of the GPU. For the use of local memory
over global memory, we see a decrease of 38% in power and
an 75% reduction in write unit stalls and fetch unit saturation.
We believe that our study can help developers identify the
potential of kernel development from a power-aware aspect
for heterogeneous computing. Our analysis methodology can
easily be applied to study other data-parallel algorithms. Our
work helps to explain differences across different implementations of FFTs and gain a better understanding of the power
and performance characteristics of heterogeneous platforms.
VIII.

F UTURE W ORK

There are several avenues for future work. We would like
to extend our work to study multi-dimensional FFTs and the
FFTW (Fastest Fourier Transform in the West) algorithm [8]
implementation in OpenCL for analysis on different platforms.
We would also like to perform energy efficiency analysis on
embedded SoC designs which contain heterogeneous devices.
Another interesting path for our work is the analysis of energy
efficiency in a multi-GPU environment such as clusters.
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