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Abstract

The	key	challenge	in	making	chemical	mechanism	development	predictive	is	being	able	to	accu-
rately	estimate	any	possible	rate	coefficient k(T ) even	if	there	are	no	experimental	data. Reaction
Mechanism	Generator	 (RMG) is	an	open-source	software	project	 that	can	build	detailed	kinetic
models	 for	chemical	 reacting	systems	 (http://rmg.sourceforge.net). It	uses	a	database	of	 rules	 to
propose	elementary	chemical	reactions	and	to	estimate	the	necessary	thermochemical	and	kinetic
parameters. We	are	modifying	the	algorithm	used	to	estimate	kinetic	data	to	make	the	estimated
reaction	rates	more	reliable	and	easier	to	document	in	cases	where	they	are	estimated	from	sparse
data. We	present	a	brief	overview	of	RMG,	a	discussion	of	 the	kinetics	estimation	options, an
explanation	of	the	chosen	algorithm, and	an	assessment	of	its	performance.

Introduction

Kinetic	models	 for	gas-phase	 reacting	 systems, such	as	atmospheric	chemistry	and	combustion,
often	contain	 thousands	of	species	and	reactions. Researchers	 in	 these	fields	have	developed	a
number	of	tools	to	help	them	generate	these	detailed	models	[1–5].

Reaction	Mechanism	Generator	(RMG) is	an	open-source	software	project	that	can	build	detailed
kinetic	models	for	reacting	systems[4–7]. To	estimate	reaction	rate	expressions, RMG uses	a	group-
based	approach. The	current	algorithm	works	well	when	the	database	of	rate-estimation	rules	and
associated	group	values	is	complete, but	performs	poorly	when	kinetic	data	are	sparse. We	are
modifying	the	algorithm	to	make	the	estimated	reaction	rates	more	reliable	and	easier	to	document
in	cases	where	they	are	estimated	from	sparse	data.

Automatic	kinetic	model	generation	with	RMG

Given	some	starting	species	(e.g.	methane	and	oxygen)	and	some	reaction	conditions	(temperature
and	pressure)	it	will	create	a	kinetic	model	of	the	reaction	mechanism	consisting	of	many	(up	to
thousands)	elementary	reactions	between	intermediate	species. Inside	the	software	molecules	are
represented	as	graphs, with	atoms	as	nodes	and	bonds	as	edges	connecting	the	nodes. Standard
graph-theory	methods	are	used	to	identify	equivalent	graphs	and	ensure	uniqueness. RMG uses
“reaction	families”	to	generate	all	the	possible	reactions	that	a	species	can	undergo	in	the	presence
of	the	other	species	in	the	chemical	mechanism. Every	reaction	family	represents	a	particular	type
of	elementary	chemical	reaction, such	as	bond-breaking, or	radical	addition	to	a	double	bond. Each
reaction	family	has	a	recipe	for	mutating	the	graph, and	a	library	of	rate	expressions	for	different
reacting	sites.
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Because	the	model	can	contain	thousands	of	species	and	rates, the	estimation	of	thermochemical
and	kinetic	parameters	must	be	very	fast. As	with	most	mechanism	generating	tools, RMG uses	a
database	of	known	values	wherever	possible	to	find	thermochemical	data	for	species, but	usually	the
data	are	unknown	and	it	estimates	parameters	using	a	group	contribution	method. Thermochemistry
estimates	are	based	on	Benson’s	group	additivity	method	for	standard	enthalpies	of	formation	[8, 9].
The	functional	groups	are	recognized	using	a	graph-theory	matching	algorithm. A similar	method
is	used	 to	estimate	 the	 rate	coefficients	 for	 the	 reactions: functional	groups	are	 identified	using
graph-matching	and	the	rates	are	estimated	from	a	database	of	rules.

RMG uses	a	rate-based	termination	criterion; the	reaction	network	is	expanded	until	the	rates	of
all	 reactions	 going	 to	 species	 not	 included	 in	 the	network	 fall	 below	a	 certain	 threshold. This
helps	to	include	important	pathways	without	unnecessarily	exploring	slower	pathways, rather	than
terminating	the	expansion	after	a	set	number	of	generations	[10].

Rate	estimation	methods

The	rate	coefficient	of	a	reaction	is	largely	determined	by	the	atoms	in	the	region	around	its	transition
state. This	 region, containing	several	polyvalent	atoms, can	be	called	a	“supergroup”	 [11, 12].
Identifying	the	supergroup	allows	one	to	estimate	the	reaction	rate	coefficient.

The	supergroup	can	be	decomposed	into	component	groups. For	example, in	H-abstraction	reac-
tions

XH+ Y· −→ X·+ YH (1)

the	component	groups	would	be	the	abstracting	group	(Y) and	the	group	from	which	a	hydrogen	is
abstracted	(X).

Currently	in	RMG,	the	groups	X and	Y are	used	only	to	locate	the	transition	state	supergroup	XHY
in	the	database. When	a	rate	expression	is	not	available	for	XHY,	the	rates	of	supergroups	close	to
it	in	the	database	are	currently	averaged	using	a	complicated	scheme	that	can	unfortunately	lead	to
poor	estimates	and	obfuscate	the	source(s)	of	the	final	reaction	rate	expression.

In	the	new	group	additive	approach, the	effect	on	the	kinetic	expression	from	the	component	groups
X and	Y are	separated	and	assumed	to	be	independent	and	additive. For	example, the	effect	of
changing	Y from	a	primary	to	a	secondary	carbon	is	independent	of	the	group	X [13].

We	train	our	group	values	with	a	large	database	of	reaction	rates	taken	from	the	literature	and ab
initio calculations. We	organize	the	groups	in	a	hierarchical	tree	structure	where	child	nodes	are
more	specific	instances	of	their	parent	node. An	example	is	given	in	Figure 1. The	group	values
for	each	node	are	fitted	 to	all	 the	kinetic	data	 that	match	that	node, including	 those	 that	match
its	descendants. The	goodness	of	this	fit	is	also	stored. When	estimating	the	rate	coefficient	for	a
reaction, the	most	specific	instance	of	each	group	is	identified. If	values	are	missing	for	that	group
then	its	parent	node	is	used, continuing	up	the	tree	until	a	node	with	data	is	found. This	will	allow
some	indication	of	the	fitting	errors	at	each	node	and	make	it	clearer	how	each	rate	coefficient	was
estimated	in	RMG.



This	procedure	can	be	made	automatic, so	that	all	the	group	values	can	be	easily	refit	whenever
the	user	has	added	new	data	on	 individual	 reaction	rates, making	 it	more	practical	 to	keep	 the
rate-estimation	rules	up-to-date	with	the	latest	information.

Inspecting	 the	fitted	values	can	suggest	modifications	 to	 the	 tree	 structure. For	example, in	 the
bottom	left	corner	of	the Y · tree	in	Figure 1 molecular	oxygen O2(

3Σ−
g )	is	a	sibling	of C2(X

1Σ+
g )

although	their	reactivities	are	very	different.
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Figure 1: Part	 of	 a	 pair	 of	 trees	 for	 hydrogen	 abstraction	 reactions, showing	 the	 number	 of	 re-
action	rates	contributing	to	 the	 training	(in	parentheses)	and	the	fitted	group	value	 for
log10 (kf @1000 K)

Example

Figure 1 shows	part	of	a	pair	of	trees	for	the	hydrogen	abstraction	reaction	family. In	this	case	the
data	used	are	 the	base-10	 logarithms	of	 the	 forward	 reaction	 rate	coefficients	at	1000 K,	per	H
atom. 223	reaction	rate	expressions	were	used	in	fitting	the	groups, and	the	overall	average	rate
was 109.23 cm3/mol/s. For	the	reaction C2H6 + HCO −→ C2H5 + CH2O, we	can	estimate	the	rate
coefficient	at	1000 K by	identifying	the X−H and Y · groups	in	the	tree	as	follows:

C CH3

-0.129.23

Base TotalC.O

-1.13 =+ + 7.98

There	 are	 6	 equivalent	 H atoms	 to	 abstract	 so	 the	 total	 rate	 coefficient	 is 6 × 107.98 = 5.6 ×
108 cm3/mol/s, which	compares	well	with	a 7.0× 108 cm3/mol/s	estimate	by	Tsang et	al.[14].



Method	comparison

To	test	the	methods	we	extracted	888	rate	expressions	for	hydrogen	abstraction	reactions	of	species
containing	only	carbon, hydrogen	and	oxygen	(as	covered	by	our	rules)	from	the	PrIMe	Kinetics
data	warehouse[15]	and	compared	them	with	estimates	made	using	the	rules	and	group	values.
The	test	set	includes	all	the	available	data, not	just	the	curated, checked, and	approved	values.

For	each	reaction	the	reacting	functional	groups X−H and Y · are	identified. Sometimes	we	have
a	rule	 for	 that	exact	combination	of	X and	Y,	 in	which	case	we	use	 it	 to	estimate	 the	 rate. The
comparison	of	predicted	vs	PrIMe k(1000 K) for	 these	cases	 is	 shown	 in	Figure 2. The	kinetics
estimation	scheme	works	quite	well. The	95%	confidence	intervals	(shown	by	the	dashed	lines)	are
±1.13 in log(kf ) and	most	of	the	outliers	are	mistakes	in	the	test	data	from	the	PrIMe	depository. 1
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Figure 2: Parity	plot	comparing	predicted k(1000 K) with	data	from	PrIMe	database, for	hydrogen
abstraction	reactions	reactions	that	match	a	known	rule	for	XHY.

When	there	is	no	rule	available	for	the	identified	combination	of	X and	Y,	the	rate	must	be	estimated
using	the	rules	that	are	available. The	previous	method	used	in	RMG software	was	to	average	the
rates	of	rules	“nearby”	in	the	trees. When	the	neighboring	pairs	of	groups	are	also	missing	this	can
lead	to	complicated	expressions	which	are	hard	to	understand	and	can	give	poor	estimates. 2 The

1Checking	the	original	sources	for	points	820	and	976	in	Figure 2 reveals	errors	in	the	activation	energies	of −6.1
and −9.6 kcal/mol	respectively. The	outlying	point	877	in	Figure 3 signifies	another	mistake	in	interpreting	the	PrIMe
database: the n in	the	modified	Arrhenius	expression	represents (T/298 K)n not (T/1 K)n.

2The	reaction HC−−−C · + H2O −−→ HC−−−CH + HO · (point	893	in	Figure 3)	matches	the	pair	of	groups	(O-pri, Ct-
rad), but	that	rule	is	unknown. Using	the	old	scheme	it	is	estimated	as: (Average	of: (Average	of: (Average	of: (O-pri
O2b)	&	Average	of: (O/H/NonDeC O2b)	&	O-pri	H-rad	&	Average	of: (O/H/NonDeC H-rad	&	O/H/OneDe	H-rad)	&
Average	of: (O-pri	C-methyl	&	Average	of: (O-pri	C-rad/H2/Cs))	&	Average	of: (O/H/NonDeC C-methyl	&	Average	of:
(O/H/NonDeC C-rad/H2/Cs)	&	Average	of: (O/H/NonDeC C-rad/H/NonDeC) &	Average	of: (Average	of: (O/H/NonDeC
C-rad/Cs3))	&	Average	of: (Average	of: (H2O2	C4H9O/	c12345	&	H2O2	C4H9O/c134(2)5	&	H2O2	C4H9O/c134(2)5
&	H2O2	C4H9O/c14(2,3)5)	&	Average	of: (H2O2	C3H5/c132))	&	Average	of: (Average	of: (H2O2	C4H9O/c12345	&
H2O2	C4H9O/c12345	&	H2O2	C4H9O/c134(2)5)	&	Average	of: (Average	of: (H2O2	C4H9O/c12345)))	&	Average



results	of	using	this	scheme	for	the	cases	when	the	combination	X and	Y is	not	known, are	shown
in	Figure 3a.

Using	the	new, group	additive	method	to	estimate	the	kinetics	for	unknown	combinations	of	X and
Y is	simpler	to	explain	than	the	averaging	scheme. The	reaction HC−−−C · + H2O −→ HC−−−CH +
HO · (point	893	in	Figure 3)	matches	the	pair	of	groups	(O-pri, Ct-rad), each	of	which	is	trained
independently. O-pri	was	trained	from	11	rules	(in	combination	with	Y groups	other	that	Ct-rad)	and
contributes −2.35 to log(k@1000 K). Ct-rad	was	trained	from	7	rules	(in	combination	with	X groups
other	than	O-pri)	and	contributes +2.53 to log(k@1000 K). Figure 3b shows	the	results	of	using	this
scheme	to	estimate	the	cases	when	the	rules	are	not	available	for	the	matched	combination	of	X
and	Y.	The	95%	confidence	intervals	(dashed	lines)	are	narrower, there	is	less	stratification, and	the
predicted	rates	span	a	larger	range	than	with	the	averaging	method	used	in	Figure 3a.
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Figure 3: Parity	plots	comparing	predicted k(1000 K) with	data	from	PrIMe	database, for	hydrogen
abstraction	reactions	that	do	not	match	a	known	XHY rule. Left	(a): old	method	of	av-
eraging	“similar”	XHY rules. Right	(b): new	method	of	estimating	from	independent	XH
and Y · contributions.

Conclusions

The	reaction	mechanism	generation	software	RMG estimates	reaction	rate	expressions	using	rules
based	on	the	functional	groups	surrounding	the	reacting	center. A reaction	typically	involves	more
than	one	functional	group	(e.g.	an	atom	with	a	hydrogen	ligand	XH and	a	radical Y · ), which	com-
bine	to	form	a	“supergoup”	XY.	When	a	rule	for	 the	supergroup	XY is	known, it	can	be	used	to
predict	the	reaction	kinetics	with	reasonable	accuracy. However, when	data	are	sparse	and	a	rule

of: (Average	of: (Average	of: (H2O2	C4H9O/c134(2)5)))	&	O/H/OneDe	C-methyl)	&	Average	of: (O-pri	Cd-pri-rad)	&
Average	of: (O/H/NonDeC Cd-pri-rad	&	Average	of: (H2O2	C4H7/	c1342)	&	Average	of: (H2O2	Cd-rad/NonDeC))
&	Average	of: (O/H/NonDeC Ct-rad)	&	Average	of: (O-pri	CO-pri-rad)	&	Average	of: (O-pri	O-pri-rad	&	Average	of:
(O-pri	O-rad/NonDeC)) &	Average	of: (O/H/NonDeC O-pri-rad	&	Average	of: (H2O2	O-rad/NonDeO &	H2O2	O-
rad/OneDe)))))



for	XY is	not	known, RMG currently	averages	‘similar’	XY supergroups. For	these	scenarios	we	are
have	tested	a	group	additive	method, adding	separate	contributions	from	X and	Y which	are	derived
from	known	XY supergroups. The	group	values	can	be	trained	using	existing	supergroup	rules	or
explicit	reactions. The	group	values	can	be	re-trained	when	new	kinetic	data	are	available	or	the
definitions	and	hierarchy	of	the	groups	are	updated. By	recording	the	goodness	of	fit	when	the	group
values	are	trained, confidence	intervals	can	be	calculated	on	each	reaction	rate	estimated	using	this
method. For	the	hydrogen	abstraction	family	of	reactions, estimates	calculated	in	this	manner	are
better	than	those	estimated	using	the	averaging	scheme	previously	used	in	RMG software, and	their
origin	is	simpler	to	trace. This	approach	is	now	being	extended	to	families	of	reactions	other	than
hydrogen	abstraction.
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