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II. PROJECT DESCRIPTION

A. Project Overview

The overarching goal for our project is to find the best mapping method from X-ray data to a decision on the 
relative safety of individual bags. We study the reconstruction problem with the end goal of detection, while 
also designing algorithms for image analysis that can best exploit the improved image quality in iterative 
methods. The key goal is a reduction in the false alarm rate without loss of sensitivity in detection. Eventual 
benefits should include reduced security costs to the transportation industry.
X-ray computed tomography (CT) data is an indirect representation of the three-dimensional information
on scanned baggage content, and an inverse problem must be solved to extract that content. Iterative recon-
struction methods have proven superior in medical diagnostics [1-4], and have also recently shown great
promise in non-destructive evaluation for security purposes in this context [5]. Our work on this project is
aimed at artifact and noise suppression that enables analysis software to better segregate materials and for-
mulate decisions on the presence of threats [6-8]. Simultaneous estimation of beam hardening parameters
with reconstruction have reduced non-local artifacts from metal objects. Combined with the inherent noise
suppression of model-based iterative reconstruction (MBIR), resulting cross sections of homogenous mate-
rials are more uniform, and segment more reliably into single regions for evaluation of mass. Such overall
improvement of CT image quality allows for more intelligent decisions, whether by human or machine intel-
ligence, on potential threats.
Although all are closely related, we divide our efforts on this project into three categories: 1) advanced tech-
niques of reconstruction; 2) material classification and automatic target recognition (ATR); and 3) high-
speed iterative image reconstruction. 
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A.1. Advanced Techniques of Reconstruction

Sequential processing nearly always requires sacrifice of optimality relative to optimization of an end-to-
end process. In reconstruction, a discrete-valued image provides segmentation automatically, and creates 
that segmentation while manipulating the original data rather than an intermediate result. A primary goal 
in our project is a direct link between scan data and separation of materials. We have shown improvement 
in outcomes using dictionary-based modeling and discrete-valued a priori image models, both of which can 
improve decisions by intelligently limiting the space in which the recovered image resides.
Specific project aims for reconstruction are:
• Segmentation directly from data: This will require extension of our previous work on discrete, total-vari-

ations optimization to exploit convex elements of partial segmentations as image representations. Simul-
taneous estimation of material densities and region boundaries pose nonlinear optimization challenges 
that will be central to our project for the remainder of the grant.

• Advanced image modeling: It is critical to apply the latest advances in stochastic image modeling to op-
timize our Bayesian estimation techniques in MBIR. This may be a reconstruction goal in itself, but also 
informs our work on more direct decisions from data.

• Accurate system modeling: Particularly in iterative methods, it is crucial that the model of the imaging 
system be accurate. In addition to the geometric description of the forward projection operator, com-
pensation for beam hardening is important in the presence of metal objects that can mask important 
threat-related content. Careful analysis and verification of each scanning system’s physical characteris-
tics will be essential in bringing MBIR into commercial scanners.

A.2.	 Material	Classification	and	ATR

Automatic target detection and recognition from scanned images are essential in current pre-screening meth-
ods for checked baggage, reducing labor costs, and helping inform human judgment. Independent of success 
with advanced reconstruction/segmentation methods above, ATR research will be critical for high-volume 
image analysis. The objective of this portion of our work is to develop ATR systems that can robustly deal 
with inherent image artifacts and close proximity of multiple, similar materials [6-8]. We continually validate 
new algorithms on large numbers of baggage scans.
Specific challenges addressed here are: 
• Development of advanced feature extraction: We develop ATR methods incorporating shape filters and 

multi-label segmentation techniques that have improved computer vision systems. These have also 
shown promise in our detection problem, and further refinement will be achieved during the coming 
year. Machine learning techniques such as support vector machines (SVMs) and deep neural networks 
will be critical in training.

• Enhancement of  ATR with tools tailored specifically to CT imagery: Artifacts that interfere with accurate 
segmentation and labeling in CT images often have non-local characteristics that may be modeled to ad-
just credibility of object boundaries. Alignment with metals may be used to down-weight the probability 
of material separation without precluding these boundaries.

A.3. High-Speed Iterative Image Reconstruction

All iterative improvements come at the cost of increased computation relative to deterministic methods due 
to the incremental updates they generate. One of our major foci is the use of well-designed parallel algo-
rithms and Graphics Processing Unit (GPU)-based platforms to dramatically reduce reconstruction time.
• Design of algorithms with minimal complexity and rapid convergence: Simplification of computation is 

possible with local approximations of objective functions, efficient characterization of geometric proper-
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ties, and judicious choices in spatial distribution of updates.
• Implementation to exploit economical parallel processors: We design these algorithmic adaptations with 

parallel central processing unit (CPU)/GPU implementations as the target. Designs for local updates of 
clustered voxels to optimize memory access has resulted in speedup of more than two orders of magni-
tude on GPUs.

B. Year Two (July 2014 through June 2015) Biennial Review Results and Related Actions to Address 

The Biennial Review panel was generally positive in their assessment of this project. We have progressed 
on several fronts mentioned above (artifact reduction, ATR, reconstruction speed), and received favorable 
comments on the methods used to evaluate our algorithms. There was criticism of the lack of attention to 
recently-developed, alternative methods that have appeared in the medical CT literature. In order to address 
this weakness, we have paid particular attention to newly-created reconstruction algorithms over the past 
year. In particular, we have studied algorithms involving total variation (TV) minimization, dictionary-based 
estimation, and more recently, reconstruction by denoising (REDS); we have used these methods in our com-
parisons. In the coming year, we will also be applying such regularization methods to our spectral CT recon-
struction methods.

C. State of the Art and Technical Approach

C.1. Research on Reconstruction

C.1.a. MBIR Framework

MBIR works by formulating a mathematical optimization problem, which incorporates the model of both the 
measurement acquisition process during the scan and the image being reconstructed. A typical MBIR frame-
work computes the maximum a posteriori (MAP) estimate given by [1-3]

where p(y|x) is the conditional distribution of measurement vector y ∊ RM given the underlying true attenu-
ation map; x ∊ RM; p(x) is the prior distribution of x; and x ≥ 0 indicates that each pixel must be non-negative.

The first term in the optimization can be approximated by 

where A ∊ RM × N is the forward projection operator and W = diag{w1, ..., wM} ∊ RM × N is a diagonal weighting 
matrix. 
The log prior term log p(x) controls the smoothness of the reconstructed image and also preserves local im-
age structures. In this study, we used the q-Generalized Gaussian Markov Random Field (q-GGMRF) model 
[4] given by

 
Combining the log likelihood term and the log prior term, we obtained the global objective function to be 
optimized as follows
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C.1.b. MBIR with Simultaneous Beam Hardening Correction (MBIR-BHC)

It is well known that the attenuation coefficient of materials depends on the energy of the X-ray, and the 
low-energy portion of the X-ray normally gets attenuated preferentially as compared to the high-energy por-
tion; this is a physical effect known as beam hardening. In practice, beam hardening can contribute to recon-
struction artifacts such as metal streaks and cupping. Since most X-ray beams exhibit a broad energy-spec-
trum, a more accurate forward model that accounts for the broadness of the X-ray spectrum is given by

where S(E) is the normalized energy spectrum; μj(E) is the energy-dependent attenuation coefficient; and 
the function rj(E) carries the energy-dependent behavior of the j-th pixel. In this study, we developed a novel 
model-based reconstruction algorithm, MBIR-BHC, which is able to simultaneously correct the beam harden-
ing effect, and we investigated the performance of MBIR-BHC on the baggage scan dataset.
In order to better model the data measurement and account for the beam hardening effect, in this study, we 
proposed a poly-energetic X-ray forward model, which is based on the assumption that different materials 
can be separated by their densities. We modeled the energy-dependent attenuations μj(E) as a convex combi-
nation of two basis materials given by [4]

where rL(E) and rH(E) are two energy-dependent basis functions of “low” and “high” density materials; and  
0 ≤ bj ≤ 1 is the percentage of material in the j-th location that is of high density. Using this decomposition, we 
constructed a new forward projection model for the i-th projection as

where PL, i and PH, i are two energy-independent material projections given by

We further parameterized this nonlinear h(⋅,⋅) function using a joint polynomial of PL, i and PH, i given by

and the coefficients γk, l will be simultaneously estimated in the optimization process. Incorporating the novel 
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poly-energetic X-ray forward model, MBIR-BHC can be formulated as

where U(x, b) = −log p(x, b) denotes the negative log joint prior of x and b for regularization.
To further simplify the model, we assumed bj ∊{0, 1} to be binary. Therefore, each pixel can be of either low 
density material or high, and the vector bj ∊{0, 1}M becomes a material segmentation of the reconstructed 
image. U(x, b) is used for regularization over the image and the material segmentation. We modeled U(x, b) as 
a two-layer hybrid Markov random field. Mathematically, it can be formulated as

where δ(⋅) is the discrete indicator function; T is the pre-defined segmentation threshold; and αs, r , ηs, r and β	
are regularization weights for each potential functional. To optimize the overall objective function, we used 
the Newton-Raphson approximation techniques and iterative coordinate descent (ICD) optimization. 

C.1.c. Data Weighting Matrix for Metal Artifact Reduction

Recall that in the basic MBIR algorithm, the negative log likelihood function is approximated by 

where W = diag{w1, ..., wM} ∊ RM × M is a diagonal weighting matrix. In general, the entries wi are effectively 
specifying the reliability of each measurement. The weighting scheme can be critical, especially when the 
dataset contains a lot of high density objects and many measurements become unreliable. In this project, we 
extended our previous study in the transition task [9] and explored an adaptive weighting scheme. Mathe-
matically, to determine the weight for a particular projection, we pre-computed the metal projection of the 
initial reconstructed image x(0), e.g. filtered back projection (FBP), and determined the percentage Ii of the 
metal projection in the projection, calculated as 

where T is the threshold used to segment the metal object and the weight for the i-th projection is calculated 
as

This adaptation reduces the weighting of data according to the proportion of metal in the given projection. 
The philosophy behind this innovation is that there is likely to be some inaccuracy in the modeling of metal 
projections, decreasing their relative reliability beyond the value indicated by variance purely from photon 
counting noise.
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C.1.d.	 A	Modified	Likelihood	Model	for	Abnormal	Measurement	Rejection

Depending on the objects being scanned, the actual measurements may not always be consistent with the 
physical assumption. One cause of the inconsistency is the beam hardening; a problem we address in the 
approach above. However, it is often the case that the defective measurements can come from various effects 
coupled together, such as beam hardening, scattering, metal partial volume, etc. Sometimes, it is difficult to 
come up with a model that accounts for all these effects individually. Here, we consider another approach 
[10], where we modify the conventional quadratic likelihood term and try to give less influence if the mea-
surement differs significantly from the theoretical model. Mathematically, we consider the family of the gen-
eralized Huber function as our modification to the original quadratic likelihood, given by

where the generalized Huber function is defined as

In this modified model, we control how much we fit the estimation to the actual measurement depending 
on the difference of the normalized error sinogram. If the error sinogram entry is less than the threshold L, 
a normal quadratic penalty is used. If the error sinogram entry is greater than the threshold L, indicating a 
potential defective measurement entry, a linear penalty is used, reducing its effect to the total cost. In this 
study, we set τ	= 0.5, L = 0.5.

C.1.e. Reconstruction Results

C.1.e.i. MBIR with Metal-Adaptive Data Weighting

We first consider our simplest approach to ameliorating metal artifacts, described in the above sections. 
Many of these artifacts result from systematic errors in projections through highly attenuating materials due 
to beam hardening and scatter, with photon counts possibly being higher than their true reliability dictates. 
The reduction of weights for heavily metal-corrupted measurements encourages greater sinogram errors for 
these measurements, and allows the more reliable data plus the regularizing prior model to suppress arti-
facts. Additionally, the transition from quadratic penalties on sinogram errors to absolute values for larger 
deviations (the Huber model) builds in tolerance for these outlier data.
Figure 1 (on the next page) shows improvements in cases with moderate amounts of corruption from metal. 
In each case, the reconstruction of metal components is contained within a smaller region of support than 
in the FBP versions. The principal issue arising from inaccurate reconstruction of metal objects in security 
applications is propagating artifacts corrupting other homogeneous materials. In Figure 1, the rubber sheet 
atop the first row and the water bottle in the lower right of the second row both have artifacts appreciably 
reduced. It is our hope that such improvements will prevent separation of single materials into distinct seg-
ments under existing segmentation algorithms.
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C.1.e.ii.  Beam Hardening Correction in MBIR

In the above sections, we introduce joint estimation of polynomial BHC parameters with imagery. In the 
results below, the correction is based on thresholding of the initial FBP image for a static, binary mask of 
high-density objects. The adaptation allowed by the optimal selection of the correction polynomial provides 
“relief” from especially large errors in locations where beam hardening causes inconsistencies. 
In Figure 2 on the next page, severity of artifacts is lessened as metal reconstructions become more spatially 
contained. One may speculate that the water containers will be better segmented in the MBIR images. How-
ever, sufficient corruption remains to damage the results of automated analysis. Proper segmentation of the 
stacked rubber sheets in the bottom row is likely to be problematic in either column. 

Figure 1: Comparison of FBP reconstructions (left column) and MBIR with metal-adaptive data weighting (right  
column). Scans are (top to bottom) labeled as Medium_Clutter1_123 and Medium_Clutter1_295.
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C.2. Research on ATR

Typically, an ATR system will consist of several separate processing units, including image segmentation, fea-
ture extraction, and target classification. Baseline ATR uses connected component labeling (CCL) to segment 
objects in the CT scans. It then extracts the mass feature of each connected component and keeps only objects 
whose mass is higher than the target definition. In the following sections, we will give detailed descriptions 
of how we advanced the baseline ATR system with computer vision algorithms.

C.2.a. Image Segmentation

C.2.a.i. Selective Morphological Opening on Bulk Objects

Image segmentation is a core step in ATR to assess material and morphological properties of the objects in 
the CT scan. Generally, CCL is used for segmentation in CT baggage scans. CCL first sets the foreground in the 
image and then uniquely labels subsets of connected components. Even though CCL can find foregrounds in 
the CT baggage scan, it is not enough to separate nearby objects as it only takes into account the local neigh-
borhood. To prevent merging in CCL, the morphological opening operation is generally applied to CCL results. 
However, the morphological opening operation may remove thin sheet structures. Therefore, we find bulk 
objects in CCL results based on shape, and we apply morphological opening only for bulk objects.
To differentiate bulk objects from sheet objects, we extract shape features and feed them into supervised 
classifiers. To extract shape features, we use the minimum volume enclosing ellipsoid [11]. After finding the 
minimum volume enclosing ellipsoid, we describe the shape as following:
• Ellipsoid axes
• Axis ratio: minimum axis length/maximum axis length
• Volume ratio: object volume/ellipsoid volume

Figure 2: FBP (left) and iterative (right) reconstructions of heavily metal-corrupted scans, numbered (top to bottom) as 
High_Clutter1 #350, and High_Clutter3 #194.
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Given shape features, we find the classifier using SVMs [12]. SVM is a popular high-dimensional classifier in 
computer vision. SVM finds a hyper-plane that separates two groups by training the algorithm on a pre-clas-
sified set. From this pre-classified set, SVM selects a relatively small number of samples that are close to the 
opposite group. 
Figure 3 presents the benefit of our selective morphological opening in ATR. In the input image (Fig. 3a), 
there exists a thin rubber sheet that is a target to detect. Typical morphological opening erases the thin rub-
ber sheet, as described in Figure 3b. Our selective morphological opening on bulk objects helps preserve thin 
structures while splitting merged bulk objects.

C.2.a.ii. Multi-Label Segmentation on Merged Objects with Metal Artifacts

Even though morphological opening can help split merged objects in CCL, it is not sufficient to separate 
highly cluttered objects due to tight packing because it does not take intensity information into account. 
Therefore, we need to further segment CCL results followed by morphological opening with the multi-label 
segmentation that utilizes intensity information. However, this task is challenging as raw CT images often 
contain artifacts, such as streaks, due to dense metal objects. While there has been a great deal of research fo-
cusing on metal artifact reduction (MAR) and segmentation as individual tasks [13-15], there have been very 
few attempts to solve the problem of segmenting raw CT images with metal artifacts jointly. In this research, 
we study the problem of metal artifact reduction and segmentation as a joint optimization problem.
To formulate the joint optimization problem, we let x(orig) ∊ RN be the original raw CT image that contains the 
metal artifacts, and we assume that a binary artifact mask b ∊ {0, 1}N is given where 1 indicates artifact. We 
also assume that K mean material intensities μ ∊ RK are given. Therefore, our objective here is to produce a 
segmentation label z ∊ {1, ..., K}N and a restored image x ∊ RN with metal artifact reduced. We formulate the 
overall problem as a joint optimization problem of the restored image and segmentation given by

Subject to  

Figure 3: Effect of selective morphological opening in ATR: (a) Input image; (b) CCL result followed by typical morpho-
logical opening; and (c) CCL result followed by selective morphological opening on bulk objects. Notice that the thin 
rubber sheet is preserved after morphological opening. 
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where we use JI(x) to represent the prior terms for image. For the image prior, JI(x), it is used to regularize the 
image pixel values and fill in the correct pixel values in the artifact region. We use the dictionary-based image 
prior, same as the approach in K-SVD denoising. To optimize the above function, we alternate the optimiza-
tion over x and z iteratively.
Figure 4 shows the joint MAR and segmentation results along with the direct multi-label segmentation re-
sults on the raw CT image. Notice that, due to the strong metal streak artifact, directly applying multi-label 
segmentation on the raw image does not give a good result. In particular, the streak splits the object into 
pieces. On the other hand, the output of the joint algorithm performs very well. The metal streak artifacts in 
the restored image are greatly reduced. Also, from the output segmentation of the joint algorithm, we can see 
that the previous split objects are merged back together and, therefore, the segmentation label is preferable 
for following ATR.

C.2.b.	 Target	Classification

For each segmented object, we need to determine whether it is a target or a non-target. For this task, we 
first need to transform the image data into the set of features that describe the properties of the segmented 
object. Baseline ATR provided by ALERT uses the mass of each segmented object as a feature. However, mass 
itself is not sufficient in describing the complex properties of targets. Therefore, we constructed the following 
high-dimensional features, which are widely used in literatures:
• Intensity: min, max, mean
• Physical: mass
• Histogram: location of max histogram, normalized histogram
Given the extracted and selected features, we feed them into the classifier that determines whether the seg-

Figure 4: (a) original CT image of a baggage scan; (b) the color-coded segmentation map by applying segmentation 
directly on (a); (c) the output restored image of the joint algorithm; and (d) the output color-coded segmentation map 
of the joint.
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mented object is a target or not. Toward this, we again use an SVM classifier similar to the sheet/bulk identi-
fier but based on histogram features. Instead of finding one target classifier for all training objects, we cluster 
the training set based on shape via k-means clustering [16], and train the target classifier for each shape 
cluster. Specifically, we found 15 clusters in the training set based on shaped features used for the sheet/bulk 
identifier. Then, we find the nearest neighbor (NN) shape cluster for each testing object and apply the corre-
sponding classifier in the NN shape cluster to determine if the testing object is a target or not.
Figure 5 illustrates the benefit of our clustered target classifier. Figure 5a shows the mean density and mass 
features of all training objects. It is worth noting that there is large overlap between target and non-target 
objects. The overlap in feature space makes it difficult to train the accurate classifier. Our shape clustering 
can help reduce the overlap in the feature space as described in Figures 5b and 5c. After shape clustering, 
features in each shape cluster are more separable, and therefore it is easier to train the accurate classifier. 

C.2.c. Adaptive ATR

Currently-deployed ATR systems at airports cannot be reconfigured according to evolving risks. Those ATRs 
are trained to detect a specific set of threats, and are validated for multiple months. Therefore, it is challeng-
ing to update ATRs in the field to quickly respond to new threat information.
To tackle this challenge, we adopt the advanced dynamic learning framework [17] for target classification in 
ATR. Typical SVM with high-dimensional features will pose challenges in updating a prediction model when 
a new target is defined because parts of features can be redundant for new targets, and the classifier trained 
on a fixed dataset cannot be flexible to new targets. To tackle this challenge, we adapt feature extraction and 
a target SVM classifier by query-driven prediction modeling, where we find the compact set of important fea-
tures and select from a smaller set of training data according to detection requirement specifications. 
This dynamic learning approach enables us to update the prediction model based on the most relevant fea-
ture descriptors on a core subset of training data, allowing for better classification performance that is adap-
tive to the new, emerging targets. We also investigate more advanced deep convolutional neural networks 
[18] to find the most information features. 

C.3. Consensus Optimization

Consensus optimization has been used successfully in a number of applications in which a (usually convex) 
cost function can be decomposed as a sum of auxiliary functions:

Figure 5: Features in training sets of: (a) all objects; (b) bottle shape cluster; and (c) thin sheet shape cluster. Horizontal 
and vertical axes represent the mean density and mass of each object, respectively.  Notice that there is large overlap 
between targets (red circles) and non-targets (blue crosses) for all training objects in (a). On the contrary, in each shape 
cluster in (b) and (c), features are more separable and thus it is easier to train the classifier.  
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where  x ∊ Rn and fi : Rn → R ∪ {+∞}. In the consensus optimization framework, the minimization of the orig-
inal cost function is reformulated as the minimum of the sum of the auxiliary functions, each a function of 
a separate variable, with the constraint (referred to as consensus constraint) that each of the separate vari-
ables must equal a common global variable:

This reformulation allows for the application of Alternating Directions Method of Multipliers (ADMM) or 
other efficient minimization methods.  Background and further discussion is found in [1]. One particular 
approach to solving this type of consensus problem is called consensus equilibrium (CE). This approach was 
first described in [2] and applied to Plug and Play (P&P) image reconstruction, where the likelihood inversion 
and denoising parts of the cost function are separated, resulting in a consensus problem with N = 2. The key 
idea is to associate each function fi with a proximal map Fi  defined as:

In this particular case of CE, where N=2, [2], one proximal map F1 is associated with a likelihood or data fi-
delity model and F2 is associated with a denoising map.  The CE balances the effect of each of these maps by 
finding vectors x* and u* that satisfy

Here x* is interpreted as the consensus solution that optimally satisfies the likelihood model and the de-
noising map together, and u* as the undesired noise that is removed by the denoising map. In the following 
section, we extend this approach to solving a more generic consensus problem, where N ≥ 2. 
Applying this type of extended CE framework to a computationally intensive problem such as CT reconstruc-
tion has a number of advantages. In practice, N is the number of processors. Let us consider the case where 
we can split the global objective function into N separate functions, where each individual function is easier 
(computationally faster) to optimize when there is no consensus constraint, and is handled by a separate 
processor. However, the major issue is that these N separate optimization problems cannot be solved in par-
allel when a consensus constraint exists. We see that the CE framework helps us work around this issue, and 
provides an iterative strategy to solve these individual problems in parallel.

C.3.a. Multi-Block CE

C.3.a.i. CE Framework: System of Equations

We generalize the concept of CE [2] to N vector-valued maps,  Fi : Rn → Rn, i = N.  The CE for these maps is de-
fined as any solution (x*, u*) ∊  Rn × RnN that solves the equations:
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where x* is the consensus solution and    denotes the average of  . In the case N = 2, 
these equations simplify to the conditions stated by [2]. The proof for this theorem is in our draft publication, 
“Buzzard G.T., Sridhar V. and Bouman C.A., ‘Multi-Block Consensus Equilibrium with Partial Updates for Fast 
CT Reconstruction,” that is pending submission and review.

C.3.a.ii.     CE Framework: Solution

In order to solve the CE equations, we introduce some additional notation. For v ∊ RnN, we define F, G : RnN  → 

RnN by

Also, for x ∊ RnN, let  denote the vector obtained by stacking N copies of x. With this notation, the CE equa-
tions are given by

We can show that determining the solution to the above system of equations is a fixed-point problem. The 
solution is provided by the following theorem.
Theorem: The point (x*, u*) is a solution of the CE system of equations if and only if the point 
satisfies

In other words, w* is the fixed-point of the map T = (2F − I)(2G − I) : RnN → RnN. Then the consensus solution 
can be found as , since                 .
The proof for this theorem is in the same draft publication that is pending submission and review. We can 
further show that the map T = (2F − I)(2G − I) is non-expansive, and so the fixed-point w* can be obtained by 
a series of Mann iterations [3]:

where ρ	∊ (0, 1). This series w(k) converges to w* in the limit k → ∞. 

C.3.a.iii.      Partial Update Consensus Equilibrium (PUCE)

The multi-variable CE algorithm described in the above section is, in general, computationally expensive and 
not practical for many applications. This is because evaluating each individual proximal map Fi = Fi(. ; σ) : Rn 
→ Rn is typically an iterative optimization problem on its own. Consequently, the CE algorithm contains a large 
number of nested iterations and converges slowly to the consensus solution.
Another potential drawback is that the computational time for determining the fully converged solution to 
the N separate problems, Fi(. ; σ), often depends on i and the supplied argument.  The CE framework permits 
each of these N independent problems to be solved in parallel. However, if even one of these problems con-
sumes a much longer time than the other N − 1 problems to achieve its specific converged solution, then the 
efficiency of the algorithm’s parallel implementation is adversely affected.    
We propose a slightly modified version of the CE algorithm to overcome the aforementioned issues of high 
computational cost and low parallel efficiency. We call this new framework “Partial Update Consensus Equi-
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librium (PUCE).” The main idea here is to replace each proximal map, Fi(. ; σ), with an approximate version 
that is quicker to solve. For the applications discussed here, Fi(. ; σ), is the proximal map of a convex function 
fi  and requires an iterative optimization problem on its own. First, our approximation is based on using a 
highly reduced number of iterations to compute the proximal map solution, even though this may not yield 
the true, converged result for this map. We accordingly name this type of approximation the partial-update 
approximation (PUA). Secondly, when the number of iterations is very limited, the choice of initial state de-
termines the solution. Further, the PUA is also dependent on the initial state. We use the notation  Fi(. ; σ, Xi) 
Rn → Rn to denote the PUA of the proximal map Fi(. ; σ), where xi ∊ Rn specifies the initial state.  For any v, X ∊ 
RnN we define the stacked operator                              as

Therefore, gives us an approximate solution, or partial update solution of F(v; σ) and this solution is 
dependent on the initial state, X.  
The pseudo-code for PUCE algorithm is as follows:

1. Initialize:

2. While NOT converged, do:

3. Consensus solution: 

A further discussion of the PUCE algorithm is in our draft that is pending submission and review.  It is worth 
noting that for our application of CT reconstruction using the PUCE framework, we use only 1 pass of the 
Iterative Coordinate Descent (ICD) [8] optimization method to compute the partial update solution.

C.3.a.iv.      CT Reconstruction as a Consensus Problem

The PUCE framework can be applied to a variety of problems that can be formulated as a consensus optimi-
zation problem. We apply PUCE to 2-D CT reconstructions of real datasets.
The model-based reconstruction approach to tomography uses a statistical model that incorporates both the 
forward model of the imaging system, as well as a prior model of the unknown image. In this approach, we 
can express the reconstructed image, , as the MAP estimate given by
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and y is the list of measurements. In the above equation, p(y|x) represents the likelihood model of the mea-
surements y conditioned on the unknown image x ; f  and p(x) represents the prior model of the unknown 
image x.
In the specific case of 2-D CT, we reconstruct the attenuation coefficient, with SI units of mm-1, at each pixel 
in 2-D object space. The total number of measurements acquired by the tomographic system is Nv× Nd,  where 
Nv is the number of view-angles and Nd is the number of transmission detectors. The processed measurement 
in conventional CT systems, called projection measurements, is here represented by . The nega-
tive log likelihood is given by [4]:

where   is the sparse forward projection matrix for the k-th view;  is the diagonal 
weighting matrix; and  is the list of projection measurements for the k-th view. So, the objective 
function for the MAP estimation problem can be expressed as

where s(x) is the negative log prior model; and β > 0 is the overall regularization parameter. In this report, 
the prior model of x is an MRF that incorporates a pair-wise Gibbs distribution of pixels, within a symmetric 
8-point neighborhood in 2-D space [6]. More specifically, we choose a q-GGMRF prior, because it preserves 
both smooth regions as well as high-contrast features, such as edges [7]. In this case, s(x) is a convex function, 
and so the overall objective function f(x) is convex.
Next, we formulate the CT reconstruction problem as a consensus optimization problem by splitting the glob-
al objective function into N separate parts. Let S1, S2, ... SN represent N disjoint sets such that S1 ∪ S2 ∪ ... SN = 
{1, 2 ... NV}. Then we define the convex function fm(x), m = 1, ..., N as

In other words, the partitioned function fm utilizes projection measurements from the m-th subset of views, 
Sm, only and includes a factor of 1/N of the overall prior model regularization. For our application, we inter-
leave the views in a cyclic manner among the N view subsets. Therefore, we can formulate CT reconstruction 
as a consensus problem: 

This formulation has a number of advantages. Within the PUCE framework, we can treat the above consensus 
problem as N independent problems that can be solved in parallel. Furthermore, since each of these individ-
ual problems deals with only 1/N of the total projection measurements, its corresponding solution, or partial 
update solution in the case of PUCE framework, can be computed very quickly. An additional advantage is 
that we can leverage hardware to achieve fast access to the system matrix data when the PUCE algorithm is 
implemented on a distributed memory system. 
Figure 6 ( on the next pag) illustrates the value of the PUCE method for speeding up computation on a super-com-
puting cluster. In this case, the full 3D reconstruction problem is broken into N separate reconstruction problems  
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corresponding to view subsets. Table 1 shows the relative computation required for reconstruction in units 
of equits (equivalent iterations) as the number of processors, or equivalent view subsets, is increased. It also 
compares the relative computational requirements of PUCE to a similar implementation using conventional 
ADMM to split the problem. Notice that the PUCE reconstruction requires less computation than ADMM, 
but that the total computation does increase somewhat as N increases do to the increase in the number of 
iterations. However, the total reconstruction time goes down since these iterations are done across more 
computational nodes.

C.3.b. Experimental Results on ALERT Task Order 3 (TO-3) Dataset

Figure 6: PUCE reconstruction of the ALERT TO-3 baggage using 16 processors. Sub-figure (a) demonstrates that PUCE 
converges faster than ADMM for various values of parameter ρ, and that ρ = 0.8 gives fastest convergence in this case. 
Sub-figure (b) demonstrates that we approach convergence as we get closer to the fixed-point of the non-expansive 
map (2F-I)(2G-I). Sub-figure (c) shows the reference image used to measure the convergence criterion in (a). Sub-figure 
(d) shows the resulting reconstruction from PUCE for the fastest convergence case, NRMSE=5% (RMSE less than 10 HU).
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Figure 7: Converged PUCE images from different processors. Sub-figures (a)-(c) depict wi* from 3 different processors 
i=1...3, and sub-figure (d) shows , the average of wi* over all N processors, i = 1...N, where N = 8. The noise in (a)-(c) 
disappears in (d) since the condition  is satisfied by PUCE.

Table 1: Convergence time for reconstruction of an ALERT TO-3 baggage scan image. Target NRMSE = 5 %. Sub-table (a) 
corresponds to the serial baseline reconstruction. Sub-table (b) compares the parallelizable PUCE and ADMM methods 
in terms of total computational time (summed over all processors) for achieving convergence.  PUCE performs better 
than the ADMM method. Compared to the serial baseline technique, the overhead in total computational time is not 
large for the PUCE method, which implies good parallel performance of the algorithm.
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Note: 1 equit quantifies the computational time taken to update all pixels within the field-of-view exactly 
once, when the full set of views/projection measurements is utilized for reconstruction. 

C.4. High Performance Reconstruction

CT is a general method for the non-destructive imaging of objects from transmission measurements. Figure 
8 illustrates the basic concepts of how a typical X-ray CT system operates. An X-ray source is mounted on a 
rotating gantry along with a linear array of X-ray detectors.

The object to be imaged is then placed at or near the center of rotation. As the gantry is rotated, a series of 
measurements or views is taken. Each single view corresponds to a set of measurements from all the ele-
ments of the array at approximately a single instant of time. The measurements from each array element, or 
channel, are then pre-processed by taking the logarithm. The logarithm of a single detector output results in 
a single projection, i.e., an estimate of the integral density of the object along the path from the X-ray source 
to the detector. The objective is then to take this set of views and reconstruct a cross-section of the object 
being imaged. Typically, the data collected from the scanner is organized into a sinogram as illustrated in 
Figure 8a. For a 2D scan, the sinogram is a 2D data structure indexed by the channel and view angle of each 
measurement. In fact, the name sinogram comes from the fact that the projection of individual voxels in the 
image corresponds to sine wave patterns in the sinogram. These sine wave patterns are illustrated with thin 
yellow lines in Figure 8b. In order to compute the update of a voxel in ICD, it is necessary to access its corre-
sponding values in the sinogram.
In practice, the sinogram can be stored in row or column major formats. However, regardless of how the sino-
gram is stored, the access to all the memory required for ICD updates will require high strides of memory ac-
cess, which will kill voxel update speeds. Modern processors access main memory by first transferring blocks 
of local memory onto fast on-chip cache memory that may be 100 times faster than main memory. When the 
sinogram is stored in row major format, these blocks of cache memory known as “cache lines” are shown as 
short red line segments in Figure 8b. Each cache line must fall along either rows or columns of the sinogram 

Figure 8: (a) CT system; and (b) illustration of the image and sinogram space for a typical 2D projection geometry. 
Notice that each voxel in the image domain traces out a sinusoidal pattern in the sinogram domain. In addition, each 
voxel traces out a different sine wave pattern but, typically, different sine wave patterns will intersect with some set of 
views.
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(in this example, they are shown as rows). 
Notice that, for the most part, these red cache lines only partially overlap with the yellow line of memory 
entries that must be accessed. This means that most of the space in the cache is used to hold data not needed 
for the current voxel update. One additional observation is that each individual voxel corresponds to a sine 
wave with a different amplitude and phase. Since each voxel has a unique sinusoidal path, no single transfor-
mation of the sinogram data will align the cache lines with the sinusoidal paths in all cases. Also, when there 
is a full set of views, the sinusoidal paths for different voxels will always overlap at some points. These points 
of intersection, which are shown as red dots in Figure 8b, are important because they represent points where 
memory access conflicts can occur in the update of different voxels.

C.4.a. Supervoxel (SV)-ICD 

In order to understand the key challenges and the novelties of supervoxels (SVs), the central mathematical 
and algorithmic concepts of MBIR will first be briefly reviewed. MBIR is based on the numerical solution of 
an optimization problem described by

where y is an m-dimensional vector containing the measured CT data; x is a n-dimensional vector containing 
the reconstructed imaging; A is an m × n-dimensional matrix containing the forward model of the scanner ge-
ometry; D is an m × n-dimensional diagonal matrix containing the inverse variance of the scanner noise sta-
tistics; and u(x) is the regularizing prior model used to incorporate knowledge of image behavior. In practice, 
x and y can be very large, so computing the solution to the optimization problem can be a formidable task.
Figure 9 graphically illustrates the key innovation 
of the SV approach [20]. First, the image space is 
partitioned to where each SV is a group of spatial-
ly localized voxels. A single SV is illustrated in Fig-
ure 9 as a red block in the image space. In order 
to update the voxels in a SV, the sinogram entries 
corresponding to each voxel in the SV must be ac-
cessed. This group of sinogram entries is illustrat-
ed as a yellow band in the sinogram space. The 
memory in the yellow band is efficiently copied 
to a buffer, which we call the supervoxel buffer 
(SVB); this is shown as a yellow rectangle in Fig-
ure 9. Notice that in the SVB, the memory accesses 
required for each voxel update are “straightened 
out” and each cache line falls fully within the SVB. 
This means that most or all the data in a cache line 
can be fully utilized with each voxel update in the 
SV. 
The shape of the band for an SV is dependent on 
the CT scanner geometry, but is captured by the 
non-zero entries of the forward projection opera-
tor A. The question that now arises is what voxels should be in an SV to improve locality. Consider the radon 
transformation that shows where measurement data for a group of voxels is in sinogram space. Figure 10a 
on the next page shows the radon transformation of a square SV. At each view angle θ, we record the SV’s pro-

Figure 9: Memory access in sinogram space for SV updates. 
Processor hardware is used to load sinogram memory 
into an SVB. Once there, GPU or CPU access is dramatically  
accelerated with cache lines fully utilized. 
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jection on a rotating sensor array. The more sensor channels that detect a projection at that view angle, the 
more measurement data will be in that view in the sinogram space. In addition, brighter points in the radon 
transformation indicate higher levels of data reuse in the reconstruction. We can see that a circular SV is the 
ideal choice for SV shape because it will have the lowest average number of detected sensor channels among 
all shapes. This means the SV will have the least amount of measurement data and the highest data reuse. 
However, circular SVs have a fatal flaw: they do not tessellate the image space. Consequently, to fully cover the 
image space, circular SVs must overlap, leading to excessive computation on voxels in multiple over-lapping 
SVs. To overcome this flaw, we use square SVs. As can be seen in the radon transformation of Figure 10a for 
the square SV, average reuse is lower but this is more than compensated for by having each voxel belong to a 
single SV, eliminating redundant computation. 

 The computation time required for an iterative algorithm depends on the time-per-iteration and the number 
of iterations. Because the baseline ICD algorithm does not update all voxels in each iteration [17], we mea-
sure convergence using equivalent iterations or equits. Each set of N voxel updates, where N is the number of 
voxels in the image, is one equit. In addition, we evaluate algorithmic convergence by measuring root mean 
square error (RMSE) in Hounsfield Units between the result algorithm and a fully converged reconstruction 
after approximately 20 equits. Because the SV update order is different than the one used in the baseline ICD 
algorithm, voxels within an SV are evaluated as a group, and the number of equits to reach some RMSE could 
be adversely affected. Our results indicate that our SVs can converge to an RMSE of 8 HU after 4.1 equits on 
the benchmark dataset. In addition, we did not observe a significant change in convergence rate for the SV 
versus the baseline ICD algorithm. Figure 10b shows a plot of RMSE versus equits for SV-ICD. We note that 
convergence is slower when using circular SVs than with square ones. SV-ICD (square) generally maintains 
the same convergence speed as the baseline ICD algorithm, although it converges better in the initial equits. 

C.4.b.  Parallelized Supervoxel (PSV)-ICD

It is common wisdom that the ICD algorithm parallelizes poorly [18 and 19]. Some work has provided limited 
speed up, e.g., [18], and obtains a speedup of 2.3 with 16 cores. It is also common wisdom that convergence 
is much faster with sequential updates of voxels rather than parallel updates. In this section, we discuss the 

Figure 10: (a) The radon transformation of a square SV; and (b) illustration of the fact that it is not necessarily good to 
use circular SVs to get benefits from cache locality. 
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challenges to effective parallelization of ICD algorithms and how those challenges are overcome.
Because of the sinusoidal nature of voxel traces in the sinogram space, it can be shown analytically that two 
traces are guaranteed to have at least one intersection as illustrated in Figure 8. It can also be shown that the 
closer two voxels are to one another, the greater the chance that they will have more than one intersection. 
This means there are two issues involved: (1) slower convergence with parallelization; and (2) loss of locality 
with parallelization. 
We call our technical innovation that allows efficient inter-SV parallelization, the “Augmented SVB” [20]. The 
augmented SVB, illustrated in Figure 11, entails parallelization and even asynchronous updating of multiple 
SVs in a single MBIR reconstruction. The difficulty in parallelizing SV updates is that the two SVBs for the two 
different SVs overlap in the sinogram domain as illustrated in Figure 11. This means that any data added to 
these buffers will generate an inconsistency in the resulting sinogram. The augmented SVB uses two innova-
tions to solve this problem. First, each SV is allocated its own independent SVB, denoted by SVBk for the kth 
SV. These additional buffers solve the conflict as long as data is only read from the SVB. However, a problem 
occurs when data is written back to the SVB since it becomes impossible to consistently update the sinogram 
error after SV updating is complete. In order to solve this problem, we create a second SVB error buffer for 
each SV. This error buffer, denoted by SVB_Ek, is initialized to 0 and all additions of data are made to only this 
buffer for the kth SV. When the SV update is complete, the contents of the SVB error buffer are added back to 
the full sinogram. These updates can be performed asynchronously while other SVs are being processed, so 
no synchronization is required and the overhead is hidden behind other processes. 

C.4.c. Improving Data Access 

We define a group of voxels in the shape of a rectangular cuboid as a 3DSV. Figure 12a on the next page shows 
a 3DSV of size 3 x 3 x 2, where 3 is the 3DSV length and height, and 2 is the 3DSV depth. The sequence of 
voxels along the depth (z axis) is called a voxel-line. Figure 12a shows an example of voxel-lines, in which the 
3DSV has 9 voxel-lines in total and each voxel-line contains 2 voxels. One such voxel-line is shown and shaded 
in red within the 3DSV. 
Since the measurements for a 3DSV are contained in a 3D sinusoidal band, the measurements for a 3DSV are 

Figure 11: Illustration of inter-SV parallelization using multiple SVBs. By keeping an additional SVB error buffer, it is 
possible to fully decouple SV updates, allowing for much greater parallelization of the SV-ICD algorithm.
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repeatedly used by voxel-lines. Therefore, the 3DSV design retains the cache locality benefit of the PSV-ICD 
algorithm. In Figure 12a, the measurements for a 3DSV are depicted as a yellow sinusoidal band in sinogram, 
and the measurements for a voxel-line within the 3DSV are shown as a red trace within the band. Notice that 
both the sinusoidal band and the red voxel-line trace are three-dimensional with depth 2. 
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Figure 12: (a) Shows a 3x 3x 2 3DSV. A voxel-line in the 3DSV is shaded in red. In addition, measurements for the 3DSV 
follow a sinusoidal band in sinogram. (b) Shows a super-voxel buffer. Notice that measurements for the red voxel-line 
trace curves up and down in the SVB with a small amplitude. (c) Shows block4 of the SVB with padded zeros. (d) Shows 
the transposed block4. (e) Shows the memory layout for the transposed block4. Notice that measurements in the 
chunk are grouped together in memory. 
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To achieve further cache locality and hardware prefetching, the 3DSV’s measurements can be copied from the 
sinusoidal band to a memory buffer, meaning the SVB. Figure 12b shows the layout of an SVB for the 3DSV in 
Figure 12a. Since the sinusoidal band is three-dimensional, the corresponding SVB also has three dimensions 
(channel, view and depth), with measurements laid out along the channel direction in memory, i.e., adjacent 
channel entries are adjacent in memory. Within the SVB, all measurements for a voxel-line, also shaded in red 
in Figure 12b, are accessed along a sinusoidal trace with depth 2, and with a much smaller amplitude than in 
the sinogram. Nevertheless, the combination of remaining trace amplitude, varying trace width, and varying 
SVB width (as in Figure 12b) leads to irregular data access. To have efficient single input multiple data (SIMD) 
operations, data access needs to follow a linearized data access pattern with constant trace width and buffer 
width. 
We define a block to be a fixed number of contiguous views within an SVB, and denote the ith block as blocki. 
In Figure 12b, every 4 views of the SVB are grouped into a block, and the SVB has 8 blocks in total. In ad-
dition, we define a chunk as a rectangular cuboid, circumscribing the sinusoidal voxel-line trace in a block. 
Figure 12c shows block4 and the chunk in block4 outlined by a bold blue line. When accessing measurements 
for a voxel-line block-by-block, all measurements in chunks are accessed by cache lines, although only the 
measurements on the voxel-line trace (shaded in red) are used for updates. For convenience, we define the 
measurements used for voxel updates, namely the measurements on the voxel-line trace, as essential mea-
surements. In addition, each block is padded with zeros so that the width of a block is constant. In Figure 
12c, six zeros (unused data) are added to the bottom of block4, making block4 a rectangular cuboid, and com-
pletely linearizing data access. For convenience, we define the measurement accessed but unused for voxel 
updates, namely the other measurements in chunks and zero-value measurements padded to the bottom of 
blocks, as redundant measurements. Although this approach moderately increases cache pressure by adding 
unneeded data, the performance gain from the linearized data access in each block far outweighs the loss 
from increased cache pressure. Figure 15b in C.4.e. gives a detailed evaluation of the block design, showing 
that the block design delivers a 6.5 times SIMD speedup. 
To further improve SIMD performance, we define the Block Transposed Buffer (BTB) as a block-wise (i.e., 
block-by-block) counter-clockwise rotation of 90° about the depth direction of the SVB, i.e. a concatenation 
of transposed blocks. Figure 12d shows the transposed block4, with the axes of channel and view swapped 
by the transposition. All measurements within the block are laid out along the view direction in memory 
(measurements a, b, c, d are contiguous). As shown in Figure 12e, after transposition, the memory accesses 
for the chunk in the transposed block4 are in contiguous memory locations. The pattern of reads and writes 
for a voxel-line update now allow a high level of SIMD vectorization. 

C.4.d Improving Parallelism 

Non-uniform parallel super-voxel (NU-PSV) exploits three orthogonal levels of parallelism that effectively 
utilize large parallel machines: 

1. Intra-SV parallelism: data-level parallelism (SIMD vectorization) across multiple voxels within a 
3DSV.

2. Inter-SV parallelism: parallelism across multiple 3DSVs in a sub-volume, where a sub-volume is de-
fined as a set of contiguous slices. 

3. Intra-volume parallelism: parallelism across sub-volumes in a 3D volume. 

C.4.d.i. Intra-SV Parallelism

Intra-SV parallelism updates groups of voxels in a 3DSV in parallel using SIMD vectorization. An ideal choice 
for such groups is voxel-lines because the BLB design, discussed in the previous section, which enables a lin-
earized access pattern and a high level of SIMD vectorization. 
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The intra-SV parallelism, however, is dificult to implement because the BLB design mixes measurements 
for different voxels in a transposed block. Therefore, the intra-SV parallelism needs a special data marking 
mechanism to differentiate measurements for different voxels, essential measurements, and redundant mea-
surements. 
For the parallel-beam CT scanner geometry, measurements for different voxels on the same voxel-line do not 
overlap with each other, making data marking among voxels easy. In the example of Figure 12a, the voxel-line 
has two voxels. The chunk of computer memory locations for the first voxel’s measurements are all in the first 
row of Figure 12e. The chunk of computer memory locations for the second voxel’s measurements are all in 
the second row of Figure 12e, independent from the first row. Therefore, data marking for different voxels’ 
measurements can be differentiated easily by accessing different computer memory locations without over-
lap. 

C.4.d.ii Inter-SV Parallelism

Inter-SV parallelism updates, in parallel, different 3DSVs within a sub-volume using the cores in a node. At the 
end of a 3DSV’s update, the updated measurements in each core’s SVB Bufe must be combined and written to 
the full sinogram. The updated measurements, however, overlap with one other because voxels share mea-
surements in the sinogram. Therefore, simply copying the updated measurements back to the sinogram will 
be lost and overwritten. To correctly write measurements to the sinogram Bufe keeps track of all changes of 
the measurements in step 8. Then, Bufe  is atomically added back to the sinogram in step 9 so that the chang-
es of measurements for other simultaneously updated 3DSVs are not lost and overwritten. 
Inter-SV parallelism, however, leads to image artifacts. Since a sub-volume is artificially partitioned into 
3DSVs, image artifacts are present along the 3DSVs’ boundary. To address this, neighboring 3DSVs overlap 
with each other on their common boundary using halos, eliminating the partition boundary among neigh-
boring 3DSVs. Figure 13b on the next page shows an example of overlapping 3DSVs, with the halo regions 
shaded in gray. 
Although overlapping neighboring 3DSVs remove image artifacts, this can lead to data races. This situation 
occurs when the same boundary voxel is simultaneously updated by cores. To eliminate possible races, we 
employ a checkerboard pattern for 3DSVs’ updates. As illustrated in Figure 13b, a checkerboard pattern tes-
sellates a volume into tiles, with each tile consisting of 4 3DSVs with different colors, with no two adjacent 
3DSVs having the same color. Inter-SV parallelism cycles through the 4 colors and only 3DSVs with the same 
color are updated in parallel. Therefore, no voxel on a boundary is updated in parallel by more than one core.
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C.4.d.iii. Intra-volume Parallelism

Intra-Volume parallelism performs parallel updates on all sub-volumes across nodes, with the ith node pro-
cessing the ith sub-volume (Si). Figure 13a shows how sub-volumes are equally distributed to two nodes. Each 
node then processes its sub-volume separately. 
Since the prior function for each voxel update depends upon the neighboring voxels to it, the update of bound-
ary voxels in Si depends on the adjacent boundary voxels in Si-1 and Si+1. An example of this dependency is 
shown in Figure 13a, where boundary voxels u1 and u2 are adjacent to each other, and their updates depend 
on each other. Because of the iterative nature of MBIR, violating this dependence does not prevent conver-
gence. Intuitively, intra-volume parallelism can be viewed as a special case of updating spatially close voxels. 
If the neighboring sub-volumes each only have 1 voxel, then intra-volume parallelism reduces to spatially 
close voxel update, which is known to converge. 
To reduce the communication latency in exchanging boundary voxels of the sub- volumes, the Intra-Volume 
parallelism uses a two-data-buffer design. Each node, Pi, has two allocated data buffers, buffer1 for message 
passing with Pi 1 and buffer1 for message passing with Pi+1. When neighboring nodes send boundary voxels to 
Pi, a copy of voxels is passed asynchronously to the data buffers. Pi can then access the needed voxels from 
its allocated data buffers. 

C.4.e. Results

This section experimentally evaluates the NU-PSV discussed in Section C.4.c and C.4.d contribute to NU-PSV’s 
performance.

C.4.e.i. Dataset

To measure NU-PSV’s performance, we use a sparse-view iron hydroxide (FeOOH) material dataset, imaged 
with an electron microscope at the United States Air Force Research Lab (ARL). Each data point is com-
puted three times and the average is used. Figure 14 (on the next page) shows an example slice in the iron  

Figure 13: (a) Shows a volume equally distributed between nodes P1 and P2. Each 3DSV in the sub-volume accesses its 
measurements efficiently from the private BTBs. In addition, the update of two adjacent boundary voxels u1 and u2 
depends on each other. (b) Shows that each tile in the checkerboard pattern has 4 colors (numbered as 1-4) and the 
overlaps among neighboring 3DSVs are shaded gray. 
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hydroxide dataset, reconstructed by the traditional reconstruction method (Filtered Back-Projection) and 
MBIR respectively.  With the same amount of sparse-view measurements, the MBIR reconstruction has less 
noise and better image quality than the traditional method. 

 

Figure 14: The left image is a slice reconstructed by Filtered Back-Projection. The right image is the same slice recon-
structed by MBIR. Notice that MBIR has significantly better image quality with less noise.

Table 2: Runtimes in seconds for the iron hydroxide dataset. The first row is the number of allocated nodes in the recon-
struction and the second row is the number of allocated cores (each node has 68 cores). The third row of the table is the 
average runtimes for time-interlaced model-based iterative reconstruction (TIMBIR) at different numbers of allocated 
cores. Note that TIMBIR can only scale to 544 cores. The fourth row is the average runtimes for PSV-ICD. The fifth row of 
the table is the average runtimes for NU-PSV.
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C.4.e.ii. Computing Platform

Experiments were performed on Cori Xeon-Phi Knights Landing clusters at The National Energy Research 
Scientific Computing Center (NERSC) using the Cray Aries network. Each node features a 96-GB memory, 
a 16-GB high bandwidth memory (cache mode), and a 68-core processor. Each core has a 32-KB private 
L1 data cache, and every two cores share a 1-MB L2 cache. All programs were compiled with the Intel MPI 
compiler version 2017.up1 using the -O3 -qopenmp -xMIC-AVX512 compiler options. Intra-voxel parallelism 
is achieved using AVX-512 SIMD instructions. The Inter-SV parallelism is achieved using OpenMP, while in-
tra-volume parallelism is achieved using MPI.

C.4.e.iii. Tools 

All runtimes are based on the entire program except for I/O, which reads the input dataset and writes the out-
puts from/to NERSC global file system. The reported SIMD speedups in this section are the relative speedup 
between a program with SIMD vectorization and the exact same program without SIMD vectorization (using 
the -no-vec -no-simd compiler options). Cache miss rates are measured using the Intel Vtune Amplifier 2017.

C.4.e.iv. Algorithmic Parameters

All experiments for NU-PSV use 3DSVs of size 15 x 15 x 8, which was empirically determined to be the optimal 
size for the NERSC computer platform. The only exception is when a sub-volume has fewer than 8 slices and 
the depth of 3DSVs decreases proportionally. For example, if a sub-volume only has 1 slice, then the 3DSV size 
is 15 x 15 x 1. 
The reconstructed volume size for this dataset is 1024^3 with a voxel resolution of 64^3 mu m^3. The sino-
gram has: (1) parallel-beam sparse-view projections; with (2) uniform angle distribution from 0 to 180 de-
grees; and (3) a sinogram size of 1024 x 225, where 1024 is the number of channels and 225 is the number 
of views.
To quantify the overall performance, NU-PSV’s runtimes are compared to the performance of TIMBIR and 
PSV-ICD algorithms, the state-of-the-art implementations. Table 2 summarizes the average runtimes of the 
three algorithms at different numbers of cores. In the third row, TIMBIR’s runtimes at 1 and 4 nodes are more 
than the 24-hour wall time limit, noted as >86400 seconds in the table. Since TIMBIR can only scale up to 
8 nodes for a 1024-slice volume, runtimes at more than 8 nodes are reported as NA. The fourth row is PSV-
ICD’s runtimes. Because PSV-ICD is a single node implementation, it only scales to 68 cores. The fifth row is 
NU-PSV, 9776.0 times faster than TIMBIR and 1665.2 times faster than PSV-ICD. NU-PSV’s significant speed-
ups come from two different sources: (1) the per-node speedup (each node has 68 cores), with a speedup 
larger than 83.11 over TIMBIR and a speedup of 12.49 over PSV-ICDs; and (2) the scalability, which scales to 
69632 cores. 
We then investigate the improved per-node performance. Figure 15a on the next page shows SIMD speedups 
at different 3DSV depths. The SIMD speedup is 1.21 with depth equal to 1, and the SIMD speedup peaks at 
3.28 with depth equal to 8. This confirms our previous analysis in Section C.4.c that a larger depth increases 
the number of contiguous memory accesses, leading to better SIMD performance. Then, the SIMD speedup 
decreases from 3.28 with depth 8 to 2.72 with depth 32 because most data can fit into cache at depth 8, and 
cache pressure is minimal. When the 3DSV depth is increased to 32, the increased depth proportionally in-
creases the cache pressure, negating SIMD performance gains. 
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Another factor for NU-PSV’s improved per-node performance is the BTB block size. Figure 15b shows the 
SIMD speedups at different block sizes. The SIMD speedup is 0.95 with block size equal to 1, and the SIMD 
speedup is 6.45 with block size equal to 225. 
Next, we investigate NU-PSV’s scalability. Figure 15c shows NU-PSV’s scalability up to 69632 cores. The data 
points along the plot-line are NU-PSV’s speedups relative to 1 node (68 cores) at different numbers of cores. 
For each data point, the first number in the pair represents the number of cores and the second number rep-
resents the speedup. We can observe that NU-PSV’s speedup at 69632 cores (1024 nodes) is 133.6.
Figure 16a on the next page shows the strong scalability of NU-PSV. The data points along the plot-line are the 
strong scaling efficiency at different numbers of cores. Note that the strong scaling parallel efficiency drops 
from 67% at 4352 cores to 13% at 69632 cores. The efficiency drop has two causes: (1) worse SIMD perfor-
mance at a high number of cores; and (2) a lower ratio of work to synchronization overhead. At 69632 cores 
(1024 nodes), each sub-volume has only one slice, restricting the 3DSV depth to 1. As explained in Figure 15a, 
NU-PSV has worse SIMD performance at depth 1, resulting in lost parallel efficiency with a larger number of 
cores. In addition, a small 3DSV size resulting from high number of cores leads to less useful work per core. 
Therefore, NU-PSV has a lower ratio of work to synchronization overhead.

Figure 15: (a) The SIMD speedups at different 3DSV depths. (b) The SIMD speedups at different block sizes. (c) NU-PSV’s 
speedup relative to 1 node (68 cores). The pairs at each data point indicate the speedup (second numbers of the pairs) 
at different numbers of cores (first numbers of the pairs).
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Figure 16b shows the weak scalability of NU-PSV. The data points along the plot-line are the weak scaling 
efficiency at different numbers of cores. We observe that the weak scaling efficiency drops from 93% at 4352 
cores to 82% at 69632 cores. Since the per-core work is fixed for weak-scaling experiments, parallel efficien-
cy does not decrease because of worse SIMD performance or more frequent synchronizations. Therefore, the 
weak-scaling efficiency is much higher than the strong-scaling one.

D. Major Contributions

D.1. Research on Reconstruction

Our work related to reconstruction included, most importantly, the implementation of iterative reconstruc-
tion to match the Imatron scanner data, plus several variants of the basic MBIR algorithm. The algorithm we 
developed demonstrated some potential in handling typical cases in security screening applications. The re-
lated work has been carefully studied and investigated, and the methodology we proposed has been carefully 
organized into multiple journal papers submitted for publication.
Principal Year 4 advances are preliminary work with dictionary-based image modeling and discrete-valued 
models, an important component of simultaneous reconstruction and segmentation.

D.2. Research on ATR

We have developed and implemented a new ATR system for CT baggage scans that adapted the advanced 
image segmentation, feature extraction, and target classification in computer vision to a particular security 
screening CT system. The major contributions are listed in the following:
• Image segmentation

 ○ MAR in image domain

 ○ Multi-label segmentation on merged objects

• Feature extraction

Figure 16: (a) Strong scalability of NU-PSV. The numbers at each data point indicate the strong scaling efficiency at 
different numbers of cores (efficiency baseline is 1 node). (b) Weak scalability of NU-PSV.
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 ○ Feature selection from high-dimensional histogram bins

• Target classification
 ○ Shape clustered classifier

Evaluation using a realistic set of passenger baggage scans demonstrated significant quality improvement 
in terms of Probability of Detection (PD) and Probability of False Alarm (PFA). The proposed segmentation 
algorithm splits the merged objects by tight packing and corrects the partial loss due to the metal artifacts. 
Our classification help to differentiate targets from non-targets, thus decreasing false alarms. These are all 
factors that can lead to improved target detection in ATR systems.
During Year 4, we have expanded our application of SVMs in classification. We have also developed methods 
for joint metal artifact reduction and segmentation.

D.3. High Performance Reconstruction

We have made the following contributions during the course of the project: 
• A method for iterative reconstruction based on the use of spatially localized voxels in 2 dimensions that 

allows for the efficient use of the memory hierarchy. 
• A method for iterative reconstruction that reorganizes stored measurements corresponding to an SV so 

that the associated stored measurements are straightened to be in memory locations that can be effi-
ciently accessed by the computer. 

• A method for SVs to be updated out of order to speed up convergence. 
• A method to update SVs in parallel. 
• An experimental evaluation of the techniques showing overall performance gains, improvements in local-

ity, and a study of how each contribution benefits the performance of the algorithm.
Year 4 included further design and refinement of the “SV” concept for improved data access patterns in GPU 
computation. Algorithms have also been refined and demonstrated over two orders of magnitude in speedup 
relative to conventional CPU implementation.

E. Milestones

The following milestones from the Year 4 work plan were achieved:
• The introduction of joint-regularization/reconstruction using advanced priors, such as the P&P prior, 

when using library baggage models: We achieved this milestone through our research on simultaneous 
reconstruction and beam-hardening correction for X-ray CT. We are continuing to make progress on this 
milestone through the introduction of more advanced P&P models based on the CE framework that we 
are developing in conjunction with Dr. Greg Buzzard of Purdue University’s Department of Mathematics. 

• The implementation of discrete 3D tomographic reconstruction for direct segmentation: We have 
achieved this milestone through our research on joint-metal artifact reduction. In addition, we are mak-
ing further progress on this milestone through the through the use of the P&P framework along with 
materials models based on the Grinzburg-Landau equations. We have also implemented direct segmenta-
tion/reconstruction in a model-based iterative reconstruction method to estimate fractional abundances 
of multiple known materials from spectral CT data.

• The introduction of ATR approaches using joint target classification and segmentation along with ma-
chine learning techniques, such as SVM: We have achieved this milestone through our research on ATR as 
part of the Task Order 4 program, and are continuing to make further progress in the design of adaptive 
algorithms for ATR that can be configured for specific threats.
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• The creation of fully 3D reconstruction algorithms on a multicore CPU and/or GPU: We have achieved 
this milestone and have published the results in our paper on 2D GPU reconstruction1 for the 2017 ACM 
SIGPLAN Symposium on Principles and Practice of Parallel Programming (PPoPP 2017), and are working 
on a submission of our 3D reconstruction results to SuperComputing 2018.

Year 5 milestones include:
• Advanced physics based priors for image reconstruction: We are working on the creation and implemen-

tation of physics-based prior models using the Grinzburg-Landau equations in a P&P framework. Our 
goal is to implement these algorithms in the coming year.

• Advanced adaptive ATR algorithms: We are working on the creation of adaptive ATR algorithms which 
can be configured for different threat scenarios. Currently-deployed ATR systems at airports cannot be 
reconfigured according to evolving risks. Typically, ATRs are trained to detect a specific set of threats and 
are validated for multiple months. Therefore, it is challenging to update ATRs in the field to quickly re-
spond to new target information. Our goal is to implement adaptive ATR algorithms using deep learning 
technology in the coming year.

• CE algorithms for massive parallelization of tomographic reconstructions: We are working on creating 
a new theory for solving optimization problems through a set of equations that we call CE. We are pro-
totyping algorithms for the use of CE to massively parallelize tomographic reconstruction algorithms. 
This promises to reduce both per-node computation and memory usage, thereby enabling a solution for 
massive reconstruction problems. Our goal is to fully prototype this algorithm during the coming year.

F. Future Plans

F.1. Advanced Techniques of Reconstruction

Our specific aims for reconstruction design and implementation are:
• Reduction of computation time for MBIR to a small multiple of the time a bag spends in the scanner: This 

may allow bags with a preliminary flagging for threats to be selected for the higher-quality reconstruc-
tion with minimal slow-down in overall throughput. Through work with our associated start-up compa-
ny, High Performance Imaging, we have reduced reconstruction time by a factor of approximately 327. 
Our goal will be the reduction of another factor of 3 before the completion of the project.

• Segmentation directly from data through advanced prior modeling and associated numerical methods:  
This will require an extension of our previous work on discrete, total-variations optimization to exploit 
convex elements of partial segmentations as image representations. Simultaneous estimation of material 
densities and region boundaries pose nonlinear optimization challenges that will be central to our proj-
ect for the remainder of the grant.

• Dictionary-based reconstruction to allow training and refinement of image models: Archives of security 
scan data may provide statistics for superior matches of dictionary elements to problematic configura-
tions of materials in screened baggage. 

F.2.	 Material	Classification	and	ATR

ATR and recognition from scanned images is essential in current pre-screening for checked baggage, reduc-
ing labor costs, and helping inform human judgment. Independent of success with advanced reconstruction/

1 Xiao Wang, K. Aditya Mohan, Sherman J. Kisner, Charles Bouman, and Samuel Midkiff, ``Fast voxel line update for time-space image 
reconstruction,'' in the proceedings of the IEEE International Conference on Acoustics Speech and Signal Processing, pp. 1209-1213, 
March 20-25, 2016.
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segmentation methods above, ATR research will be critical for high-volume image analysis. Techniques for 
ATR can also improve synergistically with the image modeling discussed above. 
Specific challenges to be addressed here are: 
• Continue development of adaptive ATR: We have developed ATR methods incorporating shape filters and 

multi-label segmentation techniques that have improved computer vision systems. These have shown 
promise also in our detection problem, and further refinement will be achieved during the coming year. 
Machine learning techniques such as SVMs will aid in training.

• Enhance ATR with tools tailored specifically to CT imagery: Artifacts that interfere with accurate seg-
mentation and labeling in CT images often have non-local characteristics that may be modeled to adjust 
credibility of object boundaries. Alignment with metals may be used to down-weight the probability of 
material separation without precluding these boundaries.

III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

Our research aims to improve the PFA/PD tradeoff for the detection of explosives in checked baggage though 
the adaption of MBIR algorithms in airport security systems. Below is a list of accomplishments during the 
prior years of funding that serve to either improve image quality of reconstruction or reduce reconstruction 
time.
Our recent publications indicate that:

1. Beam hardening artifacts can be substantially reduced even when imaging a diverse set of materials 
by adaptive estimation of the beam hardening function.

2. Joint metal artifact reduction/segmentation was shown to reduce metal artifacts by 27% and re-
duced segmentation error by 47%.

3. 2D SV-ICD reconstruction algorithms reduced computation time by a factor of 17x on a single core 
processor and 187x on a 20 core processor.

4. 3D SV-ICD reconstruction reduced dataset reconstruction time by a factor of 182x on one 20 core 
node and a factor of 637x on 10 nodes as compared to existing state-of-the-art parallel reconstruc-
tion algorithms. This resulted in a total reconstruction time of 10 secs on 120 slices of the dataset 
generated as part of the ALERT Task Order 4. 

B. Potential for Transition

Research done in the form of the ALERT transition task and also the Task Order 4 study indicates that MBIR 
reconstruction can reduce the PFA at a specific PD, thereby reducing cost in Transportation Security Adminis-
tration (TSA) screening of checked baggage. However, a barrier to the adoption of this technology is the high 
computational cost of computing MBIR reconstructions. Consequently, we believe that the MBIR reconstruc-
tion technology we are developing has the potential for transition to vendors that produce either helical scan 
or sparse view CT systems for baggage scanning. 

C. Data and/or IP Acquisition Strategy

As part of our research in SV-ICD algorithms, we have filed two patents through Purdue University, which we 
believe could be of important value in commercializing this technology among vendors who produce either 
checked or carry-on baggage scanners.
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D. Transition Pathway 

Some of the research pursued by ALERT in model-based reconstruction is already making its way toward 
vendors that use iterative reconstruction in conjunction with sparse view scanning for both checked and 
carry-on baggage scanning. 
In addition, we have created a small company, High Performance Imaging, with the specific goal of develop-
ing and commercializing the SV-ICD technology for MBIR reconstruction. As part of this commercialization 
effort, we are talking with vendors about the use of our technology, but do not have any specific pathway 
established yet.

E. Customer Connections

Our ongoing collaboration with Morpho Detection provides immediate industrial feedback on the viability 
of our methods. Aspects of our work that prove to be commercially feasible will likely be adopted by Morpho 
Detection, but will, in any case, be available to the security community. Additionally, High Performance Imag-
ing is in place as a commercialization path under the management of this project’s PIs.

IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION 

A. Peer Reviewed Journal Articles 

Pending-
1. D. Ye, P. Jin, C. Bouman. “Joint Metal Artifact Reduction and Segmentation of CT Images.” In prepara-

tion to IEEE Transactions in Image Processing, 2018.

B. Peer Reviewed Conference Proceedings

1. Amit Sabne, XiaoWang, Sherman Kisner, Charles Bouman, Anand Raghunathan, and Samuel Midkiff, 
“Model-based Iterative CT Image Reconstruction on GPUs.” PPoPP ‘17 Proceedings of the 22nd ACM 
SIGPLAN Symposium on Principles and Practice of Parallel Programming, Austin, TX, February 4-8, 
2017, pp. 207-220. DOI: 10.1145/3018743.3018765

2. Xiao Wang, Amit Sabne, Putt Sakdhnagool, Sherman J. Kisner, Charles A. Bouman, and Samuel P. 
Midkiff, “Massively Parallel 3D Image Reconstruction,” 2017 Supercomputing Conference (SC’17), 
Denver, CO, November 13-16, 2017.

C. Software Developed

1. Algorithms
a. Selective Morphological Opening of Bulk Objects (SMOBO): Our principal focus has been algo-

rithm development in implementation of ATR for the CT baggage scan screening. Morphologic 
operators are applied intelligently to detected objects. Transition into application is envisioned 
with subsequent work on computational efficiency.

b. Region Growing for Edge Segments in Electron Microscopy (ReGESEM): Particle boundaries are 
estimated in 2D region-growing for 3D segmentation. 

c. Non-Uniform Parallel Super-Voxel (NU-PSV): Memory access is optimized for local update algo-
rithms in high-speed tomographic image reconstruction. Implementation is underway as part of 
transition into hardware.

d. Direct MBIR reconstruction of discrete materials in spectral CT (DIRSPECT): Data of any spectral 
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resolution may be transformed into distinct material images for segmentation.
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