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II. PROJECT DESCRIPTION

A. Project Overview

The computer vision research problem of human re-identification or “re-id” is generally posed as follows: 
Given a cropped rectangle of pixels representing a human in one view, a re-id algorithm produces a similarity 
score for each candidate in a gallery of similarly cropped human rectangles from a second view. Computer vi-
sion research in re-id largely focuses on two challenging issues. The first is feature selection, or determining 
effective ways to extract representative information from each cropped rectangle to produce descriptors. The 
second issue is metric learning, or determining effective ways to compare descriptors from different view-
points. These aspects work together so that images of the same person from different points of view yield 
high similarity, while images of different people yield low similarity. 
However, feature selection and metric learning only represent two aspects of creating an effective real-world 
re-id algorithm. In practice, a re-id system must be fully autonomous from the point that an end user draws 
a rectangle around a person of interest to the point that candidates are presented to them. This implies that 
the system must automatically detect and track humans in the fields of view of all cameras with speed and 
accuracy. The candidates in the re-id gallery in practice are, thus, automatically generated and are typically of 
much lower-quality than the hand-curated gallery of a benchmark dataset; in fact, many candidate rectangles 
may not even represent humans. Furthermore, in a typical branching camera network, the camera in which 
the target reappears is unknown, so there are actually several separate galleries to search. The timing of the 
reappearance is also unknown; the galleries will be constantly updated with new candidates over the course 
of minutes or hours instead of being presented to the algorithm all at once. Finally, real-world re-id maps 
naturally onto a multi-shot problem. That is, there are multiple images available to describe both the target 
and the matching candidates, since after a target of interest is detected in the field of view of one camera, he/
she is usually tracked until leaving the current view. 
This project addresses the design and deployment of real-world re-id algorithms specifically designed for 
mass transit environments. This involves:
• The design and analysis of new computer vision algorithms for human detection and tracking, feature 

selection, and metric learning problems for re-id; 
• The evaluation of the suitability of such algorithms for real-world homeland security applications, taking 
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into account tracking/detection errors, latency/congestion, and human-computer interfaces to software 
systems; and 

• The design of new experimental protocols and datasets that more closely resemble the types of re-id 
problems practitioners will encounter in real-world deployments.

The ideal end-state of the research is a suite of re-id algorithms that are directly applicable to the homeland 
security enterprise (HSE) and ready for large-scale system integration. The project will also produce an up-
to-date assessment of the re-id state of the art, and accompanying benchmarking datasets, which will inform 
Department of Homeland Security (DHS) stakeholders about what is technologically feasible in this area, 
thus informing policies and technology solicitations.

B. State of the Art and Technical Approach

Conventional person re-identification research typically falls into one or more of the following categories: (1) 
Appearance modelling [1-4], which aims to develop robust feature descriptors for cropped person images to 
tackle challenges like viewpoint and illumination variations; (2) metric learning [5-7], in which the goal is to 
learn, in a supervised fashion, a distance metric that minimizes the distance of feature descriptors of the same 
person for different camera views, while maximizing the distance of feature descriptors of different person 
under the same camera view; and (3) multi-shot re-id [8-11], in which both the probe and gallery candidates 
are represented as short image sequences/video clips instead of single frames. There are many approaches 
to date [1-11] to solve the above three problems. In Year 4, we exhaustively tested hundreds of combinations 
of feature extraction, metric learning, and multi-shot ranking methods across 15 public benchmarking re-id 
datasets. Our full report [12], now accepted by IEEE Transactions on Pattern Analysis and Machine Intelli-
gence, provides detailed component-wise analysis of the best-performing feature extraction, metric learning, 
and multi-shot ranking approaches, along with the effects of hyper-parameter choices and dataset attributes 
on re-id performance. 
While these aspects are all critical for designing successful re-id algorithms, research in these areas generally 
oversimplifies the problem that would face a real-world user of a deployed re-id system. In particular, the 
temporal aspect of the re-id problem is ignored in most academic re-id research. Specifically, conventional 
re-id performance evaluation and analysis on a specific dataset (usually generated from a whole video se-
quence) are based on the assumption that person images are available before algorithm analysis, ignoring 
the arrival time and order of each person in the video sequence. On the other hand, in a real world re-id sys-
tem, person images will most likely be generated by person detection sub-systems [13-14]. Candidates would 
be constantly added to the gallery as new subjects are automatically tracked, as opposed to presented to an 
algorithm all at once. The gallery will be constantly populated by new incoming candidates as the system con-
tinues processing and generating person images. Even if a correct match to the probe appears in a rank-or-
dered shortlist shortly after they appear in a gallery camera, this is not helpful to a user if the candidate is im-
mediately pushed off the list after a few minutes by a new wave of incoming candidates. To the user, a natural 
question is, how long can a correct match be expected to stay in the shortlist under typical circumstances? 
To answer this question, in Year 5 we focused on studying several temporal aspects of re-id algorithms, and 
developed new evaluation methodologies that allow different re-id algorithms to be compared based on the 
notion of persistence in time, which we call rank persistence [15].
The key evaluation metric we proposed is called the Rank Persistence Curve (RPC), which presents temporal 
evaluation results of re-id algorithms performed on a given video sequence. A comparison of RPCs and con-
ventional raw batch performance evaluation presented in a Cumulative Match Characteristic (CMC) curve is 
given in Figure 1. In Figure 1(a), we show RPCs for five different ranks (r=1, 5, 10, 20, 50), in which each curve 
quantifies the percentage of candidates who stay within that rank for a given duration. Specifically, consider 
the RPC for r=1 shown in blue. The RPC starts at 57% and stays there for 241 seconds, meaning that 57% of 
the probes had a re-appearance at rank 1 that persisted for 241 seconds. The RPC ends at 3%, meaning that 
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only 3% of the probes had a persistence of rank 1 if we consider the longest possible duration (more than 
8000 seconds). The RPC visualizes how likely and for how long a candidate is to stay at rank 1 across a long 
video sequence. RPCs at higher ranks (e.g., r=20) dominate those at lower ranks (e.g. r=1), which is intuitive 
since more correct matches will be included if we consider a longer ranking list. In contrast, the traditional 
CMC for the same set of probes is shown in Figure 1(b). It evaluates what percentage of candidates have cor-
rect matches for a certain rank at the end of the video. For example, 50% of the probes have rank-1 correct 
matches, 68% of the probes have correct matches within the rank-10 shortlist, and so on. Overall, the CMC 
curve ignores the arrival time of each individual, while the RPC integrates the underlying temporal informa-
tion in an easy-to-read graph. These considerations are important both in terms of the length of the shortlist 
(real-world end users, typically not computer vision experts, would not want to scroll through pages and 
pages of candidates to find the person of interest) and the duration of persistence (in real-world scenarios, 
end users may only get around to checking the output of a re-id surveillance system a few times an hour).

For analyzing temporal attributes of re-id algorithms as presented in Figure 1(a), we need datasets that come 
with explicitly time-stamped images. Current re-id benchmarking datasets such as VIPeR [16], iLIDSVID [17], 
and MARS [18] lack the kind of time stamps for the gallery sets needed to understand the full potential of the 
RPC concept, rendering them inappropriate for our use here. In order to help evaluate the temporal perfor-
mance of re-id algorithms using RPCs discussed above, in Year 5, we collected a new large-scale multi-shot 
multi-camera dataset, named RPIfield [19]. It includes multiple reappearances of 112 “actors” walking along 
specified paths, among almost 4000 distractor pedestrians. RPIfield is constructed from 12 synchronized 
cameras placed around an outdoor field on the RPI campus, and has a total length of ~30 hours of video, 
with each individual video being about 150 minutes in duration. The probes in RPIfield correspond to known 
actors, who were provided specific walking and re-appearance instructions to aid in the kind of temporal 
research we seek to study. Explicit time-stamp information for each probe and distractor is preserved in RPI-
field, which is unique compared to other academic benchmarking datasets. An illustrative example of multi-
ple re-appearances of a certain participant in multiple camera views is shown in Figure 2. Each subfigure in 
Figure 2 shows the appearance of the participant in a different camera at a different time.  While most of the 
multi-camera or multi-shot re-id datasets have no distractors (except DukeMTMC4ReID [20], Market-1501 
[21] and MARS [18]), our dataset preserves all image sequences of all detected distractors. Most importantly, 

Figure 1: Comparison of (a) our Rank Persistence Curve (RPC), developed for temporal evaluation of real-world re-id 
systems, and (b) a conventional CMC curve typically used in academic re-id research. 
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actors can reappear in one or multiple cameras multiple times in our dataset, which allows us to study re-id 
algorithms in a more general way than usual. 

C. Major Contributions

As described in more detail in Section II.B., the major contributions from Year 5 include:
• (Year 5) We created a new large-scale real-world re-id dataset, RPIfield [19], using 12 disjoint surveil-

lance cameras placed around an outdoor field at RPI. RPIfield contains the largest number of camera 
views in the context of benchmarking datasets in the re-id research community. It includes 112 known 
“actors” walking along predefined paths among ~4000 distractors, which simulates the mass-transit en-
vironments of interest to DHS.  With time-stamp information preserved for every person image, the data-
set allows extensive temporal analysis of re-id algorithms that was not previously addressable by existing 
benchmarking datasets. 

• (Year 5) Temporal attribute analysis of re-id algorithms is mostly ignored in academic re-id research;  
however, these considerations are essential to real-world deployment. Specifically, for a real-world re-id 
system that automatically detects and tracks people for a long time (e.g. several days), the gallery sets will 
be continuously populated with incoming candidate images. Consequently, existing measures adopted to 
evaluate re-id algorithms, such as CMC curves, fall short because they ignore such time-varying behavior 
of the gallery. In Year 5, we extended the idea of Rank Persistence Curve (RPC) proposed in Year 4, exten-

Figure 2: Illustration of the reappearances of a participant in different camera views. T is the time for each reappear-
ance. Figures (a) to (i) are placed in time order of the appearance of the participant. The right column of each subfigure 
shows sample automatically extracted person images used as input to the re-id algorithms.
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sively evaluating and analyzing the temporal performance of benchmarking re-id algorithms on our new 
RPIfield [19] dataset. This kind of analysis is critical for bridging the gap between real-world system ap-
plication and academic research in this area.  The results are currently under review at IEEE Transactions 
on Pattern Analysis and Machine Intelligence.

Milestones achieved in the project since its inception include:
• (Year 4) In Year 4, we initially proposed the Rank Persistence Curve (RPC) methodology. We designed 

both qualitative and quantitative evaluation metrics that are generic and can be used to evaluate the 
“temporal robustness” of any re-id algorithm. We assessed preliminary results using a custom re-id data-
set we built specifically to model such temporal aspects of real-world re-id, constructed from the camera 
views collected by the ALERT team at the Greater Cleveland Rapid Transit Authority (GCRTA) in Years 2 
and 3. However, this dataset was quite limited and necessitated the collection of a larger dataset in Year 
5 as described above.

• (Years 4-5) The ALERT Airport Re-Identification Dataset was curated and released on ALERT’s website, 
generating substantial interest from the research community. See more information below.

• (Year 4) We began to investigate the transition of the best-performing re-id algorithms identified by our 
extensive benchmarking analysis (see below) to a large environment equipped with multiple pan-tilt-
zoom (PTZ) cameras. The goal is to actively orient the cameras in conjunction with real-time re-id, for ex-
ample, to keep promising candidates in sight by panning and acquire higher-resolution images by zoom-
ing. The problem is complicated by the issue that there may be more candidates than cameras, requiring 
time-sharing schemes to be developed to entertain multiple hypotheses. 

•  (Years 3-5) The public release of several datasets and code for vision algorithms has facilitated rapid 
progress in re-id research over the past decade. However, directly comparing re-id algorithms reported 
in the literature has become difficult since a wide variety of features, experimental protocols, and eval-
uation metrics are employed. In order to address this need, we undertook an extensive review and per-
formance evaluation of single- and multi-shot re-id algorithms. The experimental protocol incorporates 
the most recent advances in both feature extraction and metric learning. All approaches were evaluated 
using a new large-scale dataset created using videos from Cleveland Hopkins International Airport (CLE) 
as well as existing publicly-available datasets. This study is the largest and most comprehensive re-id 
benchmark to date, and has been accepted and published online at IEEE Transactions on Pattern Analysis 
and Machine Intelligence in February 2018.

• (Years 3-4) We refined and improved the end-to-end system solution for the re-id problem installed in 
CLE in Year 2. We constructed a new large-scale dataset that accurately mimics the real-world re-id prob-
lem using videos from CLE and conducted several new experiments in the concourse testbed. The overall 
system architecture and the challenges of bringing academic re-id research to a real-world deployment 
were described in an overarching journal paper that should be quite valuable to both the academic and 
industrial research communities. This work appeared online in IEEE Transactions on Circuits and Systems 
for Video Technology in April 2016, and was published in March 2017.

• (Years 3-4) We introduced an algorithm to describe image sequence data using affine hulls and to learn 
feature representations directly from these affine hulls using discriminatively trained dictionaries. While 
existing metric learning methods typically employ the average feature vector as a data exemplar, this 
discards the rich information present in the sequence of images available for a person. We show that us-
ing affine hull representations computed with respect to the learned dictionary results in superior re-id 
performance when compared to using the average feature vector as done in existing methods. This work 
was accepted by IEEE Transactions on Circuits and Systems for Video Technology and appeared online in 
July 2017.

• (Year 3) We proposed a new approach to address the person re-id problem in cameras with non-over-
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lapping fields of view. Unlike previous approaches, that learn Mahalanobis-like distance metrics in some 
embedding space, we propose to learn a dictionary that is capable of discriminatively and sparsely en-
coding features representing different people. To tackle viewpoint and associated appearance changes, 
we learn a single dictionary in a projected embedding space to represent both gallery and probe images 
in the training phase. We then discriminatively train the dictionary by enforcing explicit constraints on 
the associated sparse representations of the feature vectors. In the testing phase, we re-identify a probe 
image by simply determining the gallery image that has the closest sparse representation to that of the 
probe image in the Euclidean sense. Extensive performance evaluations on two publicly-available multi-
shot re-id datasets demonstrate the advantages of our algorithm over several state-of-the-art dictionary 
learning, temporal sequence matching, spatial appearance, and metric-learning based techniques. This 
work was presented at the IEEE International Conference on Computer Vision (ICCV) in December 2015.

• (Years 2-3) We introduced an algorithm to hierarchically cluster image sequences and use the represen-
tative data samples to learn a feature subspace maximizing the Fisher criterion. The clustering and sub-
space learning processes are applied iteratively to obtain diversity-preserving discriminative features. 
A metric learning step is then applied to bridge the appearance difference between two cameras. The 
proposed method was evaluated on three multi-shot re-id datasets, and the results outperformed state-
of-the-art methods. This work was presented at the British Machine Vision Conference in September 2015.

• (Year 2) We proposed a novel approach to solve the problem of person re-id in non-overlapping camera 
views. We hypothesized that the feature vector of a probe image approximately lies in the linear span of 
the corresponding gallery feature vectors in a learned embedding space. We then formulated the re-id 
problem as a block sparse recovery problem, and solved the associated optimization problem using the 
alternating directions framework. We evaluated our approach on the publicly-available PRID (person 
re-id) 2011 and iLIDS-VID multi-shot re-id datasets, and demonstrated superior performance in compar-
ison with the current state of the art. This work was presented at the IEEE/ISPRS 2nd Joint Workshop on 
Multi-Sensor Fusion for Dynamic Scene Understanding in June 2015.

• (Year 2) We proposed a novel metric learning approach to the human re-id problem with an emphasis 
on the multi-shot scenario. First, we perform dimensionality reduction on image feature vectors through 
random projection. Next, a random forest is trained based on pairwise constraints in the projected sub-
space. This procedure repeats with a number of random projection bases so that a series of random 
forests are trained in various feature subspaces. Finally, we select personalized random forests for each 
subject using their multi-shot appearances. We evaluated the performance of our algorithm on three 
benchmark datasets. This work was presented at the IEEE Winter Conference on Applications of Computer 
Vision (WACV) in January 2015.

• (Year 2) An end-to-end system solution of the re-id problem was installed in an airport environment, 
with a focus on the challenges brought by the real-world scenario. We addressed the high-level system 
design of the video surveillance application and enumerated the issues we encountered during our devel-
opment and testing. We described the algorithm framework for our human re-id software and discussed 
considerations of speed and matching performance. Finally, we reported the results of an experiment 
conducted to illustrate the output of the developed software, as well as its feasibility for the airport sur-
veillance task. This work was presented at the Eighth ACM/IEEE International Conference on Distributed 
Smart Cameras (ICDSC) in November 2014.

• (Years 1-2) In collaboration with the R4-A.1 project, the design and deployment of an on-site re-id al-
gorithm for the new branching testbed at CLE occurred, leveraging a software architecture using Data 
Distribution Service (DDS), including an experimental graphical user interface for tagging subjects of 
interest and viewing top-ranked matching candidates.

• (Years 1-2) ALERT-guided design and deployment of a new 6-camera branching testbed leading from the 
exit of the central security checkpoint in CLE to each of the three concourses.
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• (Year 1) Development of a novel re-id algorithm that mitigates perspective changes in surveillance cam-
eras. We built a model for human appearance as a function of pose using training data gathered from a 
calibrated camera. We then applied this “pose prior” in online re-id to make matching and identifica-
tion more robust to viewpoint. We further integrated person-specific features learned over the course 
of tracking to improve the algorithm’s performance. We evaluated the performance of the proposed al-
gorithm and compared it to several state-of-the-art algorithms, demonstrating superior performance on 
standard benchmarking datasets as well as a challenging new airport surveillance scenario. This work 
was published in IEEE Transactions on Pattern Analysis and Machine Intelligence in May 2015.

• (Year 1) Developed an algorithm for keeping a PTZ camera calibrated. We proposed a complete model 
for a PTZ camera that explicitly reflects how focal length and lens distortion vary as a function of zoom 
scale. We show how the parameters of this model can be quickly and accurately estimated using a series 
of simple initialization steps and followed by a nonlinear optimization. Our method requires only 10 
images to achieve accurate calibration results. Next, we show how the calibration parameters can be 
maintained using a one-shot dynamic correction process; this ensures that the camera returns the same 
field of view every time the user requests a given (pan, tilt, zoom), even after hundreds of hours of oper-
ation. The dynamic calibration algorithm is based on matching the current image against a stored feature 
library created at the time the PTZ camera is mounted. We evaluated the calibration and dynamic cor-
rection algorithms on both experimental and real-world datasets, demonstrating the effectiveness of the 
techniques. This work was published in IEEE Transactions on Pattern Analysis and Machine Intelligence 
in August 2013.

• (Year 1) Establishment of an initial tag and track testbed in CLE that included a selection of cameras lead-
ing from the parking garage to the terminal.

D. Milestones

As described in more detail in Section II.C., the major milestones accomplished in Year 5 include:
• The creation of a new multi-shot multi-camera dataset, RPIfield [3], for the study of spatio-temporal as-

pects of re-id. This dataset contains 3 hours of video from each of 12 cameras. 112 subjects participated 
in a controlled study in which their time-stamped re-appearances in multiple cameras were carefully re-
corded, among almost 4000 “distractor” pedestrians. A short paper describing the dataset was presented 
at a workshop at the IEEE Conference on Computer Vision and Pattern Recognition in June 2018, and the 
dataset was publicly released at the same time.

• The full development of the Rank Persistence concept prototyped in Year 4 on the new RPIfield dataset.  
We conducted extensive temporal analysis of single- and pairwise-camera performance for multiple re-id 
algorithms to prove the effectiveness and informativeness of our proposed evaluation methodology for 
real-world re-id systems. The work was submitted to IEEE Transactions on Pattern Analysis and Machine 
Intelligence in March 2018.

• The final publication of the culminating re-id benchmarking paper in IEEE Transactions on Pattern Anal-
ysis and Machine Intelligence, a long-term joint effort between RPI and NEU. 

As described in more detail in Section II.E, the major milestones to be achieved during Year 6 include:
• The design and demonstration of a robust “chained re-id” algorithm that can recover the spatial path of a 

tagged person by following them through a network of cameras. 
• The development of a robust factorized feature representation algorithm based on Deep Convolutional 

Neural Networks (DCNNs). It will be designed to counter challenges such as occlusions and partially 
cropped person images, which commonly occur in real-world re-id systems based on automatic human 
detection and tracking subsystems.
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E. Future Plans (Year 6)

The two key Year 6 research plans are:
• The development of a robust “chained re-id” algorithm that can recover the spatial path of a tagged per-

son by following them through a network of cameras. To date, all of our re-id research and development 
has focused on re-identifying a target person in a second camera (and then stopping). In contrast, we plan 
to investigate the operationally important problem of reconstructing the time-stamped re-appearances 
of people across many cameras (e.g. Person X appeared in Camera 1 at 12:30, Camera 4 at 12:33, Camera 
2 at 12:35, etc.). We will apply learned temporal models and multi-hypothesis testing to approach the 
problem. The application of active/online/reinforcement learning to the re-id problem will also be inves-
tigated—for example, understanding how the real-time corrections of a human in the loop can improve 
re-id rankings of future candidates. Our RPIfield dataset provides exactly the right kind of information 
for us to address this problem. The developed algorithms could be directly transitioned to and evaluated 
in a multi-camera surveillance environment (e.g. the mock airport security checkpoint at the Kostas Re-
search Institute developed for the CLASP project, or a real airport when a relationship is brokered during 
CLASP Phase II). This task is relatively low risk since the data has already been collected and we have 
clear ideas for how to proceed. The deliverable would be an algorithm description (in the form of a paper 
and accompanying codebase).  

• The design of a new deeply-learned feature representation algorithm to deal with common challenges in 
real-world re-id systems, namely occlusions and partially cropped person images. As discussed in Section 
II.B, for a real-world re-id system, person images are most likely generated by automatic human detection 
and tracking algorithms, and thus are often incomplete or deficient. We plan to investigate a state-of-art 
deeply learned feature representation approach, combined with factorized learning techniques to learn 
separate feature representations for foreground, background, and different human body parts for a single 
person image. Instead of learning a global feature representation for the whole image with background 
and occlusion noise, diverse local feature representations for partially occluded person images should 
improve the re-id performance for real-world re-id systems. These new feature representations can be 
directly transitioned into the overall re-id system described in the previous bullet.  These plans involve 
a slightly higher risk since the research and development remains to be done in Year 6, but we do not 
anticipate major issues. The deliverable would again be an algorithm description (in the form of a paper 
and accompanying codebase).  

III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

1. Video surveillance is an integral aspect of homeland security monitoring, forensic analysis, and in-
telligence collection. Automatically detecting and identifying a person of interest in different surveil-
lance cameras is particularly appealing in areas such as crime detection or prevention, which were 
directly motivated (and in fact, requested) by DHS officials as critical needs for their surveillance 
infrastructure.

 The specific metric we aim to achieve for this aspect is a high probability of detection and recog-
nition accuracy, with a low probability of false alarm that Transportation Security Officers can use 
operationally. 

2. For real-world DHS deployment, designing user-friendly interfaces to help with the choice and in-
terpretation of re-id techniques and algorithms is of critical importance from an operational aspect.

 Our goal here (which is difficult to quantify in a metric) is the legibility, usability, and informative-
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ness of user interfaces to our designed algorithms.  This would require discussion and user studies 
with end users (likely out of scope for ALERT core funding).  We hope to have at least a few conver-
sations with problem holders in Year 6 about this issue.

B. Potential for Transition

In the first three years of the project, the video analytics group built a strong relationship with Cleveland TSA, 
CLE, and the GCRTA. Initially, we transferred a set of counterflow algorithms to detect people entering the 
airport exit lanes with a probability of detection above 99% and a less than 1% probability of false alarms, 
and we worked with the TSA and airport officials to display the counterflow events in their coordination 
center for human-in-the loop analysis and action. The counterflow system was in successful operation for 
three years. Next, we worked with the same group to develop re-id and tracking algorithms that match their 
CONOPS, so that the presented results could be used in their operation. The developed re-id algorithms were 
implemented on a custom-built PC at CLE, with a working user interface, though the re-id system was not 
used in normal TSO operation.
ALERT, in collaboration with another DHS Center of Excellence (COE), Visual Analytics for Command, Control, 
and Interoperability Environments (VACCINE), also collaborated with the GCRTA police to address a problem 
related to re-id in the context of rail platforms, bus stops, and concourses. We followed a similar pathway 
forward with respect to problem specification and CONOPS definition. The specifications and CONOPS for the 
GCRTA are somewhat different (e.g. only performing re-id over a single camera, but doing so over the course 
of many days), making the problem easier in some ways but harder in others. This motivated the R4-A.3 work 
in Years 5 and 6.
We believe the success of both Cleveland projects (i.e. the counterflow algorithm system became part of the 
Control Center’s operation, while the re-id system was implemented on the airport camera network but did 
not become a part of the Control Center operation) could be replicated at other sites with the right resources 
and level of cooperation from local authorities.  
The most likely path forward for transition of the current project is to parlay the relationships with airports 
being developed under the associated CLASP effort. If a connection with a new airport is made for that proj-
ect, it would be natural to test the re-id algorithms in the new operational setting.

C. Data and/or IP Acquisition Strategy

ALERT at Northeastern has retained the services of a DHS recommended consultant to assess the feasibil-
ity of technology transfer for video analytics research and development in the Center. As new intellectual 
property is created, the video analytics groups write descriptions of the new property and disclose it to their 
respective universities. As the work matures, the disclosures would become patent disclosures and perhaps 
patents. To date, the Rensselaer Office of Technology Commercialization has declined to pursue patent dis-
closures on the described technology (partially due to the increasing difficulty of patenting software algo-
rithms).
In terms of datasets, the research in this task uses both public benchmark datasets and new, custom data-
sets created from on-site collections at either the Rensselaer campus or a partner rail station/airport. These 
publicly-released custom datasets and accompanying codebases promote ALERT’s thought leadership in the 
area of video analytics.

D. Transition Pathway 

The described counterflow research was already transitioned to CLE end-users throughout Years 1-3 as part 
of the associated Task Order 5, resulting in a working, on-site system, which was tested extensively and fully 
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described in a journal publication that appeared in Year 4. Unfortunately, the ALERT camera/computer net-
work at CLE was dismantled in Year 3 and there are no immediate plans to reconstitute it. ALERT continues 
to pursue potential customers for counterflow and related video analytics technology.
In general, the video analytics group is well-connected to practitioners/users of video (e.g. through the ADSA 
events) that are willing to supply application ideas, use cases, and CONOPS. Previous ALERT collaborations in 
this thrust included representatives from Siemens Corporate Research, several divisions of which are regular 
contractors to the video surveillance community. We use all of this input to help understand how to apply our 
research to real problems and to forge a transition pathway forward.
To some extent, this task depends on the main ALERT enterprise at NEU for connecting customers to re-
searchers, since their connections are more extensive. The new CLASP project underway at Northeastern’s 
Kostas Research Institute is a good example of extending a project originally developed at Rensselaer and 
bringing it to a wider DHS audience, and the second phase of CLASP in 2018 is expected to bring a strong 
emphasis on real-world, real-time algorithm deployment that will be reflected back to this project.
Algorithms and datasets developed in this project are fully available to DHS stakeholders, both in the form of 
detailed published research papers and code libraries/datasets available on request.

E. Customer Connections

This project historically involved regular contact with DHS, CLE, GCRTA, and law enforcement collaborators, 
including:
• Michael Young, former Federal Security Director, TSA at CLE
• Jim Spriggs, former Federal Security Director, TSA at CLE
• John Joyce, Chief of Police/Director of Security, GCRTA
• Don Kemer, Transportation Security Manager, Coordination Center, TSA at CLE
• Fred Szabo, Commissioner, CLE
• Michael Gettings, Lieutenant, Cleveland Transit Police
Little contact was made with these individuals in Years 4 and 5 due to retirements and reorganizations. The 
proposed research in this thrust would be quite relevant to airports and rail stations, if the contacts were to 
be reestablished and sufficient resources made available.
There was considerable interest from many TSA/DHS stakeholders in the related CLASP project at the May 
2018 program review, and some of these contacts may also be interested in the re-id problem.

IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION 

A. Peer Reviewed Journal Articles 

1. Karanam, S., Gou, M., Wu, Z., Rates-Borras, A., Camps, O., & Radke, R.J.  “A Systematic Evaluation and 
Benchmark for Person Re-Identification: Features, Metrics, and Datasets.” IEEE Transactions on Pat-
tern Analysis and Machine Intelligence. Published online February 2018.  http://dx.doi.org/10.1109/
TPAMI.2018.2807450 

2. Karanam, S., Wu, Z., & Radke, R.J.  “Learning Affine Hull Representations for Multi-Shot Person 
Re-Identification.” IEEE Transactions on Circuits and Systems for Video Technology, special issue on 
Large Scale and Nonlinear Similarity Learning for Intelligent Video Analysis. Published online July 
2017. http://dx.doi.org/10.1109/TCSVT.2017.2732822 

Pending-
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1. Zheng, M., Karanam, S., & Radke, R.J. “Measuring the Temporal Behavior of Real-World Person 
Re-Identification.” Submitted to IEEE Transactions on Pattern Analysis and Machine Intelligence, 
March 2018.

B. Peer Reviewed Conference Proceedings

1. Zheng, M., Karanam, S., & Radke, R.J., “RPIField: A New Dataset for Temporally Evaluating Person 
Re-Identification.” IEEE Conference on Computer Vision and Pattern Recognition Workshops, June 
2018.

2. Karanam, S., Lam, E., & Radke, R.J. “Rank Persistence: Assessing the Temporal Performance of Re-
al-World Person Re-Identification.” ACM/IEEE International Conference on Distributed Smart Cam-
eras, Special Session on Target Tracking and Person Re-Identification, September 2017. https://doi.
org/10.1145/3131885.3131929 

3. Guo, M., Karanam, S., Liu, W., Camps, O., and Radke, R.J.  “DukeMTMC4ReID: A Large-Scale Multi-Cam-
era Person Re-Identification Dataset.” 1st Workshop on Target Re-Identification and Multi-Target 
Multi-Camera Tracking (in conjunction with CVPR 2017), July 2017.  https://doi.org/10.1109/
CVPRW.2017.185

C. Software Developed

1. Datasets
a. The RPIfield dataset collected on the RPI campus is publicly accessible on Google Drive at 

https://drive.google.com/file/d/1GO1zm7vCAJwXgJtoFyUs367_Knz8Ev0A/view?usp=sharing
b. The DukeMTMC4ReID dataset is available at https://github.com/NEU-Gou/DukeReID
c. The ALERT Airport Re-Identification Dataset is available at   http://www.northeastern.edu/

alert/transitioning-technology/alert-datasets/alert-airport-re-identification-dataset/
2. Algorithms

a. The code accompanying the benchmarking and evaluation paper is available on Github at 
https://github.com/RSL-NEU/person-reid-benchmark 
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