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II. PROJECT DESCRIPTION

A. Project Overview

The computer vision research problem of human re-identification or “re-id” is generally posed as follows:  
Given a cropped rectangle of pixels representing a human in one view, a re-id algorithm produces a similarity 
score for each candidate in a gallery of similarly cropped human rectangles from a second view. Computer 
vision research in re-id largely focuses on two challenging issues. The first is feature selection, or determin-
ing effective ways to extract representative information from each cropped rectangle to produce descriptors.  
The second issue is metric learning, or determining effective ways to compare descriptors from different 
viewpoints. These aspects work together so that images of the same person from different points of view 
yield high similarity, while images of different people yield low similarity.  
However, feature selection and metric learning only represent two aspects of creating an effective real-world 
re-id algorithm. In practice, a re-id system must be fully autonomous from the point that an end user draws 
a rectangle around a person of interest to the point that candidates are presented to them. This implies that 
the system must automatically detect and track humans in the fields of view of all cameras with speed and 
accuracy. The candidates in the re-id gallery in practice are, thus, automatically generated and are typically of 
much lower-quality than the hand-curated gallery of a benchmark dataset; in fact, many candidate rectangles 
may not even represent humans.  Furthermore, in a typical branching camera network, the camera in which 
the target reappears is unknown, so there are actually several separate galleries to search. The timing of the 
reappearance is also unknown; the galleries will be constantly updated with new candidates over the course 
of minutes or hours instead of being presented to the algorithm all at once. Finally, real-world re-id maps 
naturally onto a multi-shot problem. That is, there are multiple images available to describe both the target 
and the matching candidates, since after a target of interest is detected in the field of view of one camera, he/
she is usually tracked until leaving the current view.  
This project addresses the design and deployment of real-world re-id algorithms specifically designed for 
mass transit environments.  This involves:
• The design and analysis of new computer vision algorithms for human detection and tracking, feature

selection, and metric learning problems for re-id;
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• The evaluation of the suitability of such algorithms for real-world homeland security applications, taking 
into account tracking/detection errors, latency/congestion, and human-computer interfaces to software 
systems; and 

• The design of new experimental protocols and datasets that more closely resemble the types of re-id 
problems practitioners will encounter in real-world deployments.

The ideal end-state of the research is a suite of re-id algorithms that are directly applicable to the homeland 
security enterprise (HSE) and ready for large-scale system integration. The project will also produce an up-
to-date assessment of the re-id state of the art, and accompanying benchmarking datasets, which will inform 
Department of Homeland Security (DHS) stakeholders about what is technologically feasible in this area, 
thus informing policies and technology solicitations.

B. Year Two (July 2014 through June 2015) Biennial Review Results and Related Actions to Address 

The Biennial Review team commended this project on the rigor of its research, the extensive and challenging 
real-world experiments and evaluation conducted therein, and the dissemination of its results in top comput-
er vision conferences and journals. The reviewers also singled out the ability of the research team to translate 
theoretical research into real-world practice in an actual end-to-end surveillance system. On the other hand, 
the reviewers claimed that the work did not explore some recent trends in the re-id literature, relying on 
standard approaches and methods (see response below), and that more specific system requirements are 
necessary. One identified weakness (that the camera views must be contiguous) was a misinterpretation of 
our approach.
In Year 4, we addressed the perceived weaknesses in two ways. First, the Rensselaer Polytechnic Institute 
(RPI) research group, in collaboration with Dr. Octavia Camps’ group at Northeastern University (NEU, proj-
ect R4-A.1), created an exhaustive community-wide evaluation standard and benchmarking dataset for re-
id, investigating hundreds of combinations of feature extraction algorithms, metric learning strategies, and 
multi-shot ranking methods. Each combination is applied to more than fifteen benchmarking datasets, in-
cluding a new and challenging dataset extracted from the research camera testbed at the Cleveland Hopkins 
International Airport (CLE) in Year 3. This evaluation and benchmarking effort enables us to: (1) suggest the 
overall most promising combinations of algorithms for different kinds of data; (2) characterize achievable 
performance of re-id to set end-user expectations; and (3) suggest potentially fruitful avenues for research 
that are likely to yield the most significant improvements in performance. It is likely that the methods and 
datasets referred to by the reviewers have already been incorporated into our extensive evaluation.  This 
benchmarking effort was described in a journal paper under second review at IEEE Transactions on Pattern 
Analysis and Machine Intelligence, and is also online at arxiv.org [1]. The second approach to addressing the 
perceived weaknesses is to investigate re-id methods based on deep convolutional neural networks (CNNs), 
which have recently achieved unprecedented success for many computer vision problems.  We evaluated 
CNNs and related cutting-edge approaches using our evaluation and benchmark, and will integrate them into 
our re-id pipeline as they prove themselves against the state of the art.

C. State of the Art and Technical Approach

The traditional paradigm for solving the person re-id problem is to extract appearance features of the target 
and each candidate and then compare the feature vectors using a distance metric. This has given rise to two 
different research paths: feature extraction and metric learning. 
There are many approaches to appearance modeling and feature extraction. In Ensemble of Localized Fea-
tures (ELF) [2], color histograms in the RGB, YCbCr, and HS color spaces and texture histograms of responses 
of rotationally invariant Schmid [3] and Gabor [4] filters are computed. In Local Descriptors encoded by 
Fisher Vectors (LDFV) [5], local pixel descriptors comprising pixel spatial location, intensity, and gradient 
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information are encoded into the Fisher vector [6] representation. Ma et al. [7] proposed multi-scale biolog-
ically-inspired features [8] that are encoded using covariance descriptors [9]. In AlexNet-Finetune, a CNN 
based on the AlexNet architecture [10] is pre-trained on the ImageNet dataset, and fine-tuned using re-id 
specific datasets.  Zhao et al. [11], densely divided each image into patches, and extracted color histograms 
and scale-invariant features from each patch. In HistLBP [12], color histograms in the RGB, YCbCr, and HS 
color spaces and texture histograms from local binary patterns (LBP) [13] features are computed. Liao et al.  
[14] extracted color histograms and scale-invariant LBP [15] features from the image processed by a multi-
scale Retinex algorithm [16], maximally-pooled along the same horizontal strip. Matsukawa et al. [17] divid-
ed an image into horizontal strips and modeled local patches in each strip using several levels of Gaussian 
distributions. 
While any of these features could be used in combination with the Euclidean distance to rank gallery candi-
dates, this would be an unsupervised and suboptimal approach. Incorporating supervision by using training 
data leads to superior performance, which is the goal of metric learning; i.e., learning a new feature space 
such that feature vectors of the same person are close whereas those of different people are relatively far. 
For example, Fisher discriminant analysis (FDA) [18], local Fisher discriminant analysis (LFDA) [19], mar-
ginal Fisher analysis (MFA) [20], and cross-view quadratic discriminant analysis (XQDA) [14] all formulate 
a Fisher-type optimization problem that seeks to minimize the within-class data scatter while maximizing 
between-class data scatter. In practice, scatter matrices are regularized by a small fraction of their trace 
to deal with matrix singularities. Information-theoretic metric learning (ITML) [21], large margin nearest 
neighbor (LMNN) [22], relative distance comparison (PRDC) [23], keep-it-simple-and-straightforward met-
ric (KISSME) [24], and pairwise constrained component analysis (PCCA) [25] all learn Mahalanobis-type 
distance functions using variants of the basic pairwise constraints principle. kPCCA [25], kLFDA [12], and 
kMFA [12] kernelize PCCA, LFDA, and MFA, respectively. In RankSVM [26], a weight vector is learned using a 
soft-margin support vector machine (SVM) formulation. Li et al. [27] learned locally adaptive decision func-
tions in a large-margin SVM framework.
Our Year 4 benchmarking efforts [1, 28] exhaustively tested every combination of feature extraction algo-
rithm and metric learning method across 15 datasets; an example result is illustrated in Figure 1 on the next 
page. This figure shows the cumulative match characteristic (CMC) curves for two representative single- and 
multi-shot datasets. The CMC curve is a plot of the re-id rate at rank k. For example, the rank-5 performance 
of an algorithmic combination is the percentage of subjects whose correct match appears in the “top 5” short-
list of candidates. As can be seen from the CMC curves, the “spread” in the performance of the algorithms for 
each dataset is huge, indicating the progress made by the re-id community over the past decade; however, on 
most datasets, the performance is still far from the point where we would consider re-id to be a solved prob-
lem. For example, VIPeR, one of the earliest and most commonly-used benchmarking datasets, still presents 
a difficult challenge; the best algorithmic combination presents the correct match at the top of the shortlist 
(rank 1) just over 41% of the time, rising to 82% of the time at rank 10. The Market1501 dataset is easier at 
lower ranks.   
In general, we observe that the algorithms give better performance on multi-shot datasets (see lower row of 
Fig. 1) than on single-shot datasets. While this may be attributed to multi-shot datasets having more infor-
mation in terms of the number of images per person, it is important to note that the single-shot datasets con-
sidered here generally have a significantly higher number of people in the gallery. It is quite natural to expect 
re-id performance to go down as the number of gallery people increases because we are now searching for 
the person of interest in a much larger candidate set. Overall, these results should set (or temper) expecta-
tions for end-users about the realistic performance of real-world re-id algorithms, especially at low ranks. 
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Our full analysis [1] reports a wide variety of results including: (1) component-wise analyses of the best-per-
forming feature extraction, metric learning, and multi-shot ranking approaches; (2) the effects of parameter 
choices in the best-performing algorithms; and (3) the sub-performances on datasets with specific attributes 
such as viewpoint variations, illumination variations, detection errors, occlusions, background clutter, and 
low-resolution images.
In Year 4, we also proposed two new, extremely challenging re-id datasets meant to more closely approximate 
the difficult homeland security scenarios and environments of a real-world deployment. The first dataset  

Figure 1:  CMC curves from the Year 4 benchmark paper [27] for the single-shot datasets VIPeR and Market1501, and 
the multi-shot datasets SAIVT-58 and iLIDSVID. The algorithmic combinations with the ten best rank-1 performances 
(indicated in the legend) are shown in color and all the others are shown in gray.
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(reported in [1]) was created using videos from six cameras in an indoor surveillance network at CLE col-
lected during our on-site deployment in Years 2 and 3 (described further in [29]). The cameras cover various 
parts of a central security checkpoint area and three concourses. The person detections were generated by 
our prototype end-to-end re-id system comprised of automatic person detection and tracking algorithms. A 
large number of unpaired people are also included in the dataset to simulate how a real-world re-id system 
would work: given a person of interest in the probe camera, a real system would automatically detect and 
track all the people seen in the gallery camera. The CLE dataset suffers from all of the challenging attributes 
described above except low resolution. The second dataset (reported in [28]) was derived from the recently 
proposed Duke multi-target multi-camera (DukeMTMC) dataset for multi-target tracking [30]. The dataset 
also uses detections from an automatic person detector, including over 20,000 false alarms. Both datasets 
will soon be available/linked at ALERT’s main Datasets webpage.

D. Major Contributions

The key achievements of the project to date (most recent first) include:
• (Year 4)  Most published re-id algorithms ignore the temporal nature of the gallery involved in real-world 

deployments. Specifically, while re-id algorithms are usually benchmarked on datasets that have a fixed 
number of people in the gallery, in the real world, gallery sets are usually populated over time. This re-
sults in a gallery that is temporally increasing in size. Consequently, existing measures adopted to eval-
uate re-id algorithms, such as CMC curves, fall short because they ignore such time-varying behavior of 
the gallery. In Year 4, we proposed an evaluation methodology called the Rank Persistence Curve (RPC) to 
address this problem. We designed both qualitative and quantitative evaluation metrics that are generic 
and can be used to evaluate the “temporal robustness” of any re-id algorithm. We assessed preliminary 
results using a custom re-id dataset we built specifically to model such temporal aspects of real-world 
re-id, constructed from the camera views collected by the ALERT team at the Greater Cleveland Rapid 
Transit Authority (GCRTA) in Years 2 and 3. As discussed below, Year 5 will focus on the acquisition of a 
new, larger-scale dataset specifically oriented towards this temporal aspect of the re-id problem.

• (Year 4)  We introduced a new large-scale real-world re-id dataset, DukeMTMC4ReID, using 8 disjoint 
surveillance camera views covering parts of the Duke University campus.  The dataset was created from 
the recently proposed fully annotated DukeMTMC dataset [30]. A benchmark summarizing extensive 
experiments with many combinations of existing re-id algorithms on this dataset is also provided for an 
up-to-date performance analysis. We provide extensive per-camera-pair evaluation results, and compare 
the performance on this dataset with that of existing, widely-used datasets, ultimately  producing use-
ful insights for future research directions. Compared to widely-used datasets such as CUHK03 and Mar-
ket1501, the rank-1 performance on the proposed dataset is lower under similar experimental settings, 
suggesting future opportunities to develop better re-id algorithms.

• (Year 4) We began to investigate the transition of the best-performing re-id algorithms identified by our 
extensive benchmarking analysis (see below) to a large environment equipped with multiple pan-tilt-
zoom (PTZ) cameras. The goal is to actively orient the cameras in conjunction with real-time re-id, for ex-
ample, to keep promising candidates in sight by panning and acquire higher-resolution images by zoom-
ing.  The problem is complicated by the issue that there may be more candidates than cameras, requiring 
time-sharing schemes to be developed to entertain multiple hypotheses. This work will continue in Year 
5, and will leverage our Year 1 work on PTZ camera calibration.

• (Years 3-4) The public release of several datasets and code for vision algorithms has facilitated rapid 
progress in re-id research over the past decade. However, directly comparing re-id algorithms reported in 
the literature has become difficult since a wide variety of features, experimental protocols, and evaluation 
metrics are employed. In order to address this need, we undertook an extensive review and performance 
evaluation of single- and multi-shot re-id algorithms. The experimental protocol incorporates the most 
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recent advances in both feature extraction and metric learning. All approaches were evaluated using a 
new large-scale dataset created using videos from CLE as well as existing publicly-available datasets. This 
study is the largest and most comprehensive re-id benchmark to date, and is currently under revision and 
resubmission at IEEE Transactions on Pattern Analysis and Machine Intelligence.

• (Years 3-4) We refined and improved the end-to-end system solution for the re-id problem installed in 
CLE in Year 2.  We constructed a new large-scale dataset that accurately mimics the real-world re-id prob-
lem using videos from CLE and conducted several new experiments in the concourse testbed.  The overall 
system architecture and the challenges of bringing academic re-id research to a real-world deployment 
were described in an overarching journal paper that should be quite valuable to both the academic and 
industrial research communities. This work appeared online in IEEE Transactions on Circuits and Systems 
for Video Technology in April 2016, and was published in March 2017.

• (Years 3-4) We introduced an algorithm to describe image sequence data using affine hulls and to learn 
feature representations directly from these affine hulls using discriminatively trained dictionaries. While 
existing metric learning methods typically employ the average feature vector as a data exemplar, this 
discards the rich information present in the sequence of images available for a person. We show that us-
ing affine hull representations computed with respect to the learned dictionary results in superior re-id 
performance when compared to using the average feature vector as done in existing methods. This work 
is under final review at IEEE Transactions on Circuits and Systems for Video Technology and is expected to 
appear online in summer 2017.

• (Year 3) We proposed a new approach to address the person re-id problem in cameras with non-over-
lapping fields of view. Unlike previous approaches, that learn Mahalanobis-like distance metrics in some 
embedding space, we propose to learn a dictionary that is capable of discriminatively and sparsely en-
coding features representing different people. To tackle viewpoint and associated appearance changes, 
we learn a single dictionary in a projected embedding space to represent both gallery and probe images 
in the training phase. We then discriminatively train the dictionary by enforcing explicit constraints on 
the associated sparse representations of the feature vectors. In the testing phase, we re-identify a probe 
image by simply determining the gallery image that has the closest sparse representation to that of the 
probe image in the Euclidean sense. Extensive performance evaluations on two publicly-available multi-
shot re-id datasets demonstrate the advantages of our algorithm over several state-of-the-art dictionary 
learning, temporal sequence matching, spatial appearance, and metric-learning based techniques. This 
work was presented at the IEEE International Conference on Computer Vision (ICCV) in December 2015.

• (Years 2-3) We introduced an algorithm to hierarchically cluster image sequences and use the represen-
tative data samples to learn a feature subspace maximizing the Fisher criterion. The clustering and sub-
space learning processes are applied iteratively to obtain diversity-preserving discriminative features. 
A metric learning step is then applied to bridge the appearance difference between two cameras. The 
proposed method was evaluated on three multi-shot re-id datasets, and the results outperformed state-
of-the-art methods. This work was presented at the British Machine Vision Conference in September 2015.

• (Year 2) We proposed a novel approach to solve the problem of person re-id in non-overlapping camera 
views. We hypothesized that the feature vector of a probe image approximately lies in the linear span of 
the corresponding gallery feature vectors in a learned embedding space. We then formulated the re-id 
problem as a block sparse recovery problem, and solved the associated optimization problem using the 
alternating directions framework. We evaluated our approach on the publicly-available PRID (person 
re-id) 2011 and iLIDS-VID multi-shot re-id datasets, and demonstrated superior performance in compar-
ison with the current state of the art.  This work was presented at the IEEE/ISPRS 2nd Joint Workshop on 
Multi-Sensor Fusion for Dynamic Scene Understanding in June 2015.

• (Year 2) We proposed a novel metric learning approach to the human re-id problem with an emphasis 
on the multi-shot scenario. First, we perform dimensionality reduction on image feature vectors through 
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random projection. Next, a random forest is trained based on pairwise constraints in the projected sub-
space. This procedure repeats with a number of random projection bases so that a series of random 
forests are trained in various feature subspaces. Finally, we select personalized random forests for each 
subject using their multi-shot appearances. We evaluated the performance of our algorithm on three 
benchmark datasets.  This work was presented at the IEEE Winter Conference on Applications of Computer 
Vision (WACV) in January 2015.

• (Year 2) An end-to-end system solution of the re-id problem was installed in an airport environment, 
with a focus on the challenges brought by the real-world scenario. We addressed the high-level system 
design of the video surveillance application and enumerated the issues we encountered during our devel-
opment and testing. We described the algorithm framework for our human re-id software and discussed 
considerations of speed and matching performance. Finally, we reported the results of an experiment 
conducted to illustrate the output of the developed software, as well as its feasibility for the airport sur-
veillance task. This work was presented at the Eighth ACM/IEEE International Conference on Distributed 
Smart Cameras (ICDSC) in November 2014.

• (Years 1-2) In collaboration with the R4-A.1 project, the design and deployment of an on-site re-id al-
gorithm for the new branching testbed at CLE occurred, leveraging a software architecture using Data 
Distribution Service (DDS), including an experimental graphical user interface for tagging subjects of 
interest and viewing top-ranked matching candidates.

• (Years 1-2) ALERT-guided design and deployment of a new 6-camera branching testbed leading from the 
exit of the central security checkpoint in CLE to each of the three concourses.

• (Year 1) Development of a novel re-id algorithm that mitigates perspective changes in surveillance cam-
eras. We built a model for human appearance as a function of pose using training data gathered from a 
calibrated camera. We then applied this “pose prior” in online re-id to make matching and identifica-
tion more robust to viewpoint. We further integrated person-specific features learned over the course 
of tracking to improve the algorithm’s performance. We evaluated the performance of the proposed al-
gorithm and compared it to several state-of-the-art algorithms, demonstrating superior performance on 
standard benchmarking datasets as well as a challenging new airport surveillance scenario.  This work 
was published in IEEE Transactions on Pattern Analysis and Machine Intelligence in May 2015.

• (Year 1) Developed an algorithm for keeping a PTZ camera calibrated. We proposed a complete model 
for a PTZ camera that explicitly reflects how focal length and lens distortion vary as a function of zoom 
scale. We show how the parameters of this model can be quickly and accurately estimated using a series 
of simple initialization steps and followed by a nonlinear optimization. Our method requires only 10 
images to achieve accurate calibration results. Next, we show how the calibration parameters can be 
maintained using a one-shot dynamic correction process; this ensures that the camera returns the same 
field of view every time the user requests a given (pan, tilt, zoom), even after hundreds of hours of oper-
ation. The dynamic calibration algorithm is based on matching the current image against a stored feature 
library created at the time the PTZ camera is mounted. We evaluated the calibration and dynamic cor-
rection algorithms on both experimental and real-world datasets, demonstrating the effectiveness of the 
techniques. This work was published in IEEE Transactions on Pattern Analysis and Machine Intelligence 
in August 2013.

• (Year 1) Establishment of an initial tag and track testbed in CLE that included a selection of cameras lead-
ing from the parking garage to the terminal.

E. Milestones

As described in more detail in Section II.D., the major milestones accomplished in Year 4 include:
• An extensive review and performance evaluation of single- and multi-shot re-id algorithms, resulting 
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in an experimental protocol that incorporates the most recent advances in both feature extraction and 
metric learning, and includes a new large-scale dataset created using videos from CLE as well as existing 
publicly available datasets. This study is the largest and most comprehensive re-id benchmark to date, 
and was first disseminated on arXiv at the beginning of Year 4.

• Developed a new evaluation methodology called RPC that can be used to evaluate the “temporal robust-
ness” of any re-id algorithm, and the development and assessment of a custom re-id dataset we built 
specifically to model such temporal aspects of real-world re-id.

• Introduced a new large-scale real-world re-id dataset, DukeMTMC4ReID, based on automatic (perhaps 
inaccurate) person detections, meant to accelerate research in re-id problems related to surveillance 
camera networks.

• Preliminary integration of re-id algorithms with pan-tilt-zoom cameras, potentially enabling active con-
trol of cameras for more accurate candidate evaluation and tracking.

• The publication of several algorithms and results from Years 1-3. 
• As described in more detail in Section II.F, the major milestones to be achieved during Year 5 include:
• The development of evaluation metrics to assess the temporal performance of re-id algorithms, and the 

acquisition of corresponding datasets to validate the approach.
• The application of re-id algorithms developed for static, un-positionable cameras to the context of pan-

tilt-zoom cameras typical in homeland security installations.

F. Future Plans

The two key Year 5 research plans are:
• The design, acquisition, and analysis of a new, large-scale dataset on the RPI campus specifically orient-

ed towards the temporal aspect of the re-id problem.  We plan to install a network of cameras around a 
field with multiple connected paths, and carefully record the directed motions of pedestrians along these 
paths.  The goal is to evaluate algorithmic performance as a function of time.  For example, a customer 
may be interested in re-id performance at a certain subway camera under rush-hour conditions, but can 
only spare a human to manually review a length-5 re-id shortlist every half-hour. How likely is it that 
a correct match will still be in the shortlist? This topic was inspired by discussions with end-users at 
GCRTA in Years 2 and 3.

• The transition of the best-performing re-id algorithms identified by our extensive benchmarking analysis 
to a large environment equipped with multiple pan-tilt-zoom (PTZ) cameras. The goal is to actively orient 
the cameras in conjunction with real-time re-id, for example, to keep promising candidates in sight by 
panning and acquire higher-resolution images by zooming.  The problem is complicated by the issue that 
there may be more candidates than cameras, requiring time-sharing schemes to be developed to enter-
tain multiple hypotheses. This work will leverage our Year 1 work on PTZ camera calibration.

The risks of achieving these goals are generally related to the availability of personnel. The Ph.D. student re-
sponsible for most of the Year 3-4 progress, Srikrishna Karanam, graduated in May 2017. Combined with the 
uncertainty of Year 5 funding during Spring/Summer 2017, this means a new student cannot be paid from 
ALERT funds until Spring 2018.  Incoming Ph.D. students that require funding/advisors will be screened for 
suitability in August 2017 and can hopefully begin preliminary work shortly thereafter. Another risk is the 
ability to pursue substantial transition activities using the given funds; the current annual ALERT award is 
only sufficient to fund a single Ph.D. student’s stipend and tuition.
If Year 6 funding becomes available, the focus would be on transitioning the developed re-id technologies to 
a DHS-related on-site installation. It is hoped that the new CLASP effort on passenger/luggage tracking and 
association will yield new contacts to facilitate this transition.
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III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

Video surveillance is an integral aspect of homeland security monitoring, forensic analysis, and intelligence 
collection. The research projects in this area were directly motivated (and in fact, requested) by DHS officials 
as critical needs for their surveillance infrastructure. The presence of ALERT hardware and software on-site 
in Cleveland (both at CLE and GCRTA) produced a wealth of new data and research problems of direct DHS/
Transportation Security Administration (TSA) interest.   
The specific metric we seek to achieve for the re-id systems is a high probability of detection and low prob-
ability of false alarm that Transportation Security Officers can use operationally.   A continuing focus in Year 
5 and the future will be a discussion with end users about the performance specifications and interface that 
would be required to transition the developed research into regular use, considering the successful CLE de-
ployment as a starting point for discussion.

B. Potential for Transition

In the first three years of the project, the video analytics group built a strong relationship with Cleveland TSA, 
CLE, and the GCRTA. Initially, we transferred a set of counterflow algorithms to detect people entering the 
airport exit lanes with a probability of detection above 99% and a less than 1% probability of false alarms, 
and we worked with the TSA and airport officials to display the counterflow events in their coordination 
center for human-in-the loop analysis and action. The counterflow system was in successful operation for 
three years. Next, we worked with the same group to develop re-id and tracking algorithms that match their 
CONOPS, so that the presented results could be used in their operation. The re-id system was not used in 
normal TSO operation. The developed re-id algorithms were implemented on a custom-built PC at CLE, with 
a working user interface. 
ALERT, in collaboration with another DHS Center of Excellence (COE), Visual Analytics for Command, Control, 
and Interoperability Environments (VACCINE), also collaborated with the GCRTA police to address a problem 
related to re-id in the context of rail platforms, bus stops, and concourses. We followed a similar pathway 
forward with respect to problem specification and CONOPS definition. The specifications and CONOPS for the 
GCRTA are somewhat different (e.g., only performing re-id over a single camera, but doing so over the course 
of many days), making the problem easier in some ways but harder in others. 
We believe the success (the counterflow algorithm system became part of the Control Center’s operation. The 
re-id did not become a part of the Control Center operation) of both Cleveland projects could be replicated at 
other sites with the right resources and level of cooperation from local authorities.

C. Data and/or IP Acquisition Strategy

ALERT at Northeastern has retained the services of an IP consultant to assess the feasibility of technology 
transfer for video analytics research and development in the Center. As new intellectual property is created, 
the video analytics groups write descriptions of the new property and disclose it to their respective univer-
sities. As the work matures, the disclosures would become patent disclosures and perhaps patents. To date, 
the Rensselaer Office of Technology Commercialization has declined to pursue patent disclosures on the de-
scribed technology (partially due to the increasing difficulty of patenting software algorithms).
In terms of datasets, the research in this task uses both public benchmark datasets and new, custom datasets 
created from on-site collections at either the Rensselaer campus or a partner rail station/airport.
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D. Transition Pathway 

The described counterflow research was already transitioned to CLE end-users throughout Years 1-3 as part 
of the associated Task Order 5, resulting in a working, on-site system, which was tested extensively and fully 
described in a journal publication that appeared in Year 4. Unfortunately, the ALERT camera/computer net-
work at CLE was dismantled in Year 3 and there are no immediate plans to reconstitute it. ALERT continues 
to pursue potential customers for counterflow and related video analytics technology.  
In general, the video analytics group is surrounded by practitioners/users of video. They are willing to supply 
real data, application ideas, use cases, and CONOPS. Previous ALERT collaborations in this thrust included 
representatives from Siemens Corporate Research, several divisions of which are regular contractors to the 
video surveillance community. We use all of this input to help understand how to apply our research to real 
problems and to forge a transition pathway forward.
To some extent, this task depends on the main ALERT enterprise at NEU for connecting customers to re-
searchers, since their connections are more extensive.  The new CLASP project underway at Northeastern’s 
Kostas Research Institute is a good example of extending a project originally developed at Rensselaer and 
bringing it to a wider DHS audience.
Algorithms and datasets developed in this project are fully available to DHS stakeholders, both in the form of 
detailed published research papers and code libraries/datasets available on request.

E. Customer Connections

This project historically involved regular contact with DHS, CLE, GCRTA, and law enforcement collaborators, 
including:
• Michael Young, former Federal Security Director, TSA at CLE
• Jim Spriggs, former Federal Security Director, TSA at CLE
• John Joyce, Chief of Police / Director of Security, GCRTA
• Don Kemer, Transportation Security Manager, Coordination Center, TSA at CLE
• Fred Szabo, Commissioner, CLE
• Michael Gettings, Lieutenant, Cleveland Transit Police
Little contact was made with these individuals in Year 4. The GCRTA effort was partially revived in Year 4, but 
for only a small amount of additional funding. The proposed research in this thrust would be quite relevant 
to GCRTA, if the contacts were to be reestablished and sufficient resources made available.

IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION 

A. Education and Workforce Development Activities

1. Student Internship, Job, and/or Research Opportunities
a. Srikrishna Karanam had an internship with Siemens Corporate Research in Princeton, NJ from 

May to August 2016, working under the supervision of former ALERT student Ziyan Wu (RPI, 
Ph.D., 2014). This led to an immediate job offer; Dr. Karanam is now employed as a Research 
Scientist in the Vision group at Siemens Corporate Technology.

B. Peer Reviewed Journal Articles 

1. Karanam, S., Li, Y., and Radke, R.J. “Person Re-identification with Block Sparse Recovery.” Image and 
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Vision Computing, Special Issue on Regularization Techniques for High-Dimensional Data Analysis, Vol. 
60, pp. 75-90, April 2017. DOI: 10.1016/j.imavis.2016.11.015

2. Karanam, S., Gou, M., Wu, Z., Rates-Borras, A., Camps, O., and Radke, R.J. “A Systematic Evaluation and 
Benchmark for Person Re-Identification: Features, Metrics, and Datasets.” In second review for IEEE 
Transactions on Pattern Analysis and Machine Intelligence, May 2017. Online at arXiv:1605.09653v3.

Pending-
1. Karanam, S., Wu, Z., and Radke, R.J. “Learning Affine Hull Representations for Multi-Shot Person 

Re-Identification.” In third review for IEEE Transactions on Circuits and Systems for Video Technolo-
gy, special issue on Large Scale and Nonlinear Similarity Learning for Intelligent Video Analysis, June 
2017.  

C. Student Theses or Dissertations Produced from This Project

1. Karanam, S. “Searching for People in Camera Networks.” Ph.D., Electrical Engineering, May 2017. 

D. Software Developed

1. Datasets
a. The ALERT Re-Identification Airport dataset, created in collaboration with Prof. Octavia Camps 

and her students (project R4-A.1), is to be made publicly accessible in July 2017 via the ALERT 
website.

b. The DukeMTMC4ReID dataset, created in collaboration with Northeastern University Prof. Oc-
tavia Camps (project R4-A.1), is available on Github (https://github.com/NEU-Gou/DukeReID). 

2. Algorithms
The full technical descriptions of the algorithms listed below are contained in the corresponding papers on 
the PI’s webpage.  Algorithm source code may be available on the PI’s webpage or by request to the PI.

a. Multi-shot human re-id algorithm based on affine hull comparison.
b. Rank Persistence Curves for assessing the temporal performance of real-world re-id.
c. The suite of reference feature detection and metric learning algorithms used in the benchmark-

ing effort [27], created in collaboration with Prof. Octavia Camps and her students (project R4-
A.1), will be made publicly accessible upon acceptance of the corresponding journal submission.

E. Requests for Assistance/Advice

1. From DHS
a. DHS interest in founding the Correlating Luggage and Specific Passengers (CLASP) effort at 

Northeastern University’s George J. Kostas Research Institute for Homeland Security.
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