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II. PROJECT DESCRIPTION 

A. Project Overview

Video-based methods have enormous potential for providing advanced warning of terrorist activities and 
threats. In addition, they can assist and substantially enhance localized, complementary sensors that are 
more restricted in range, such as radar, infrared, and chemical detectors. Moreover, since the supporting hard-
ware is relatively inexpensive and largely already deployed (stationary and mobile networked cameras, in-
cluding camera cell phones, capable of broadcasting and sharing live video feeds), the additional investment 
required is minimal.
Arguably, the critical impediment to fully realizing this potential is the absence of reliable technology for 
robust, real-time interpretation of the abundant, multi-camera video data. The dynamic and stochastic 
nature of this data, compounded with its high dimensionality, and the difficulty to characterize distinguishing 
features of benign vs. dangerous behaviors, makes automatic threat detection extremely challenging. Indeed, 
state-of-the-art turnkey software, such as that used by complementary projects at Northeastern University 
(NEU), relies heavily on human operators, which, in turn, severely limits the scope of its use.
The proposed research is motivated by an emerging opportunity to address these challenges, exploiting ad-
vances at the confluence of robust dynamical systems, computer vision, and machine learning. A funda-
mental feature and key advantage of the envisioned methods is the encapsulation of information content 
on targeted behavior using dynamics-based and statistical-based invariants. Drawing on solid theoretical 
foundations, robust system identification and adaptation methods, along with model (in)validation and ar-
tificial intelligence tools, will yield quantifiable characterization of threats and benign behaviors, provable 
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uncertainty bounds, and alternatives for viable explanations of observed activities. 

Specifically, this research seeks to predict and isolate threats in crowded public spaces such as sports arenas, 
airports, bus terminals, and vulnerable public spaces as illustrated in Figure 1. Toward this goal, we aim to:
• Answer “who, what, where and why?” questions from video data;
• Identify security breaches at portals;
• Track movements across distributed camera networks;
• Detect suspicious, potentially threatening activities; and
• Flag objects left behind.
The resulting systems will integrate real-time data from multiple sources over dynamic networks, cover large 
areas, extract meaningful behavioral information on a large number of individuals and objects, and strike a 
difficult compromise between the inherent conservatism demanded from threat detection and the need to 
avoid a high false-alarm ratio, which heightens vulnerability by straining resources. 
The impact of successful video analytics is very relevant to the Department of Homeland Security (DHS). Our 
goal is to provide tools to automatically process vast amounts of visual data, most of which is not relevant, 
and to localize, both in space and time, critical actionable information, which is needed to ensure safety in 
large public spaces. 

B. State of the Art and Technical Approach

Recent advances in the accuracy and efficiency of object detectors [1, 2], particularly pedestrian detectors, 
have inspired and fueled multi-target tracking approaches for detection. These techniques proceed by de-
tecting the targets frame by frame using a high quality object detector and then associating these detections 
by using online or offline trackers [3-5]. Often, these associations are based on appearance and location sim-
ilarity. However, these approaches fail when the appearance of the targets is discriminative and the targets 
display simple motion patterns. While there are trackers that rely less on appearance [6-10], they often re-
quire tuning of a large number of parameters and expertise to adapt the algorithms to these more challenging 
scenarios. Alternatively, Ding et al. [11] showed that it is possible to use dynamics to compare tracks and 
disambiguate between targets without assuming a motion model a priori; however, the computational and 
memory complexity of this approach has limited its application to short trajectories of a few targets.
Multiple cameras are used to cover wide areas and provide different viewpoints of targets. Maintaining con-
sistent identity labels across cameras is a difficult problem since the appearance of the targets can be quite dif-
ferent when seen from different angles. Previous approaches to this problem include matching features such 
as color and apparent height [12, 14, 15] using 3D information from camera calibration [13, 16-20], using the 

Figure 1: This research seeks to predict and isolate threats in crowded public spaces such as sports arenas, transport 
terminals, and vulnerable urban spaces.
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epipolar constraint [21-23], modeling the relationship between the appearance of a target in different views 
through a linear time invariant system [24], or computing homographies between views [25-29]. When the 
cameras do not have overlapping fields of view, targets must be re-identified across cameras. A good over-
view of existing re-ID methods can be found in [30-34] and references therein. 
The three most important aspects in re-ID are: 1) the features used; 2) the matching procedure; and 
3) the performance evaluation. Most re-ID approaches use appearance-based features that are viewpoint 
quasi-invariant [35-40], such as color and texture descriptors; however, the number and support of fea-
tures used varies greatly across approaches, making it difficult to compare their impact on performance. 
Using standard metrics such as Euclidean distance to match images based on these type of features results 
in poor performance due to the large variations in pose, illumination, and limited training data. Thus, recent 
approaches [34, 41-44] design classifiers to learn specialized metrics that enforce features from the same 
individual to be closer than features from different individuals. Yet, state-of-the-art performance remains low, 
slightly above 30% for the best match. Performance is often reported on standard datasets, and while they are 
challenging, they bring in different biases. Moreover, the number of datasets and the experimental evaluation 
protocols used also vary greatly across approaches, making it difficult to compare them.
Dynamics and more precisely, dynamic invariants, can be used to extract critical information from data 
streams. Robust identification of piecewise affine dynamic systems has been the object of recent intensive 
research, leading to a number of techniques meant to find subsystem dynamics and switching surfaces [45]. A 
common feature is the computational complexity entailed in dealing with noisy measurements. In this case, 
algebraic procedures [46] lead to non-convex optimization problems, while optimization methods lead to 
mixed integer/linear programming [47]. Similarly, methods relying on probabilistic priors [48] also lead to 
computationally complex combinatorial problems. An alternative approach is provided by clustering-based 
methods [49, 50]. Since these methods rely on local identification, they require “fair sampling” of each clus-
ter, which places constraints on the data that can be used. More recently, the PIs of this project have devel-
oped new sparsification based-techniques for identification of affine switched models that allow for several 
types of noise [51-54].
Finding dynamic invariants from corrupted data often requires the ability to solve optimization problems. 
Semidefinite programs seek to minimize a linear function subject to affine matrix equality and positive 
semidefinite constraints. These problems are convex (albeit non-smooth) and thus tractable. Indeed, recent 
research efforts have led to numerous algorithms (for instance interior point algorithms) with polynomial 
complexity; excellent surveys are given in [55] and [56]. Of particular interest to this project are semidef-
inite programs resulting from the relaxation of constrained rank minimization problems [57, 58]. It has been 
recently shown [59] that, in these cases, gradient-based methods outperform interior point ones. Polynomial 
optimization problems are highly non-convex; however, one can find convex liftings leading to standard 
semidefinite programs. Two (related) approaches are usually used: 1) the Sums of Squares approach [60], 
which provides convex certificates for positivity of a polynomial over a semi- algebraic set, and 2) its dual, 
referred to as the Moments approach [61]. Here, sufficient and asymptotically necessary conditions for a 
sequence to be a moment sequence of some Borel measure are used to convexify the problem [62].

C. Major Contributions

C.1. Year 5

C.1.a. Dynamics Enhanced Multi-Camera Motion Segmentation from Unsynchronized Videos

Motion segmentation, which is deciding the number of moving targets in a given video sequence and as-
signing features to the corresponding target, is a pre-requisite for successful activity recognition and scene 
understanding in scenarios involving multiple actors. While the problem of motion segmentation using data 
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collected with a single camera has been extensively studied in the past decade [12-16], existing methods 
cannot take advantage of information collected by multiple cameras, with no necessarily overlapping fields 
of view. As part of this research, we addressed the multi-camera motion segmentation problem using unsyn-
chronized videos: given two video clips containing several moving objects, captured by unregistered, unsyn-
chronized cameras with different viewpoints, our goal is to assign features to moving objects in the scene. 
This problem challenges existing methods due to the lack of registration information and correspondences 
across cameras (Figure 2). To solve it, we proposed a method, outlined in Figure 3 that combines shape and 
dynamical information and does not require spatio-temporal registration or shared features. As we showed 
in [17], this combination results in improved performance even in the single camera case, and allows for solv-
ing the multi-camera segmentation problem with a computational cost similar to that of existing single-view 
techniques. 

The main observation motivating the proposed method is that, under affine camera models, the dynamical 
models underlying the motion of each rigid body are invariant under spatial rotation/translations and tem-
poral offsets. Thus, a suitable defined distance between these models can be used, combined with a spectral 
clustering approach to assign points to objects, even if these points are observed by different cameras, not 
necessarily synchronized. As we showed in [17], such a distance can be efficiently computed by considering 
the manifold distance between Gram matrices corresponding to given trajectories, computed on the sym-
metric positive definite (SPD) matrix manifold. Since the “manifold dynamic distance” (MDD) feature is com-
plementary to the shape feature used in Robust Shape Interaction Matrix (RSIM) (essentially based on geo-
metric considerations, rather than dynamics), both can be combined to obtain an improved segmentation, 

Figure 2: Multi-camera motion segmentation is challenging due to the lack of feature correspondences, so we  
proposed a new correspondence-free method to tackle this problem.

Figure 3: Diagram of the proposed method. The main idea is to combine information from a Multi-Camera Shape Inter-
action Matrix (McRSIM) and a Manifold Dynamic Distance (MDD) matrix, obtained using the Jensen-Bregman LogDet 
Divergence (JBLD), into a single affinity matrix W. The cluster labels are obtained by performing spectral clustering on 
this matrix.
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even in the single camera case. While in principle the multi-camera case can be handled by considering this 
new feature alone, we showed that a suitable multi-camera extension of RSIM (McRSIM) can be obtained by 
aligning the principal directions of the shape matrix across cameras. When combined with the new dynamics 
feature, McRSIM leads to a multi-camera robust motion segmentation algorithm that substantially outper-
forms approaches relying on dynamical or geometric information alone.
The main contributions of our approach are:
• Single camera case: We introduced a new feature, SPD manifold dynamic distance between trajectories 

(MDD), and showed that, when combined with existing geometric-based features, the resulting algorithm 
outperforms the state of the art.  This was illustrated using the Hopkins 155 data set.

• Multiple camera case: We showed that the MDD feature is invariant to affine transformations and time 
delays, and thus, it can directly be used to perform multi-camera motion segmentation with unsynchro-
nized cameras under a very mild condition: The same number of rigid motions must be observed across 
video sequences. There is no need for any number of points to be visible in both cameras or restrictions 
on the view-point difference or time offset. 

• We introduced a multi-camera generalization of the shape interaction matrix (McRSIM), obtained by con-
sidering velocities, rather than positions, and aligning the principal directions of the shape matrix. For a 
given set of points, McRSIM is also invariant to affine spatial transformations and time delays.

• We proposed a multi-camera motion segmentation algorithm based upon performing normalized spec-
tral clustering on an affinity matrix obtained by combining the two features. Since its computational com-
plexity is dominated by the complexity of performing a singular value decomposition on the data matrix, 
it can comfortably handle very large data sets. The advantages of this algorithm were illustrated both with 
a synthetic experiment using the Hopkins 155 data set, where, in each sequence half of the points were 
rotated/translated or delayed, and a new multi-camera data set, specifically created to benchmark this 
scenario. The experiments showed that the proposed method performs better than state-of-art methods.

C.1.b.	 Fine-grain	Classification	Using	a	Moments	Embedding	Network

Details and context are important to disambiguate visual data. Objects can be of similar color and shapes but 
have important differences. As illustrated in Figure 4, different models of cars can look similar when looked 
from the same viewpoint, and can be distinguished based only on very small details. Yet, cars from the same 
model can look very different if looked at from different viewpoints.
Bilinear pooling [18] has been recently proposed as a feature encoding layer, which can be used after the 
convolutional layers of a deep network, to improve performance in fine grain classification tasks [18-19], 
as well as in large-scale image recognition [19], segmentation [20], visual question answering [21-22], face 
recognition [25], and artistic style reconstruction [26]. Different from conventional global average pooling or 
fully connected layers, bilinear pooling gathers second order information in a translation invariant fashion. 
However, a serious drawback of this family of pooling layers is their dimensionality explosion. Approximate 
pooling methods with compact properties have been explored towards resolving this weakness. Additionally, 
recent results have shown that significant performance gains can be achieved by adding first order informa-
tion and applying matrix normalization to regularize unstable higher order information; however, combining 
compact pooling with matrix normalization had not been explored until now.
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As part of this research effort, we developed a deep architecture [27] that unifies bilinear pooling and the 
global Gaussian embedding layers through the empirical moment matrix, while also allowing for sub-matrix 
square-root normalization and using off-the-shelf compact pooling methods to mitigate high dimensionality 
problems.
The proposed architecture, MoNet (moments-based network), is shown in Figure 5. The main idea behind 
this architecture is to write the Gaussian embedding as a tensor product of the homogeneous padded local 
features. In this way, the Gaussian embedding operation and bilinear pooling become decoupled. Further-
more, instead of working on the bilinear pooled matrix, we derived a sub-matrix square root layer that per-
forms the matrix power normalization directly on the (in)-homogeneous local features. The gradient of the 
proposed layers can be computed using matrix back propagation, thus the whole architecture can be trained 
end-to-end.

As shown in Table 1, the proposed architecture MoNet is capable of solving classification problems with 
much less computation and memory complexity than state-of-art Bilinear pooling CNN based algorithms.

Figure 4: Fine grain classification is challenging because objects within the same class (i.e. birds from the same species) 
can appear very different due to viewpoint and pose, while objects from different classes (i.e. birds from different spe-
cies) can have very small differences.

Figure 5: Architecture of the proposed moments-based network, MoNet. With the proposed sub-matrix square-root 
layer, it is possible to perform matrix normalization before bilinear pooling or further apply compact pooling to reduce 
the dimensionality dramatically without undermining performance.
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We evaluated MoNet on three widely used fine-grained classification datasets. Different from general object 
recognition tasks, fine-grained classification usually tries to distinguish objects at the sub-category level, 
such as different makes of cars or different species of birds. As noted above, the main challenge of this task 
is the relatively large inter-class and relatively small intra-class variations. In all experiments, the 13 convo-
lutional layers of VGG-16 [30] were used as the local feature extractor, and their outputs were used as local 
appearance representations. These 13 convolution layers were trained with ImageNet [31] and fine-tuned in 
our experiments with three fine-grained classification datasets. The classification accuracy for each network 
is given in Table 2. As the numbers show, MoNet can achieve better or comparable performance than previ-
ous architectures, but can do so using tensor sketching, using only 4% of the memory.

C.1.c. A Sum-of-Squares Approach to Robustifying Linear Subspace Clustering Methods 

Many problems involve fitting piecewise models to a given set of points (Fig. 6), often in the presence of out-
liers. Examples include motion segmentation [15], video segmentation [32], image compression [33], face 
recognition [34], and  system identification [35]. Due to its importance, a substantial research effort has been 

Table 1: Dimension, parameters, computation, and memory required for the previous state-of-the-art architectures 
and the proposed architecture, MoNet. Typical values are: Image size (H = 13, W =13), number of feature channels (C = 
512),  number of classes (k=1000), and compact pooling dimension (D=10,000).

Table 2: Experimental classification accuracy.

ALERT  
Phase 2 Year 5 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



devoted to this problem, leading to many algorithms that can be roughly classified into statistical, algebraic, 
and self-representation based.

RANdom SAmple Consensus (RANSAC) [36] type methods use a sampling based approach to find, at each it-
eration, a subspace that fits as many data points as possible. These points are then removed from the dataset 
and the process is repeated, until a given threshold on the percentage of inliers is exceeded. While in princi-
ple these methods can correctly cluster noisy data, even in the presence of outliers, they may require a large 
number of iterations to do so. 
Algebraic methods such as Generalized Principal Component Analysis (GPCA) [37] and its variants exploit  
subspace arrangements properties, reducing the problem to estimating a multivariate polynomial from noisy 
measurements of its zeros. Once this polynomial has been found, the parameters of the subspaces can be 
recovered via polynomial differentiation.  While GPCA works well with clean data, its performance degrades 
quickly with the noise level. This drawback has motivated the approaches in [38] and [39] where the original 
data is “cleaned” by solving a polynomial optimization. Although these methods can handle substantial noise 
levels and outlier percentages, their main drawback is their computational complexity.
An alternative to algebraic approaches are methods that exploit the self-expressiveness of subspaces. In most 
of these approaches, the goal becomes finding a clustering that renders a suitably defined affinity matrix, 
typically obtained by solving a sparsification or rank minimization problem, block-diagonal. Examples of 
these techniques include Sparse Subspace Clustering (SSC) [40], Robust PCA (RPCA) [41], Low Rank Rep-
resentation (LRR)  [42], Fixed Rank Representation (FRR) [42, 43], and Robust Subspace Clustering (RSC) 
[32]. These methods work well in the presence of noise and offer theoretical recovery guarantees. On the oth-
er hand, handling outliers requires augmenting the objective function with additional regularization terms, 
whose weights must be usually hand tuned to obtain good performance and typically recovery guarantees 
are lost. Alternatively, recently [44] proposed a method based on random walks over the representation 
graph of the data, which encodes the self-representation property of inliers. While this method works well 
for small to moderately large datasets, finding the representation graph entails solving an elastic net problem 
for each data point, a problem that, as in sparsification based approaches, scales polynomially with the size 
of the data and becomes prohibitively expensive for large data sets.  
Finally, a remarkable exception to the need to solve regularized optimization problems when exploiting 

Figure 6: Many practical applications such as object and face recognition, and motion segmentation involve fitting 
linear subspaces to sample data. 

ALERT  
Phase 2 Year 5 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



self-expressiveness is the Robust Shape Interaction Matrix (RSIM) method [12], which works directly with 
a  shape interaction matrix (SIM) and handles noise and outliers indirectly  by 1) row normalization, 2) 
element-wise powering, and 3) carefully estimating the rank of the SIM matrix. Although RSIM has been 
empirically shown to outperform other spectral clustering methods when the data is corrupted with gross 
outliers, at the present time there are no theoretical results guaranteeing that this will always be the case. 
Additionally, this approach does not discard outliers, instead it assigns them to some of the inlier subspaces.
To circumvent the difficulties noted above, we proposed in [45] a computationally efficient algorithm to de-
tect and remove outliers from (noisy) data that lies in an arrangement of subspaces. The main idea of the 
algorithm, illustrated in Figure 7, is to find a polynomial whose level sets approximate the support of the 
inliers (that is, the polynomial is small in the inlier subspaces and has large values elsewhere). This poly-
nomial is obtained by 1) first identifying “reliable” inliers, 2) estimating the probability density function of 
these inliers, and 3) finding a polynomial that minimizes the expected value of the quadratic fitting error to 
the (estimated) inlier subspaces.

The proposed approach was motivated by the recent work in [46], showing that given a cloud of points, there 
exists a sum-of-squares (SoS) polynomial Q that can be calculated from the data and  achieves high values at   
isolated  points. Thus, in principle, points far from the cloud of inliers can be detected by simply evaluating Q; 
however, note that these points may not necessarily be outliers in the classical sense of the word (e. g.  points 
far away from the subspaces). In fact, as illustrated in Figure 7(b) isolated inliers  will be classified as  outliers 
even if they belong to the subspace arrangement. Conversely, outliers close to inliers may be incorrectly clas-
sified as inliers. In contrast, in this paper we explicitly exploit the underlying subspace structure to accurately 
identify outliers—i.e. points that do not belong to the subspace arrangement (see Figure 7(d)), and at the 
same time, reduce the computational complexity vis-a-vis [46].
Our main theoretical contribution shows that, given a collection of data points lying in a subspace arrange-
ment, corrupted by noise and gross outliers, the set of inliers can be approximated with high probability as 
the sub level set of a polynomial directly constructed from the data. This result was established by provid-
ing a stochastic re-interpretation of algebraic methods showing that these techniques seek to minimize the  

Figure 7: Proposed pipeline: (a) inliers (black) corrupted with outliers (red); (b) SoS approximation of the support of 
the inliers (blue) and its level set (red); (c) approximating the support of the inlier subspace using the inverse of the 
proposed polynomial; and (d) inliers are the points inside a suitable level set of the polynomial.
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expected value, with respect to the empirical probability measure estimated from the data, of a homogeneous 
SoS polynomial. In fact, for noiseless data this polynomial coincides with the square of the hybrid decoupling 
polynomial used in GPCA.
The theoretical results outlined above lead to an efficient algorithm for outlier removal. Notably, this algo-
rithm only requires performing two singular value decompositions whose size is independent of the num-
ber of data points, avoiding computationally expensive semi-definite optimizations. In addition, it provides 
bounds on the probability of misclassifying an inlier as an outlier.  
These contributions were illustrated using data from the MNIST digits, Extended Yale B, Coil-100, Caltech-256, 
and  Hopkins 155 datasets, where the proposed approach outperforms the state of the art, both in terms of 
performance (average Area Under the Curve (AUC) and average maximum F1 score), and in execution time, 
with a very pronounced ~ 10x-50x gap for the larger data sets, as summarized in Table 3.

Table 3: Experimental results for performance evaluation of proposed method to remove outliers.
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C.1.d.	 Video	Encoding:	Predicting	Future	Frames	Using	a	Dynamical	Atoms	Based	Network

The ability to anticipate the future is essential when making real time critical decisions, provides valuable in-
formation to understand dynamic natural scenes, and can help unsupervised video representation learning. 
State-of-the-art video prediction is based on Long Short-Term Memory (LSTM) recursive networks and/or 
generative adversarial network learning. These are complex architectures that need to learn large numbers 
of parameters, are potentially hard to train, slow to run, and may produce blurry predictions.
As part of this research, we introduced Dynamical Atoms-based Network (DYAN), a novel network with very 
few parameters and easy to train, which produces accurate, high quality frame predictions, significantly fast-
er than previous approaches. DYAN owes its good qualities to its encoder and decoder, which were designed 
following concepts from systems identification theory and exploit the dynamics-based invariants of the 
data. Extensive experiments using several standard video datasets show that DYAN is superior at generating 
frames and that it generalizes well across domains.
The recent exponential growths in data collection capabilities and the use of supervised deep learning ap-
proaches have helped to make tremendous progress in computer vision; however, learning good representa-
tions for the analysis and understanding of dynamic scenes, with limited or no supervision, remains a chal-
lenging task. This is in no small part due to the complexity of the changes in appearance and of the motions 
that are observed in video sequences of natural scenes. Yet, these changes and motions provide powerful 
cues to understand dynamic scenes such as the one shown in Figure 8, and they can be used to predict what 
is going to happen next. Furthermore, the ability of anticipating the future is essential to make decisions and 
take action in critical real time systems such as threat detection and autonomous driving.

Predicting future frames to anticipate what is going to happen next requires good generative models that can 
make forecasts based on the available past data. Recurrent Neural Networks (RNN) and in particular Long 
Short-Term Memory (LSTM) have been widely used to process sequential data and make such predictions. 
Unfortunately, RNNs are hard to train due to the exploding and vanishing gradient problems. As a result, they 
can easily learn short term but not long-term dependencies. On the other hand, LSTMs and the related Gated 
Recurrent Units (GRU), addressed the vanishing gradient problem and are easier to use. However, their de-
sign is ad-hoc, with many components whose purpose is not easy to interpret [47].
More recent approaches [48-51] advocate using generative adversarial network (GAN) learning [52]. Intu-
itively, this is motivated by reasoning that the better the generative models, the better the prediction will 
be, and vice-versa: by learning how to distinguish predictions from real data, the network will learn better 
models. However, GANs are also reportedly hard to train, since training requires finding a Nash equilibrium 
of a game, which might be hard to get using gradient descent techniques.

Figure 8: Dynamics and motion provide powerful cues to understand dynamic scenes and to predict the future.
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In [53] we proposed a novel Dynamical Atoms-based Network, DYAN, shown in Figure 9. DYAN is similar 
in spirit to LSTMs, in the sense that it also captures short and long term dependencies; however, DYAN is 
designed using concepts from dynamic systems identification theory, which help to drastically reduce its 
size and provide easy interpretation of its parameters. By adopting ideas from atom-based system identi-
fication, DYAN learns a structured dictionary of atoms to exploit dynamics-based affine invariants in video 
data sequences as illustrated in Figure 10. Using this dictionary, the network is able to capture actionable 
information from the dynamics of the data and map it into a set of very sparse features, which can then be 
used in video processing tasks, such as frame prediction, activity recognition, semantic segmentation, etc. We 
demonstrated the power of DYAN by using it to generate future frames in video sequences. Our extensive ex-
periments using several standard video datasets show that DYAN can predict future frames more accurately 
and efficiently than current state-of-the-art approaches. 

Figure 9: DYAN’s architecture: Given T consecutive H x W frames, the network uses a dynamical atoms-based encoder 
to generate a set of sparse N x HW features that capture the dynamics of each pixel, with N >> T. These features can be 
passed to its dynamical atoms-based decoder to reconstruct the given frames and predict the next one, or they can be 
used for other tasks such as action classification.

Figure 10: DYAN identifies the dynamics for each pixel, expressing them as a linear combination of a small subset of 
dynamics-based atoms from a dictionary (learned during training). The selected atoms and the corresponding coef-
ficients are represented using sparse feature vectors, found by a sparsification step. These features are used by the 
decoder to reconstruct the input data and predict the next frame by using the same dictionary, but with an extended 
temporal horizon.
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The main contributions of our approach are:
• A novel auto-encoder network that captures long and short term temporal information and explicitly 

incorporates dynamics-based affine invariants;
• The proposed network is shallow, with very few parameters. It is easy to train and it does not take large 

disk space to save the learned model;
• The proposed network is easy to interpret and it is easy to visualize what it learns, since the parameters 

of the network have a clear physical meaning;
• The proposed network can predict future frames accurately and efficiently without introducing blurri-

ness;
• The model is differentiable, so it can be fine-tuned for another task if necessary. For example, the front 

end (encoder) of the proposed network can be easily incorporated at the front of other networks de-
signed for video tasks such as activity recognition, semantic video segmentation, etc.

We evaluated our model on street view videos taken by car-mounted cameras. We trained our model on the 
KITTI dataset [54] raw videos, including 57 recording sessions (around 41,000 frames) in total, from the 
City, Residential, and Road categories. For these experiments, we trained our model with 10 input frames and 
predicted the next frame. Then, we directly tested our model without fine tuning on the Caltech Pedestrian 
dataset [55] testing partition(4 sets of videos), which consists of 66 video sequences in total.

Qualitative results on the Caltech dataset are shown in Figure 11 where it can be seen that our model accu-
rately predicts sharp, future frames. Also note that even though there are cars moving towards opposite di-
rections in this sequence, our model can predict both motions well. For these experiments, the network was 
trained on 3 NVIDIA TITAN XP GPUs, using one GPU for each of the RGB channels. The model was trained for 
200 epochs and it only takes 4.3KB to store it on disk. Training only takes 10 seconds/epoch, and it takes an 
average of 43ms to predict the next frame, given a sequence of 10 input frames.

C.1.e.	 CLASP:	Associating	Passengers	and	Divested	Items	in	an	Airport	Security	Checkpoint

Automatically tracking passengers and their divested objects while passengers walk through airport security 

Figure 11: Qualitative result for our model trained on the KITTI dataset and tested on the Caltech dataset, without 
fine-tuning. The figure shows examples from Caltech test set S06, sequence V002, with ground truth on the top row 
and predicted frames below. The whole sequence was split into 10 frame clips, so our predicted frames are every other 
10th frame number. As shown in the figure, our model fully captures the motion of the cars moving in opposite direc-
tions.
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checkpoints has great potential for improving checkpoint efficiency, theft detection, and risk-based screen-
ing. 
In collaboration with researchers from Rensselaer Polytechnic Institute (Rich Radke (PI) of Project R4-A.3), 
we developed methods for divested object detection and tracking, passenger detection and tracking, and pas-
senger-to-object association. We evaluated the performance of our algorithms using a scoring and evaluation 
tool provided by ALERT as reported on our Correlating Luggage and Specific Passengers (CLASP) report. 
Our group focused on the tasks of detection, including passenger detection, bin detection, and upper body 
joints of passenger detections. The state-of-the-art object detection and recognition algorithms in the com-
puter vision literature are based on deep learning architectures. The availability of large labeled datasets 
such as ImageNet, powerful GPU cards, and the use of convolutional networks that learn feature detectors 
from training data have led to a significant increase in performance, both in terms of accuracy and computa-
tional cost, compared to traditional algorithms using hand-crafted features and classifiers. Motivated by this 
success, we decided to use deep learning methods to detect passengers, bins, and the upper body pose of the 
passengers as they reach to bins to either divest or pick up personal objects, as described below.

C.1.e.i. Passenger (PAX) and Bin detection

In order to detect passengers (PAXs) and bins, we adopted the “Faster RCNN” architecture [56], which is 
illustrated in Figure 12. We decided to use this architecture because it has been shown to be capable of de-
tecting multiple targets simultaneously and at fast speeds. For example, using VGG-16 models, Fast RCNN can 
achieve 73.2% mAP on the PASCAL VOC 2007 at 5 fps, using 300 proposals per image.

Faster RCNN attains this performance by using a region proposal network (RPN) that shares the full convolu-
tional features used by the detection network to create regions proposals (i.e. bounding boxes that are likely 
to contain an object of interest) almost for free. The network, then can simultaneously predict object bound-
ing boxes and “objectness” scores (i.e. the likelihood that the box does contain the desired object) at every 
position. The two networks are trained together end-to-end by alternating fine-tuning for region proposal 
and object detection.

Figure 12: Faster RCNN Architecture. It consists of a region proposal network and an object detection network sharing 
deep convolutional features.
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The off-the-shelf Faster RCNN network is available pre-trained using the VGG-16 net, which in turn, was 
trained with ImageNet. In order to use this architecture for CLASP, we fine-tuned it using data captured at KRI 
and labeled by us. Toward this end, we extracted frames from cameras 9 and 11 depicting PAXs divesting and 
picking up personal items while going through security.  We labeled persons if the head and upper body was 
visible, empty bins, and bins containing items. Figure 13 shows a sample frame with labeled PAXs and bins. 
Overall, we labeled 676 frames. Retraining was done using a learning rate starting at 0.001, with a decay of 
0.1 at 60K and 80K steps, ans steepest gradient descent (SGD) with 0.9 momentum, and threshold of positive 
detection 0.7.

We tested the performance of the fine-tuned network on sequences A9_C11 and A9_C9 captured at the Kostas 
Research Institute’s CLASP checkpoint mock-up. These sequences had 50 frames labeled and included 6 and 
8 adult PAXs and 8 and 9 bins, respectively. The network detected 100% of the targets, at 9 fps using and 
NVIDIDA Titan X GPU card. Figure 14 shows sample frames with the detected PAXs and bins.

C.1.e.ii. Multi-person Upper-Body Pose Estimation

At the security checkpoint line, there are usually several PAXs divesting and picking up personal items at 
the same. When the PAXs are well separated in the images, it is easy to associate them with their belongings 
and their bins by simply using proximity. However, as PAXs come closer to each other proximity alone does 
not work well, leading to incorrect associations. In order to overcome this challenge, we used an upper body 

Figure 13: The Faster RCNN network was fine-tuned using labeled data of PAXs and bins captured at the Kostas Re-
search Institute (KRI). PAXs were labeled if their head and upper body were visible.

Figure 14: PAXs and bin detections using Faster RCNN.
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detector to capture the events when PAX divest or pick up personal items.   In particular, we used a convolu-
tional pose machine deep architecture network [57], fine-tuned to detect the two arms of each PAX, which is 
illustrated in Figure 15. 
The pose machine uses a multi-stage network with two parallel branches. A feature map of an image is firstly 
extracted by using a VGG-19 network and then it is passed to the first stage of each branch. Afterwards, the 
first branch predicts confidence maps of the locations of each body part and then the second branch predicts 
the association relationship between the parts. The predictions from the two branches, along with the image 
features, are then delivered to the next stage.  

To train this network, we built our own dataset following the training protocol from the COCO challenge [58] 
and the framework from CAFFE [59], so that we made a database which can be read by the designed net-
work properly. First of all, we rearranged the annotations for each person, which include its bounding box, 
key points, and also other important information used for training. Specifically, to train the human pose, we 
recorded indicators about the visibility of one body part, and also noted whether a body part was annotated. 
This was done using flags with three possible values: 0, 1, 2. “0” represents “invisible but labeled,” “1” rep-
resents “not labeled,” and “2” represents “visible and labeled.” Additionally, for this specific protocol, we also 
need to generate the mask for each person and the background separately. Later on, the original image and 
the corresponding mask images should be read into the network together. Afterwards, we store this informa-
tion in an “IMDB” structure, which can be directly processed in the network. 
We prepared all the data by using a customized Sloth labeling tool. We first defined the categories to be la-
beled. For each person, we labeled 7 joints in total:  head, two wrists, two elbows, and two shoulders. After 
the configuration, we imported the frames to the Sloth GUI. As shown in Figure 16, each click made on the 
image during labeling was automatically saved as a pair of (x, y) coordinates in a “.json” file. We used 364 
frames from 3 videos from cameras 9 and 11. During training, we fine-tuned the pre-trained model from [57] 
with the initial learning rate 8e-6 with decay of 5e-4 every 130,000 iterations. In the end, we trained 300,000 
iterations in total. The most challenging issue during training was due to the cameras viewpoints, since it can 
be difficult to detect overlapping parts such as shoulders and elbows when observed from a top view.

Figure 15: Overview of the convolutional pose machine architecture [56].

ALERT  
Phase 2 Year 5 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



After getting the model, we tested it on a sample video as shown in Figure 17. In the images, a red dot rep-
resents the right wrist and a green dot represents the left wrist. We also evaluated the model on a small sam-
ple set of 07212017-EXPERIMENT-9A with camera 11 by computing a precision and recall within 25 pixels 
from ground truth. The precision was 62% and 52% for the right and left wrists, respectively, and the recall 
was 71% and 65%, respectively.

C.1.e.iii.    Discussion on Fine-Tuning

As explained above, in order to use deep learning architectures for CLASP, we had to manually label data to 
fine-tune the networks. While this is a tedious process, it should be noted that we were able to achieve very 
good performance with a very small labeled dataset. Furthermore, we are currently working on domain ad-
aptation techniques with the goal of reducing even further the number of labels needed to fine-tune or even 
eliminate their need altogether.

Figure 16: Customized Sloth labeling tool snapshot.

Figure 17: Testing video: Experiment 5a, camera 11; a red dot represents the right wrist and a green dot represents the 
left wrist.
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C.2. Years 1-4

The outcomes achieved in previous years (Years 1-4) can be roughly classified into four areas related to video 
analytics: tracking, activity recognition, human re-identification, and mathematical tools for robust video and 
image processing. 
• Tracking  [60-62]:

 ○ We developed an algorithm that uses dynamics-based invariants to robustly track multiple targets 
with similar appearance. Our algorithm is faster and has better performance than the previous state-
of-the-art ones. We have also developed a set of robust tools for tracking, including filtering and co-
variance propagation.

• Activity recognition [39, 63-71]:
 ○ We proposed an efficient algorithm to detect casual interactions by sparsifying a dynamics-based 

graph, where each node represents a time sequence associated with the location of an agent. 

 ○ We developed a set of tools to compare and classify temporal sequences and applied them to the 
problem of activity recognition. 

• Human re-identification [72-76]:
 ○ Datasets: In collaboration with TSA and the Cleveland Hopkins International Airport (CLE), we col-

lected and annotated a dataset for human re-identification at the CLE Airport. In collaboration with 
Great Cleveland Rapid Transit Authority (GCRTA) and the DHS center of excellence VACCINE, we col-
lected and annotated a second dataset (where targets changed appearance) at bus terminals in Cleve-
land, OH. 

 ○ We benchmarked re-id algorithms and proposed a better kernel-based metric learning approach. We 
also addressed the problem of re-identifying targets in appearance-impaired scenarios, when targets 
have similar appearance or change appearance between views.

• Mathematical tools [39, 61, 62, 64, 65, 67, 68, 70, 71, 77-82]:
 ○ We developed theory connecting Machine Learning and Systems Identification. For example, we de-

veloped tools for robustly estimating the Fundamental Matrix in stereo camera systems; a method for 
linear robust regression in the presence of gross outliers; a method for subspace clustering capable of 
incorporating prior information, which is suitable for motion and planar surfaces segmentation; and 
an algorithm to chronologically sort crowd-sourced images in order to recover temporal information 
of an event.

D. Milestones 

The plan for Year 5 was to continue working on the problem of how to accurately answer the questions of 
who is doing what, where, and why from video data. In particular, we were to develop a new theoretical 
framework and associated algorithms with broad applicability to public space safety, using deep models 
while exploiting dynamic invariants on manifolds as key enablers for automatic, actionable information ex-
traction from video. We aimed to achieve outcomes on different aspects of the problem, including tracking, 
activity recognition, human re-identification, and mathematical tools for video analytics. The following are 
the set of identified milestones that we achieved during Year 5:
• Tracking: We incorporated state-of-the-art deep-learning based pedestrian detection algorithms, and 

incorporated our results of human re-ID to recover the target as it moves from one camera to another 
(CLASP).

• Activity Recognition:  1) We developed a deep learning architecture (DYAN) to encode appearance and 
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dynamics to be applied in single and multiple actor activities recognition; 2) designed a trained end-to-
end system to do this; and 3) evaluated the proposed architecture using literature benchmarks for frame 
prediction. We also adapted pose estimation deep architectures to detect the upper body joints of pas-
sengers to detect when a passenger reaches into a bin at an airport security checkpoint (DYAN, CLASP).

• Mathematical Tools:  All the outcomes listed above rested on the capability of introducing invariants into 
deep learning architectures. We provided theoretically grounded procedures on how to do this on two 
novel architectures, DYAN and MoNet, as well as how to visualize what the architecture is learning. We 
also introduced a dynamics invariants based approach for motion segmentation of multi-camera unsyn-
chronized videos (DYAN, MoNet, Motion segmentation, Outlier removal).

The following milestones from Year 5 remain to be achieved in Year 6:
• Tracking: Development of a new cost function, taking into account both appearance and dynamics of the 

target; and evaluation of the proposed algorithm using literature benchmarks and our own real-world 
captured data.

• Activity Recognition: An end-to-end deep learning architecture to recognize single and multiple actor 
activities based on the DYAN and MoNet architectures and an evaluation of the proposed architecture 
using literature benchmarks.

• Human Re-Identification: Continue to study the use of dynamics-based features to aid in appearance im-
paired scenarios; create a new benchmark dataset with the research community; and evaluate the new 
algorithms using this new dataset as well as other existing sets in the literature.

E. Future Plans (Year 6)

During Years 1-5, we have delivered a wide range of algorithms for robust video analytics with direct appli-
cation to public safety in large spaces, including tracking, activity recognition, and human re-identification 
algorithms. In addition, we have collected and annotated extensive datasets for algorithm testing and have 
designed comprehensive benchmarks to evaluate their performance. We have supervised 13 students (11 
PhD candidates (6 of them graduated) and 2 MS students). The results of this project appear on highly selec-
tive, peer-reviewed conferences and journals, and in 6 PhD dissertations. 
During Year 6, we will continue to leverage recent advances in deep learning and our previous work on 
dynamics-based analytics to provide end-to-end solutions to the W4 (who is doing what, where, and why) 
problem, to be deployed in the field with minimal fine-tuning and significant boost in performance and ro-
bustness. Thus, there are several problems that will well address:
• As part of this project we are developing an extensive suite of algorithms relevant to public space safety. 

In the next stage, we would like to integrate the different modules to provide end-to-end solutions.
• A challenge when using deep models is the need for large amounts of labeled data. Thus, an open prob-

lem that we would like to tackle is how to leverage small sets of real surveillance labeled data. We believe 
that a combination of dynamics-based generative models, statistical-based invariants, and available large 
labeled datasets from other domains could be used for this purpose. 

• We will continue research on how to integrate seamlessly information from multiple heterogeneous and 
asynchronous information sources.

• We will continue to work on the problem of tracking passengers and divested items at the checkpoint, 
using data obtained from the CLASP mock check-point at Kostas. In particular, we want to develop algo-
rithms capable of monitoring items divested by group travelers and how they handle their belongings at 
security checkpoints. For example, the system should be able to understand that a family member may 
drop an item at the checkpoint, while another member of the family picks it up on the other side. This 
problem is challenging, as it not only involves the problem of tracking the people involved and their items, 
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but also needs to allow for dynamic interactions among the group and objects.
• Finally, we would like to continue our efforts in working with DHS companies to transition our research 

prototypes into systems deployed and tested in real environments.

III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

This research addresses the challenge of processing vast amounts of video data in real time to enhance se-
curity by detecting dangerous situations as they evolve, and providing supporting actionable information to 
mitigate damage, as well as to aid during forensic analysis of events. 
Examples of benefits that a successful “who is doing what, where, and why” system could provide, include: 
(1) Faster throughput in airport security lines without compromising security; (2) avoidance of airport ter-
minal closure due to breach of security incidents (such as a person reaching the secure gates area through an 
exit, thus bypassing security); (3) quick identification of recurrent thieves in public transportation terminals; 
and (4) faster forensic analysis of security incidents. All of these applications not only have a tangible effect 
in ensuring public safety, but also have clear economic benefits, such as reducing human resources needed at 
airport security checkpoints and reducing crime in bus terminals.

B. Potential for Transition

The products of this research effort have direct application to the security and surveillance of large public 
spaces, such as in airports, mass transport system terminals, sport venues, etc. In addition to directly sup-
porting the Homeland Security Enterprise’s mission, systems endowed with activity analysis capabilities can 
assist law enforcement, allow elderly people to continue living independently, and help first responders and 
emergency workers in preventing hazards from developing into full blown catastrophic situations. Finally, 
as part of this work, we continue collecting and labeling data, which will be distributed to the video analytics 
community to be used as benchmarks to aid the advancement of the state-of-the-art.
We engage with potential customers by reaching out to DHS-related agencies such as TSA, and by presenting 
our work at professional and industrial meetings. Portions of this work have already been deployed and test-
ed at CLE, where it was used by TSA officers to detect security threats caused by persons bypassing airport 
security at terminal exits. We believe that the system could be transferred to other airports in the near future. 
In addition, we are working on a project with Rensselaer Polytechnic Institute (RPI), Boston University, Pur-
due University, and Marquette University using an airport security mockup at the Kostas Center. This supple-
ment to ALERT’s core cooperative agreement, named Correlating Luggage and Specific Passengers (CLASP), 
allows us to generate large amounts of realistic data while facilitating ground truth annotation. We expect 
that this dataset will be the starting point for addressing many problems relevant to TSA. Finally, through the 
transition team at ALERT, we will also reach out to other DHS entities, such as the U.S. Customs and Border 
Protection or the U.S. Coast Guard, to explore transitioning our video-analytics-based threat detection and 
assessment tools to agency specific scenarios.

C. Data and/or IP Acquisition Strategy

For the last five years, in collaboration with TSA and GCRTA, we have been collecting real-world data from 
camera networks at airports and bus terminals. We also have access to extensive public datasets available 
from the computer vision community. Finally, we have developed a mock airport security checkpoint at the 
Kostas Center that allows us to capture realistic data in controlled scenarios.
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D. Transition Pathway 

Our goal is to address the user needs for surveillance of large public spaces, such as airport terminals and bus 
stations. As part of this research, we are developing video analytics algorithms and implementing prototype 
systems, which are being tested using real-world data to show their feasibility.

E. Customer Connections

These are our customers from previous years:

• CLE Airport Commissioner- Mr. Fred Szabo 
• CLE TSA –Mr. Michael Young (retired)
• GCRTA Security Chief – Mr. John Joyce 
• DHS S&T Apex Screening at Speed Program Manager – Mr. John Fortune

IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION 

A. Education	and	Workforce	Development	Activities

1. Course, Seminar, and/or Workshop Development
a. Professor Octavia Camps taught a course in computer vision (EECE 5639 Computer Vision I, Fall 

2017), where students worked on projects for object detection and tracking.
b. Professor Mario Sznaier taught a course in control theory (EE5580 Classical Control Systems, 

Spring 2018), where students applied concepts of system identification to design vision based 
systems that can be used for surveillance.

2. Student Internship, Job, and/or Research Opportunities
a. Mengran Gou: After graduating with a Ph.D. in 2018, Mengran joined Qualcomm.
b. Abhishek Sharma: After graduating with a MS in 2018, Abhishek joined Siemens Research.
c. Wenqian Liu is working at Philips Research for the summer.
d. Angels Rates Borras is working at Amazon for the summer.

3. Interactions and Outreach to K-12, Community College, and/or Minority Serving Institution Stu-
dents or Faculty
a. Octavia Camps was a panelist at the workshop, Women in Computer Vision at CVPR 2018, Salt 

Lake City, Utah, June 2018.
4. Other Outcomes that Relate to Educational Improvement or Workforce Development

a. Graduated two PhD students (Mengran Gou and Xikang Zhang) and one MS student (Abhishek 
Sharma).

B. Peer Reviewed Journal Articles 

1. Yılmaz, B., Bekiroglu, K., Lagoa, C., & Sznaier, M. “A Randomized Algorithm for Parsimonious Mod-
el Identification.” IEEE Transactions on Automatic Control, 63(2), February 2018, pp. 532-539.  
DOI: 10.1109/TAC.2017.2723959

2. Karanam, S., Gou, M., Wu, Z., Rates-Borras, A., Camps, O., & Radke, R.J. “A systematic evaluation and 
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benchmark for person re-identification: Features, metrics, and datasets.” IEEE Transactions on Pattern 
Analysis & Machine Intelligence, February 2018, (1), preprint. DOI:10.1109/TPAMI.2018.2807450

3. Wang, Y., Lopez, J.A., & Sznaier, M. “Convex Optimization Approaches to Information Structured De-
centralized Control.” IEEE Transactions On Automatic Control, April 2018, (1), preprint. DOI:10.1109/
TAC.2018.2830112

4. Bekiroglu, K., Ayazoglu, M., Lagoa, C., & Sznaier, M. “Hankel Matrix Rank as Indicator of Ghost in Bear-
ing-only Tracking.” IEEE Trans. On Aerospace and Electronic Systems, April 2018, (1), preprint. DOI: 
10.1109/TAES.2018.2828218

5. Camps O., & Sznaier M. (2017). “The Interplay Between Big Data and Sparsity in Systems Identifi-
cation.” In: Laumond, JP., Mansard, N., & Lasserre JB. (eds). Geometric	and	Numerical	Foundations	of	
Movements. Springer Tracts in Advanced Robotics, Vol 117. Springer.

C. Other Publications

1. Liu, W., Sharma, A., Camps, O., & Sznaier, M. “DYAN: A Dynamical Atoms Network for Video Predic-
tion.” arXiv preprint arXiv:1803.07201. 20 March 2018.

D. Peer Reviewed Conference Proceedings

1. Sznaier, M., & Camps, O. “Sos-rsc: A sum-of-squares polynomial approach to robustifying subspace 
clustering algorithms.” Proceedings of the IEEE Conference on Computer Vision and Pattern Recogni-
tion, June 2018, pp. 8033-8041. 

2. Gou, M., Xiong, F., Camps, O., & Sznaier, M. “MoNet: Moments Embedding Network.” Proceedings of the 
IEEE Conference on Computer Vision and Pattern Recognition, June 2018, pp. 3175-3183. 

3. Wu, C., Ioannidis, S., Sznaier, M., Li, X., Kaeli, D., & Dy J. “Iterative Spectral Method for Alternative Clus-
tering.” International	Conference	on	Artificial	Intelligence	and	Statistics, 31 March 2018, pp. 115-123.

4. Zhang, X., Ozbay, B., Sznaier, M., & Camps, O. “Dynamics Enhanced Multi-Camera Motion Segmenta-
tion from Unsynchronized Videos.” Proceedings of the IEEE International Conference on Computer 
Vision, October 2017,  pp. 4668-4676.

5. Gou, M., Camps, O., & Sznaier, M. “MoM: Mean of moments feature for person re-identification.” Pro-
ceedings	of	the	Workshop	on	Manifold	Learning,	From	Euclid	to	Riemann	at	2017	IEEE	International	
Conference on Computer Vision, October 2017, pp. 1294-1303.

6. Gou, M., Karanam, S., Liu, W., Camps, O., & Radke, R.J. “Dukemtmc4reid: A large-scale multi-camera 
person re-identification dataset.” Workshop	on	Target	Re-Identification	and	Multi-Target	Tracking at 
IEEE	Conference	on	Computer	Vision	and	Pattern	Recognition,	July 2017. 

7. Cheng, Y., Ozbay, B., Sznaier, M., & Lagoa, C. “Suboptimal linfinity to linfinity Control of Switched 
Linear Models: A Superstability Approach.” 20th IFAC World Congress, July 2017, pp. 14380-14385.

8. Bekiroglu, K., Lagoa, C., Lanza, S.T., & Sznaier, M. “System Identification Algorithm for Non-Uniformly 
Sampled Data,” 20th IFAC World Congress, July 2017, pp. 7296-301.

E. Other Presentations 

1. Seminars
a. Camps, O. “Dynamics-Based Invariant for Video Understanding.” Workshop	Women	in	Computer	

Vision at CVPR 2018, Salt Lake City, Utah, June 2018. Invited Keynote.
b. Sznaier, M. “Surviving the Data Deluge: A Systems and Control Perspective.” SimTech 2018,  
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Stuttgart, Germany, March 2018. Invited Keynote.
c. Sznaier, M. “Sparsity and Big Data in Control, Systems Identification and Machine Learning.”  

Short Course, 2018 International Graduate School on Control, Paris, France, 14-19 May 2018.
2. Interviews and/or News Articles 

a. “Airport Security Screening Goes to School.” Wall Street Journal, February 2018. https://www.
wsj.com/articles/airport-security-screening-goes-to-school-1519826400

F. Student Theses or Dissertations Produced from This Project

1. Gou, M. “Empirical Moment Matrix and Its Applications in Computer Vision.” Ph.D., Electrical and 
Computer Engineering, February 2018. Advisor: Octavia Camps.

2. Zhang, X. “Classification of Dynamics on Riemannian Manifold,” Ph.D., Electrical and Computer Engi-
neering,  April 2018. Advisor: Mario Sznaier.

G. New	and	Existing	Courses	Developed	and	Student	Enrollment

New or 
Existing

Course/Module/
Degree/Cert.

Title Description Student 
Enrollment

Existing Course Computer Vision I Introduction course to computer vision. 
Fall 2017. 

60

Existing Course Classical Control  
Systems

Introduction to control systems. Spring 
2018.

42

H. Software Developed

1. Algorithms
a. We developed a suite of algorithms for fine grain classification, video prediction, motion seg-

mentation, and outlier rejection. The code can be downloaded from http://robustsystems.coe.
neu.edu.
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