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II. PROJECT DESCRIPTION

A. Project Overview

Video-based methods have enormous potential for providing advanced warning of terrorist activities and 
threats. In addition, they can assist and substantially enhance localized, complementary sensors that are 
more restricted in range, such as radar, infrared, and chemical detectors. Moreover, since the supporting hard-
ware is relatively inexpensive and to a very large extent already deployed (stationary and mobile networked 
cameras, including camera cell phones, capable of broadcasting and sharing live video feeds), the additional 
investment required is minimal.
Arguably, the critical impediment to fully realizing this potential is the absence of reliable technology for 
robust, real-time interpretation of the abundant, multi-camera video data. The dynamic and stochastic 
nature of this data, compounded with its high dimensionality, and the difficulty to characterize distinguishing 
features of benign vs. dangerous behaviors, makes automatic threat detection extremely challenging. Indeed, 
state-of-the-art turnkey software, such as that used by complementary projects at Northeastern University 
(NEU), relies heavily on human operators, which, in turn, severely limits the scope of its use.
The proposed research is motivated by an emerging opportunity to address these challenges, exploiting ad-
vances at the confluence of robust dynamical systems, computer vision, and machine learning. A funda-
mental feature and key advantage of the envisioned methods is the encapsulation of information content 
on targeted behavior in dynamic models. Drawing on solid theoretical foundations, robust system identifica-
tion and adaptation methods, along with model (in)validation tools, will yield quantifiable characterization 
of threats and benign behaviors, provable uncertainty bounds, and alternatives for viable explanations of 
observed activities. The resulting systems will integrate real-time data from multiple sources over dynamic 
networks, cover large areas, extract meaningful behavioral information on a large number of individuals and 
objects, and strike a difficult compromise between the inherent conservatism demanded from threat detec-
tion and the need to avoid a high false-alarm ratio, which heightens vulnerability by straining resources. 
The impact of successful video analytics is very relevant to the Department of Homeland Security (DHS). Our 
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goal is to provide tools to automatically process vast amounts of visual data, most of which is not relevant, to 
localize, both in space and time, critical actionable information, which is needed to ensuring safety in large 
public spaces. 

B. Year Two (July 2014 through June 2015) Biennial Review Results and Related Actions to Address 

The reviewers noted the following strengths in our research: 1) it is advancing the state of art in key areas of 
video data analytics; 2) it demonstrates a distinct appreciation for practical utility to applications, as we fo-
cus on computational efficiency, noise reduction, and multiple inputs with non-overlapping video fields, etc.; 
and 3) it leads to video analytics systems that perform well in the real world, as demonstrated by our work 
in airport security in collaboration with the Transportation Security Administration (TSA) and the Cleveland 
Hopkins International Airport (CLE).
The reviewers also pointed out the following weaknesses and future research directions: 1) the research 
should look deeper into the effects of poor tracking in the performance of the proposed approaches; 2) it 
should explore the use of contextual information to enhance recognition performance; and 3) it should also 
consider the use of active learning to incorporate new training data as it becomes available.
We are looking deeper into the effects of poor tracking in the performance of the proposed approaches. 
Tracking is one of the first modules in our systems. Noise and outliers during tracking, if not corrected or 
taken into account, have a negative impact on the overall performance.  To mitigate this, our algorithms work 
under the assumption that data is corrupted, and include a pre-processing stage where noise is reduced and 
outliers are removed through an optimization step enforcing our dynamics-based invariants. In addition, 
we have collected and annotated new re-identification (re-ID) datasets, and developed a set of benchmarks 
to rigorously evaluate the performance of our re-ID algorithms and compare them to the state-of-the-art. In 
Year 5, we will continue along these lines, and extend our algorithms to leverage a priori information when 
available, such as the type of activity or targets being tracked. We will also integrate our dynamic models with 
emerging deep models to exploit contextual information.

C. State of the Art and Technical Approach

C.1. State of the Art

Recent advances in the accuracy and efficiency of object detectors [1, 2], particularly pedestrian detectors, 
have inspired and fueled multi-target tracking approaches for detection. These techniques proceed by de-
tecting the targets frame by frame using a high quality object detector and then associating these detections 
by using online or offline trackers [3-5]. Often, these associations are based on appearance and location sim-
ilarity. However, these approaches fail when the appearance of the targets is discriminative and the targets 
display simple motion patterns. While there are trackers that rely less on appearance [6-10], they often re-
quire tuning of a large number of parameters and expertise to adapt the algorithms to these more challenging 
scenarios. Alternatively, Ding et al. showed that it is possible to use dynamics to compare tracks and disam-
biguate between targets without assuming a motion model a priori. However, the computational and memory 
complexity of this approach has limited its application to short trajectories of a few targets. 
Multiple cameras are used to cover wide areas and provide different viewpoints of targets. Maintaining con-
sistent identity labels across cameras is a difficult problem since the appearance of the targets can be quite dif-
ferent when seen from different angles. Previous approaches to this problem include matching features such 
as color and apparent height [11-13, 14,] using 3D information from camera calibration [12, 15-19], using the 
epipolar constraint [20-22], modeling the relationship between the appearance of a target in different views 
through a linear time invariant system [23], or computing homographies between views [24-28]. 
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When the cameras do not have overlapping fields of view, targets must be re-identified across cameras. A 
good overview of existing re-ID methods can be found in [29-33] and references therein. The three most 
important aspects in re-ID are: 1) the features used, 2) the matching procedure, and 3) the performance 
evaluation. Most re-ID approaches use appearance-based features that are viewpoint quasi-invariant [34-
39], such as color and texture descriptors. However, the number and support of features used varies greatly 
across approaches, making it difficult to compare their impact on performance. Using standard metrics such 
as Euclidean distance to match images based on these type of features results in poor performance due to 
the large variations in pose, illumination, and limited training data. Thus, recent approaches [33, 40-43] de-
sign classifiers to learn specialized metrics that enforce features from the same individual to be closer than 
features from different individuals. Yet, state-of-the-art performance remains low, slightly above 30% for the 
best match. Performance is often reported on standard datasets, and while they are challenging, they bring in 
different biases. Moreover, the number of datasets and the experimental evaluation protocols used also vary 
greatly across approaches, making it difficult to compare them.
Dynamics and more precisely, dynamic invariants, can be used to extract critical information from data 
streams. Robust identification of piecewise affine dynamic systems has been the object of recent intensive 
research, leading to a number of techniques meant to find subsystem dynamics and switching surfaces [44]. A 
common feature is the computational complexity entailed in dealing with noisy measurements. In this case, 
algebraic procedures [45] lead to non-convex optimization problems, while optimization methods lead to 
mixed integer/linear programming [46]. Similarly, methods relying on probabilistic priors [47] also lead to 
computationally complex combinatorial problems. An alternative approach is provided by clustering-based 
methods [48, 49]. Since these methods rely on local identification, they require “fair sampling” of each clus-
ter, which places constraints on the data that can be used. More recently, the PIs of this project have devel-
oped new sparsification based-techniques for identification of affine switched models that allow for several 
types of noise (see [50-53]).
Finding dynamic invariants from corrupted data often requires the ability to solve optimization problems. 
Semidefinite programs seek to minimize a linear function subject to affine matrix equality and positive 
semidefinite constraints. These problems are convex (albeit non-smooth) and thus tractable. Indeed, recent 
research efforts have led to numerous algorithms (for instance interior point algorithms) with polynomial 
complexity; excellent surveys are given in [54] and [55]. Of particular interest to this project are semidef-
inite programs resulting from the relaxation of constrained rank minimization problems [56, 57]. It has been 
recently shown [58] that, in these cases, gradient-based methods outperform interior point ones. Polynomial 
optimization problems are highly non-convex. However, one can find convex liftings leading to standard 
semidefinite programs. Two (related) approaches are usually used: 1) the Sums of Squares approach [59], 
which provides convex certificates for positivity of a polynomial over a semi- algebraic set, and 2) its dual, 
referred to as the Moments approach [60]. Here, sufficient and asymptotically necessary conditions for a 
sequence to be a moment sequence of some Borel measure are used to convexify the problem [61].

C.2. Technical Approach

Our approach is inspired by the fundamental fact that visual data come in streams: videos are temporal 
sequences of frames, images are ordered sequences of rows of pixels, and contours are chained sequences of 
edges. To make the underlying dynamics of the data explicit, we treat the data yk ∈ Rdy, where k is the index 
of the data in the stream, as the output of an unknown piece-wise affine dynamical system S. Piecewise affine 
systems are a generalization of Hidden Markov Models (HMMs), where the state vector can take continuous 
values in Rd, where d is the dimensionality of the space and hence the order of the system. As proved in [62], 
these systems are universal approximators [63], using a high enough dimension d. We have shown [64] that 
these systems have useful invariants, which can be easily estimated from the data by using properties of the 
associated Hankel matrix of the system (see Figure 1). Recovering missing data, due for example to occlu-
sions or sensor failures as well as forecasting future measurements, can then be done by solving a structured  
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optimization problem defined in terms of these invariants. 

D. Major Contributions

D.1. Year 4

D.1.a. Systematic Evaluation and Benchmarks for Person Re-ID: Airport Dataset and Benchmark

Re-ID is a critical problem in video analytics applications, such as for security and surveillance. The public re-
lease of several datasets and code for vision algorithms has facilitated rapid progress in this area over the last 
few years. However, directly comparing re-ID algorithms reported in the literature has become difficult since 
a wide variety of features, experimental protocols, and evaluation metrics are employed. In order to address 
this need, and in collaboration with Prof. Rich Radke’s research group (project R4-A.3), we made an exten-
sive review and performance evaluation of single- and multi-shot re-ID algorithms [65]. Our experimental 
protocol incorporates the most recent advances in both feature extraction and metric learning. To ensure a 
fair comparison, all of the approaches were implemented using a unified code library that includes 8 feature 
extraction algorithms and 19 metric learning and ranking techniques. All approaches were evaluated using 
a new large-scale dataset that closely mimics a real-world problem setting, in addition to 13 other publicly 
available datasets: VIPeR, GRID, CAVIAR, 3DPeS, PRID, V47, WARD, SAIVT-SoftBio, CUHK03, RAiD, iLIDSVID, 
HDA+, and Market1501. Sample snapshots of the new dataset, known as “Airport,” are shown in Figure 2. A 
few difficult examples for both single- and multi-shot datasets are shown in Figure 3 and Figure 4 (on the 
next page). The evaluation codebase and results will be made publicly available for community use.

Figure 1: Dynamics-based invariant from a block Hankel matrix describing as system S. Each block corresponds to a 
measurement, and each column and row contains measurements for sliding windows with an overlap of 1.
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Figure 2: Sample snapshots from the Airport dataset.

Figure 3: Difficult examples for single-shot datasets: (a) 3DPeS, (b) Airport, (c) VIPeR, and (d) GRID. The first and second 
rows show the probe and gallery images respectively, and the number in third row is the corresponding rank from 
kLFDA with GOG.

Figure 4: Difficult examples for multi-shot datasets: (a) iLIDSVID, (b) PRID, (c) SAIVT-58, and (d) WARD-13. In each image, 
images to the left of the dividing line show the sets for a probe person, and the images on the right show sets of the 
same person in the gallery view. The number towards the end is the corresponding rank from KISSME and SRID with 
GOG.
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We created a new dataset using videos from six cameras located in an indoor surveillance network in a mid-
sized airport; this testbed is described further in [66]. The cameras cover various parts of a central security 
checkpoint area and three concourses. Each camera has 768x432 pixels and captures video at 30 frames per 
second. 12-hour long videos (from 8:00 AM to 8:00 PM) were collected from each of these cameras. Under 
the assumption that each target person takes a limited amount of time to travel through the network, each of 
these long videos was randomly split into 40 5-minute-long video clips. Each video clip was then run through 
a prototype end-to-end re-ID system comprised of automatic person detection and tracking algorithms. Spe-
cifically, we employed the ACF framework of Dollar et al [67] to detect people, as well as a combination of 
FAST corner features [68] and the KLT tracker [69] to track people and associate any broken “tracklets.’’ 
Since all the bounding boxes were generated automatically without any manual annotation, this dataset ac-
curately mimics a real-world re-ID problem setting. A typical, fully automatic re-ID system should be able to  
automatically detect, track, and match people seen in the gallery camera, and the proposed dataset exactly 
reflects this setup. In total, from all the short video clips, tracks corresponding to 9,651 unique people were 
extracted. The number of bounding box images in the dataset is 39,902, giving an average of 3.13 images per 
person. The sizes of detected bounding boxes range from 130x54 to 403x166 pixels. 1,382 of the 9,651 peo-
ple are paired in at least 2 cameras. A number of unpaired people are also included in the dataset to simulate 
how a real-world re-ID system would work: given a person of interest in the probe camera, a real system 
would automatically detect and track all the people seen in the gallery camera. Therefore, having a dataset 
with a large number of unpaired people greatly facilitates algorithmic re-ID research by closely simulating a 
real-world environment. A sample of the images available in the dataset is shown in Figure 3b. As can be seen 
from the figure, these are the kind of images one would expect from a fully automated system with detection 
and tracking modules working in a real-world surveillance environment. As shown in Figure 3 and Figure 4, 
the Airport dataset suffers from all challenging attributes except low resolution. This is because relatively 
small detections were rejected by the person detector.
In Table 1 on the next page, we summarize the overall cumulative match characteristic (CMC) curves by 
reporting the algorithm combination that achieved the best performance on each dataset, as measured by 
the rank-1 performance. We note that GOG [70] performs the best among the 8 evaluated feature extraction 
algorithms, with it being a part of the best performing algorithm combination in 6 of the 7 single-shot and all 
of the 11 multi-shot datasets. In the case of single-shot evaluation, while XQDA [71] is part of the best per-
forming algorithm combination in 3 of the 7 single-shot datasets, across all the single-shot datasets, we note 
that GOG-kLDFA  gives a mean rank-1 performance of 47.5%, marginally higher than GOG-XQDA, which gives 
45.3%. This suggests that kLDFA is the best performing metric learning algorithm. In the case of multi-shot 
evaluation, the combination of KISSME [72] as the metric learning algorithm and SRID [73] as the multi-shot 
ranking algorithm is the best performing algorithm combination, with it resulting in the best performance 
on 9 of the 11 datasets.
In general, we observed that the algorithms give better performance on multi-shot datasets than on sin-
gle-shot datasets. While this may be attributed to multi-shot datasets having more information in terms of 
the number of images per person, it is important to note that the single-shot datasets considered here gener-
ally have a significantly higher number of people in the gallery. It is quite natural to expect re-ID performance 
to go down as the number of gallery people increases because we are now searching for the person of interest 
in a much larger candidate set.
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D.1.b. Systematic Evaluation and Benchmarks for Person Re-ID: DukeTTMC4ReId Dataset and Benchmark

As noted above and in our recent benchmark paper by Karanam et al [65], the size of a dataset, in terms of 
both the number of identities as well as the number of bounding boxes, is critical to achieve good perfor-
mance. Furthermore, in real-world, end-to-end surveillance systems, as noted in Camps et al [66], we can use 
camera calibration information to predict motion patterns, potentially helping to prune out irrelevant can-
didates and reducing the search space. The recently proposed DukeMTMC dataset [74], while originally pro-
posed for multi-target tracking, fulfills both of these criteria. In addition to containing 2 million full frames 
corresponding to 2,700 identities seen in an 8-camera network, the dataset also comes with per-camera 
calibration information.
As part of this research, we adapted and re-oriented the DukeMTMC dataset to address the re-ID problem 
[75]. To this end, we used an off-the-shelf person detector to generate candidate bounding boxes from the full 
frames, resulting in a re-ID dataset with the largest number of unique identities to date. Figure 5 on the next 
page illustrates sample snapshots from the proposed dataset.

Table 1: Top performing algorithmic combinations on each dataset; read as feature-metric for single shot and fea-
ture-metric-ranking for multi-shot.
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All frames in the DukeMTMC dataset were captured by 8 static cameras on the Duke University campus in 
1080p and at 60 frames per second (Fig. 6). In total, more than 2,700 people were labeled with unique IDs 
in 8 75-minute-long videos. The tight bounding boxes of each person for each frame were generated based 
on background subtraction and manually labeled foot positions in a few frames. Regions of interest (normal 
paths on the ground plane) and calibration data are also provided. The entire dataset is split into 3 parts: 1 
training/validation set labeled “trainval’’ and 2 testing sets labeled “test-hard” and “test-easy.” To date, only 
labels from the “trainval’’ set have been released, which contains 1,852 unique identities in 8 50-minute-long 
videos (dataset frames 49,700-227,540).  

Based on this dataset, we constructed a large-scale, real-world person re-ID dataset: DukeMTMC4ReID. Fol-
lowing the recently proposed Market1501 [76] and CUHK03 [77] datasets, bounding boxes from an off-the-
shelf person detector were used to mimic real-world systems. We used a fast, state-of-the-art person detector 
[78] for accurate detections, which were filtered using predefined regions of interest to remove false alarms, 
e.g., bounding boxes on walls or in the sky. Then, following Market1501, based on the overlap ratio between 
the detection and ground truth (i.e., the ratio of the intersection to the union), we labeled the bounding box 
as “good’’ if the ratio was greater than 50%, “false positive (FP)” if the ratio was smaller than 20%, and “junk” 

Figure 5: Snapshots of the new DukeMTMC4ReID dataset.

Figure 6: Layout of the cameras in the DukeMTMC dataset.

ALERT 
Phase 2 Year 4 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



otherwise. For each identity, we uniformly sampled five “good’’ bounding boxes in each available camera, 
while retaining all the “FP’’ bounding boxes in the corresponding frames. Table 2 summarizes the statistics of 
the new dataset and Figure 7 shows snapshots for several camera pairs. 

We also presented an up-to-date performance benchmark for this dataset, in which we adopted the evalua-
tion protocol that we proposed in Karanam et al [65]. Specifically, we considered hundreds of combinations 
of previously published feature extraction and metric learning algorithms. The goal was to systematically 
study how existing re-ID algorithms fare on this new dataset. We obtained extensive per-camera-pair evalu-
ation results, and compared the performance on this dataset with that of existing, widely used datasets, pro-
viding useful insights for future research directions. Compared to widely used datasets such as CUHK03 [77] 
and Market1501 [76], the rank-1 performance on the proposed dataset is lower under similar experimental 
settings, suggesting future opportunities to develop better re-ID algorithms. 
In Figure 8 on the next page, we report the CMC curves for all the evaluated algorithm combinations. We high-
light the top 10 best-performing combinations, in terms of rank-1 accuracy, in color. The rank-1 performance 
for all combinations is shown in Table 3 on the next page. Similar to the trends observed in [65], we found 
the best-performing feature extraction algorithms to be GOG, LDFV, and LOMO, whereas the best performing 
metric learning methods were kLFDA and kMFA. GOG performs well due to its hierarchical modeling of local 
color and texture structures in images. kLFDA and kMFA result in the most discriminative distance metrics 
because they solve generalized eigenvalue problems on data scatter matrices, a framework Karanam et al 
[65] empirically found to be most suitable for re-ID.

Table 2: Statistics of the DukeMTMC4ReId dataset.

Figure 7: Sample snapshots for camera pairs.
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Figure 8: CMC curves for the DukeMTMC4ReId dataset. The top 10 performing algorithms are shown in color. Numbers 
in brackets correspond to the mAP values.

Table 3: Rank 1 results from all feature/method combinations. The best results for each feature are marked in red and 
second best in blue.
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While we have specifically benchmarked re-ID, the problem of comparing candidate bounding boxes is only 
a small part of an automatic system that tracks persons of interest in a multi-camera network. As noted 
by Camps et al [66], detection and tracking modules are key parts of such a system that would typically be 
operated for long periods of time. In such cases, the re-ID module in the system is presented with a contin-
uously increasing gallery set, instead of a fixed-size gallery set, resulting in several previously unaddressed 
temporal challenges. The DukeMTMC dataset also comes with tools to retrieve time-stamp information for 
every frame, potentially enabling DukeMTMC4ReID to be used to consider such temporal aspects of the re-ID 
problem.  
To fully explore the potential of the DukeMTMC dataset, we can extend DukeMTMC4ReID to construct a 
MARS [79]-like, video-based, or multi-shot re-ID dataset. This will result in a massive dataset with full cal-
ibration information that will present unique challenges and opportunities to re-ID researchers. A specific 
and promising research direction would be the study of multi-shot ranking [80-82] in conjunction with met-
ric learning. While these two topics are typically treated separately, we anticipate that a unified framework 
would lead to substantial performance gains.

D.1.c. Optimal Filtering of Covariance Matrices 

Covariance matrices are ubiquitous in computer vision, in problems ranging from tracking to object detec-
tion, person re-ID, activity recognition, face recognition, and diffusion tensor imaging. Applications outside 
the computer vision field include economics, fault detection, and power systems. Most of these applications 
require estimating the present value of a covariance matrix from a combination of noisy measurements and 
past historical data, with the main difficulty here arising from the need to account for the fact that these 
matrices evolve on a Riemannian manifold. For example, [83] proposed to use the Karcher mean of the mea-
surements as the covariance estimate, as a counterpart to the use of the arithmetic mean update in Euclidean 
space. However, this approach does not take into consideration measurement noise.  Explicitly accounting 
for this noise leads to recursive filtering methods. In this context, [84] considered linear systems evolving on 
a Riemannian manifold and proposed a Kalman recursive scheme where a matrix log mapping (given a so 
called base point) is used to flatten the Positive Definite (PD) manifold prior to computing the predicted and 
corrected states. However, it is known that flattening the manifold often leads to less accurate distance calcu-
lation, resulting in poor prediction/estimation. Intrinsic extensions of recursive filtering, where the on-man-
ifold distance is considered, were proposed in [85, 86]. A limitation of these approaches is that they assume 
that the present value of the covariance evolves according to a known first order model (that is, the present 
value of the covariance depends only on its most immediate past value). However, these assumptions do not 
necessarily hold in many practical scenarios, where covariances evolve according to more complex dynamics 
that are not a priori known (see Figure 9).

Figure 9: Two examples where covariance features are used to describe a target. On the left, the appearance of the 
car has roughly constant covariance. On the right, the covariance of the appearance of the spinning ball changes over 
time.
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To address these limitations, in [87], we proposed a new framework for recursive filtering on the PD mani-
fold using Generalized Autoregressive Conditional Heteroskedasticity (GARCH) models for propagating past 
measurements, combined with a maximum likelihood estimator based on minimizing the Jensen Bregman 
LogDet divergence. Specifically, we introduce a new probabilistic dynamic model for recursive filtering on the 
PD manifold based on a generalized Gaussian distribution. As shown in the paper, under suitable conditions, 
the generalized Gaussian conjugate prior can indeed be expressed in terms of the Jensen-Bregman LogDet 
Divergence (JBLD) distance between the observed and predicted data. This key observation, combined with a 
data-driven GARCH model that propagates past values of the covariance, leads to a filter that admits a closed-
form solution and compares favorably, both in terms of the estimation error and computational time, against 
existing approaches. 
Figure 10 shows a very challenging experiment, where the goal is to track a multicolored spinning ball in the 
presence of occlusion (frames 16-19) and clutter whose color covariance descriptors are, in some frames, 
similar to those of the target. Note that, due to the spinning, the appearances of the target as it enters and 
emerges from the occlusion are different, thus needing a data-driven framework capable of accurately pre-
dicting this change. We first used the information from frames 1 to 14 to identify an 11th order model that 
captures the evolution of the covariance feature obtained from the coordinates and color of the target. Next, 
we used the different filters to estimate the covariance feature starting from frame 15, which is the last un-
occluded frame, based on the data from frames 1-14. To this effect, we used the dynamical model to predict 
the covariance feature in the next frame. Next, we searched for the best match (in the JBLD or, in the case of 
IRF, AIRM, sense) by comparing against the covariance features obtained using a sliding window. Changing 
target size was handled by dense scanning (using the integral image trick) with target sizes ranging between 
85% and 115%, in increments of 5%, of the last size. The best match was chosen as the target in the frame 
and used as observation to perform the correction step in all filtering methods. During the occlusion, no cor-
rection step was performed. Again, for LRF and IRF, the parameters were chosen as reported in [84] and [85]. 
For this experiment, we also compared against the method proposed in [86] (MUKF) using the code provided 
by the authors, where the target bounding box was modified to be rectangular as in the other methods. 

Figure 10: Tracking under occlusion. Top: sample training data. Bottom: tracking results using different filters.
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As shown in Figure 10, only the proposed method is capable of sustained tracking. This is due to the fact that 
the LRF, IRF, and MUKF methods cannot accurately predict the evolution of the covariance because they use, 
at most, information of the previous two frames, and thus cannot handle long occlusions. Finally, the Stein 
Mean method, even using information from more than the past 11 frames, fails due to the fact that the updat-
ing methodology does not reflect the dynamic evolution of the target.
Another set of experiments used videos from YouTube. The videos contain a spinning multicolored ball and 
fish schooling behavior. Sample frames are shown in Figure 11. We divided each sequence into two parts: 
training data (around 60%) and testing data (around 40%). For each sequence, we first extracted Red-Green-
Blue (RGB) covariance features from the object (the spinning ball or the entire fish school) and used the 
training data to estimate the model parameters for JBRF. The system order was determined empirically, by 
searching for the best fit. The data was corrupted with Gaussian noise N(0,0.01) prior to extracting the cova-
riance features. These corrupted covariance sequences were then processed using the different estimation 
methods. The tuning parameters for this experiment were set as follows. For JBRF and IRF, we first calcu-
lated the fitting error of the state transition, in the corresponding non-Euclidean metric, using the training 
sequence and associated system model. The estimation error was again computed using JBLD between the 
estimations and the ground truth (extracted from frames before corruption). 

The mean estimation errors and average run time to filter 100 frames are shown in Table 4 on the next page. 
Sample frames from several sequences are shown in Figure 11 along with their noise corrupted counterparts. 
Table 4 shows that indeed JBRF achieves the minimum estimation error among all methods, while at the 
same time being 60% faster than the closest competitor. It is also worth emphasizing that the performance 
improvement is not just due to the fact that the JBLR can use higher order models. As shown in the last five 
columns of the table, using a data driven model leads to substantial performance improvement, even when 
the order of this model is comparable to the one used by competing methods.

Figure 11: Sample frames from YouTube videos. Top: original sequences. Bottom: sequences corrupted by noise.
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The main advantages of the proposed approach, compared against existing techniques are: (1) the ability to 
identify the propagation model and to exploit it to obtain better predictions, while taking into account the 
non-Euclidean geometry of the problem; and (2) the use of a generalized Gaussian approximation to the Jen-
sen-Bregman LogDet Divergence that leads to closed-form maximum likelihood estimates. As illustrated in 
our experiments, the use of the identified manifold dynamics combined with the JBLD metric leads to filters 
that compare favorably against existing techniques both in terms of the estimation error and the computa-
tional time required to compute the estimates.

D.2. Previous Years’ Major Contributions

Our contributions in previous years can be roughly classified into four areas related to video analytics: track-
ing, activity recognition, human re-ID, and mathematical tools for robust video and image processing. Please 
see reports from previous years for more details.
• Tracking [87-89] 

 ○ We developed an algorithm that uses dynamics-based invariants to robustly track multiple targets 
with similar appearances. Our algorithm is faster and has better performance than the previous 
state-of-the-art ones. We have also developed a set of robust tools for tracking, including filtering and 
covariance propagation.

• Activity recognition [90-99]
 ○ We proposed an efficient algorithm to detect casual interactions by sparsifying a dynamics-based 

graph, where each node represents a time sequence associated with the location of an agent. 

 ○ We developed a set of tools to compare and classify temporal sequences, and applied them to the 
problem of activity recognition. 

• Human re-ID [66, 100-102]
 ○ Datasets: In collaboration with TSA and CLE, we collected and annotated a dataset for human re-ID at 

the CLE airport. In collaboration with Great Cleveland Rapid Transit Authority (GCRTA) and the DHS 
Center of Excellence VACCINE, we collected and annotated a second dataset (where targets changed 
appearance) at bus terminals in Cleveland, OH. 

 ○ We benchmarked re-ID algorithms and proposed a better kernel-based metric learning approach.  
We also addressed the problem of re-identifying targets in appearance-impaired scenarios, when 

Table 4: Mean estimation error and running time for the experiments using YouTube video clips; the number in  
parenthesis denotes the system order of JBRF model.
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targets have similar appearance or change appearance between views.

• Mathematical tools [87, 89, 91-93, 96-99, 103-108]
 ○ We developed theory connecting machine learning and systems identification. For example, we de-

veloped: (1) tools for robustly estimating the fundamental matrix in stereo camera systems; (2) a 
method for linear robust regression in the presence of gross outliers; (3) a method for subspace clus-
tering capable of incorporating prior information, which is suitable for motion and planar surfaces 
segmentation; and (4) an algorithm to chronologically sort crowd-sourced images in order to recover 
temporal information of an event.

E. Milestones

The original milestones for Year 4 work plan were:
• Robust, sustained tracking over one or more cameras.
• Reliable re-ID of targets across multiple non-overlapping time and space scales.
• Development of a suite of dynamical context aware detectors.
• Performance evaluation using real-world data. 
Of the milestones set in advance, the following ones were not fully completed but will be addressed in Year 5:
• Robust, sustained tracking over two or more cameras.

• Development of context aware detectors. 

F. Future Plans

This project will lead to a new class of data-driven systems capable of autonomously analyzing very large 
volumes of data to detect the onset of dangerous situations, providing humans with only relevant situational 
abstractions to avoid “data overload.” The proposed research will advance the state of the art in both systems 
theory and machine learning by developing computationally tractable algorithms for semi-supervised learn-
ing, simultaneous manifold embedding, and classification of dynamic data. The final products of this research 
will include a set of algorithms for robust video analytics (for tracking, activity recognition, human re-ID, and 
video segmentation), prototype implementations, labeled datasets for benchmark and testing of algorithms, 
and publications in the leading journals and conferences in computer vision and control systems.
In Year 5, we will continue working on the problem of how to accurately answer the questions of “who is 
doing what, where, and why” from video data. In particular, we will develop a new theoretical framework 
and associated algorithms with broad applicability to public space safety, to use deep models while exploiting 
dynamic invariants on manifolds as key enablers for automatic, actionable information extraction from video. 
We expect to achieve outcomes on all the relevant subproblems: tracking, activity recognition, human re-ID, 
and mathematical tools for video analytics.
• Tracking: We will: 1) incorporate state-of-the-art, deep-learning-based pedestrian detection algorithms; 

2) incorporate our results of human re-ID to recover the target as it moves from one camera to another; 
3) develop a new cost function, taking into account both appearance and dynamics of the target; and 4) 
evaluate the proposed algorithm using literature benchmarks and our own real-world captured data.

• Activity recognition:  We will 1) develop deep learning architectures to recognize single and multiple ac-
tor activities; 2) design a trained end-to-end system to do detection and recognition; and 3) evaluate the 
proposed architectures using literature benchmarks.

• Human re-ID: We will 1) develop deep learning techniques to link verbal descriptions with images through 
the use of attributes; 2) continue to study the use of dynamics-based features to aid in appearance im-
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paired scenarios; 3) share a new benchmark dataset with the research community; and 4) evaluate the 
new algorithms using this new dataset as well as other existing sets in the literature.

• Mathematical tools:  All the outcomes listed above rest on the capability of introducing dynamics-based 
invariants into deep learning architectures. We will provide theoretically grounded procedures on how 
to do this as well as how to visualize what the architecture is learning.

If additional time and funding were available past Year 5, we would like to continue our work on dynam-
ics-based deep models. There are several problems that we would like to address.
• A challenge when using deep models is the need for large amounts of labeled data. Thus, an open prob-

lem that we would like to tackle is how to leverage small sets of real surveillance labeled data. We believe 
that a combination of dynamics-based generative models and available large labeled datasets from other 
domains could be used for this purpose. 

• We would like to work on the problem of tracking passengers and divested items at the checkpoint, using 
data obtained from the Correlating Luggage and Specific Passengers (CLASP) mock checkpoint at NEU’s 
George J. Kostas Research Institute for Homeland Security. In particular, we want to develop algorithms 
capable of monitoring items divested by group travelers and how they handle their belongings at security 
checkpoints. For example, the system should be able to understand that a family member may drop an 
item at the checkpoint, while another member of the family picks it up on the other side. This problem is 
challenging as it not only involves the problem of tracking the people involved and their items, but also 
needs to allow for dynamic interactions among the group and objects. 

• Another direction to continue research is how to seamlessly integrate information from multiple hetero-
geneous and asynchronous information sources.

• As part of this project we are developing an extensive suite of algorithms relevant to public space safety. 
In the next stage, we would like to integrate the different modules to provide end-to-end solutions.

• Finally, we would like to continue our efforts in working with DHS companies to transition our research 
prototypes into systems deployed and tested in real environments.

III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

This research addresses the challenge of processing vast amounts of video data in real time to enhance se-
curity by detecting dangerous situations as they evolve, and providing supporting actionable information to 
mitigate damage as well as to aid during forensic analysis of events. 
Examples of benefits that a successful “who is doing what, where, and why” system could provide, include: 
(1) faster throughput in airport security lines without compromising security; (2) avoidance of  airport ter-
minal closure due to breach of security incidents (such as a person reaching the secure gates area through an 
exit, thus bypassing security); (3) quick identification of recurrent thieves in public transportation terminals; 
and (4) faster forensic analysis of security incidents. All of these applications not only have a tangible effect 
in ensuring public safety, but also have clear economic benefits, such as reducing human resources needed at 
airport security checkpoints and reducing crime in bus terminals.

B. Potential for Transition

The products of this research effort have direct application to the security and surveillance of large public 
spaces, such as in airports, mass transport system terminals, sport venues, etc. In addition to directly sup-
porting the Homeland Security Enterprise’s mission, systems endowed with activity analysis capabilities can 
assist law enforcement, allow elderly people to continue living independently, and help first responders and 
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emergency workers in preventing hazards from developing into full blown catastrophic situations. Finally, 
as part of this work, we continue collecting and labeling data, which will be distributed to the video analytics 
community to be used as benchmarks to aid the advancement of the state of the art.
We engage with potential customers by reaching out to DHS-related agencies such as TSA, and by presenting 
our work at professional and industrial meetings. Portions of this work have already been deployed and test-
ed at CLE, where it was used by TSA officers to detect security threats caused by persons bypassing airport 
security at terminal exits. This system could be transferred to other airports. In addition, we are developing, 
in collaboration with the GCRTA and VACCINE, a re-ID surveillance system for mass transit light rail stations. 
Recently, we started working on a project with Rensselaer Polytechnic Institute (RPI), Boston University, 
Purdue University, and Marquette University to install an airport security mockup at the Kostas Center. This 
supplement to ALERT’s core cooperative agreement, named CLASP, will allow us to generate large amounts of 
realistic data while facilitating ground truth annotation. We expect that this dataset will be the starting point 
for addressing many problems relevant to TSA. Finally, through the transition team at ALERT, we will also 
reach out to other DHS entities, such as U.S. Customs and Border Protection or the U.S. Coast Guard, to explore 
transitioning our video-analytics-based threat detection and assessment tools to agency specific scenarios.

C. Data and/or IP Acquisition Strategy

For the last four years, in collaboration with TSA and GCRTA, we have been collecting real-world data from 
camera networks at airports and bus terminals. We also have access to extensive public datasets available 
from the computer vision community. Finally, we have developed a mock airport security checkpoint at the 
Kostas Center that will allow us to capture realistic data in controlled scenarios.

D. Transition Pathway 

Our goal is to address the user needs for surveillance of large public spaces, such as airport terminals and bus 
stations. As part of this research, we are developing video analytics algorithms and implementing prototype 
systems, which are being tested using real-world data to show their feasibility.

E. Customer Connections

• CLE Airport Commissioner- Mr. Fred Szabo 
• GCRTA Security Chief – Mr. John Joyce 

IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION 

A. Education and Workforce Development Activities

1. Course, Seminar, and/or Workshop Development
a. Prof. Octavia Camps taught an advanced graduate course in computer vision, where students 

worked on projects for multi-camera tracking, activity recognition, and re-ID.
b. Prof. Mario Sznaier introduced a new graduate course on optimization.

2. Student Internship, Job, and/or Research Opportunities
a. Two graduate students involved in this project are doing summer internships in industry. Men-

gran Gou is working at Siemens Research and Angels Rates is working at Amazon.
b. Yongfang Cheng, after graduating with a Ph.D. in 2016, joined Bosch Research.

ALERT 
Phase 2 Year 4 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



B. Peer Reviewed Journal Articles 

1. Camps, Octavia, Gou, Mengran, Hebble, Thomas, Karanam, Srikrishna, Lehmann, Oliver, Li, Yang, 
Radke, Richard, Wu, Ziyan and Xiong, Fei. 2017. “From the Lab to the Real World: Re-Identification in 
an Airport Camera Network.” IEEE Trans. CSVT 2017. DOI: 10.1109/TCSVT.2016.2556538

Pending – 
1. Karanam, Srikrishna, Gou, Mengran, Wu, Ziyan , Rates-Borras, Angels, Camps, Octavia and Radke, 

Richard J. “A Systematic Evaluation and Benchmark for Person Re-Identification: Features, Metrics, 
and Datasets”. Under review for IEEE Trans. PAMI.

C. Other Publications

1. Camps, Octavia and Sznaier, Mario. 2017. “The Interplay Between Big Data and Sparsity in Systems 
Identification.” Geometric and Numerical Foundations of Movements, Springer, pp.133-159. DOI: 
10.1007/978-3-319-51547-2_7

D. Peer Reviewed Conference Proceedings

1. Wang, Yin, Camps, Octavia, Sznaier, Mario, Roig Solvas, Biel. “Jensen Bregman LogDet Divergence 
Optimal Filtering in the Manifold of Positive Definite Matrices.” ECCV 2016, October 8-16, 2016, Am-
sterdam, the Netherlands.

2. Gou, Mengran, Zhang, Xikang, Rates-Borras, Angels, Asghari-Esfeden, Sadjad, Camps, Octavia and 
Sznaier, Mario. “Person Re-identification in Appearance Impaired Scenarios.” BMVC 2016, Septem-
ber 19-22, 2016, York, United Kingdom.

3. Camps, Octavia, Sznaier, Mario, Zhang, Xikang. “Convex behavioral model (in) validation via Jen-
sen-Bregman divergence minimization.” ACC 2016, July 6-8, 2016, Boston, MA. 

4. Wang, Yin, Sznaier, Mario and Camps, Octavia: “A Super-Atomic Norm Minimization Approach to 
Identifying Sparse Dynamical Graphical Models.” ACC 2016, July 6-8, 2016, Boston, MA. 

Pending – 
1. Gou, Mengran, Karanam, Srikrishna, Liu, Wenqian, Camps, Octavia and Radke, V. “DukeMTMC4ReID: 

A Large-Scale Multi-Camera Person Re-Identification Dataset.” 1st Workshop on Target Re-Identifica-
tion and Multi-Target Multi-Camera Tracking in conjunction with CVPR 2017. 

E. Other Presentations 

1. Seminars
a. Octavia Camps. “Dynamics-Based Invariants for Multicamera Video Understanding.” Johns Hop-

kins University, February 2017, invited Talk.
b. Octavia Camps. “Appearance-Impaired Re-Id.” CVPR 17 Area Chair Meeting,  U. Maryland, Febru-

ary 2017.

F. Student Theses or Dissertations Produced from This Project

1. Yongfang Cheng. “Polynomial Optimization Techniques in Subspace Clustering.” PhD Thesis, North-
eastern University Department of Electrical and Computer Engineering, 2016.
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G. New and Existing Courses Developed and Student Enrollment

New or 
Existing

Course/Module/ 
Degree/Cert.

Title Description Student  
Enrollment

Existing Course Advanced Computer 
Vision

Project oriented graduate class in  
computer vision.

25

New Course Sparsity and Big Data Optimization graduate course that  
focuses on the interplay between big 
data and sparsity in controls and  
systems identification.

25

H. Software Developed

1. Datasets
a. As discussed above, we created a dataset using video captured at Cleveland International 

Airport and another dataset using data provided by Duke University. These datasets will be 
made available to the research community upon request. Links to request the data will be at  
http://robustsystems.coe.neu.edu/.

2. Algorithms
a. We developed a suite of algorithms to evaluate and benchmark Re-Id approaches. The code can 

be downloaded from http://robustsystems.coe.neu.edu/.
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