
R4-A.3: Re-Identifi cation and Long-Term 

Anomaly Detection

Abstract— This project addresses the development of automatic tracking, anomaly detection 
and re-identifi cation algorithms in real-world networks of surveillance cameras, in support of 
homeland security applications.  In Year 1, we focused on a problem of critical operational interest 
to surveillance and security in mass transit environments: the re-identifi cation of humans in a wide-
area network of non-overlapping surveillance cameras. 
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Matthew Reome BS RPI 12/13

Srikrishna Karanam MS RPI 12/14

Ziyan Wu PhD RPI 5/14

Austin Li PhD RPI 8/15

II. PROJECT OVERVIEW AND SIGNIFICANCE

Recognizing the same human as he or she moves through a network of cameras with non-overlapping ields 
of view is an important and challenging problem in security and surveillance applications.  This is often 
called the re-identi ication or “re-id” problem.  For example, in an airport security surveillance system, once 
a target has been identi ied in one camera by a user or program, we want to learn the appearance of the tar-
get and recognize him/her when he/she is observed by the other cameras. We call this type of re-id problem 
“tag-and-track”.
Unfortunately, current re-id algorithms are likely to fail in real-world tag-and-track scenarios for several 
reasons. The standard datasets used to evaluate re-id algorithms are all images taken from cameras whose 
optical axes have a small angle with (or are even parallel to) the ground plane, which is generally not the case 
in real-world surveillance applications. In the latter environments, the angle between the camera optical 
axis and the loor is usually large (~45°), causing serious perspective changes. More importantly, most re-id 
algorithms approach matching across images using the same descriptors, regardless of camera viewpoint or 
human pose, which can induce serious error in the matching of target candidates.
In this project, we propose a novel viewpoint-invariant approach to re-identify target humans in cameras 
that don’t share overlapping ields of view. The approach is designed to be directly applicable to typical re-
al-world surveillance camera networks. It improves the traditional person re-id process with three contri-
butions. First, we introduce a sub-image recti ication method to cope with perspective distortion, which is 
common in surveillance cameras and may cause serious errors in matching. Second, we show that pairs of 
person descriptors from a traditional feature extraction method vary signi icantly with viewpoint. Hence, we 
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propose a viewpoint-invariant descriptor that takes into account the viewpoint of the human using what we 
call a “pose prior learned from training data.”  Finally, complementing the traditional of line speci ication of 
target features, we show how person-speci ic discriminative features can be learned online for adaptive re-
id.  The proposed algorithms can easily be introduced into current metric learning based re-id algorithms. 
We test our algorithms on both standard benchmarking datasets and a challenging new dataset acquired at 
a US airport, demonstrating that the proposed algorithm signi icantly improves the performance of current 
state-of-the-art metric learning based re-id algorithms.
Most of the previous research on re-id is focused on the single-shot scenario.  That is, there is only one im-
age available for both the tagged person and each matching candidate. However, real-world re-id problems 
map much more naturally onto a multi-shot problem. That is, there are multiple images available to describe 
both the target and the matching candidates.  For example, after a target of interest is detected in the ield of 
view of one camera, he/she is usually tracked until leaving the current view.  Similarly, candidates detected in 
other views will generally be tracked continuously. Thus, re-id in practice is actually a multi-shot probe and 
multi-shot gallery problem, which is how we plan to address it.
The automated analysis of images and video of scenes under surveillance is critical for understanding ex-
pected patterns of activity in urban areas.  Knowledge of the expected activities in an area, and how they 
depend on positional, temporal, environmental and cultural factors, enables more accurate planning and 
more appropriate response to changing events.  A second major goal of this project is to learn patterns that 
are time-varying and reveal patterns across a wide range of time scales.  For example, a behavior that is com-
monplace in an environment at 10 AM on a Monday may be highly unusual at 5 PM on a Sunday.  The research 
challenge is to quickly extract such time-varying anomalies based on hundreds of hours of video; most pro-
posed anomaly detection algorithms only operate on single videos a few minutes long.
We assume that the scenes of interest are recorded from networked surveillance cameras that collect long 
sequences of video (e.g., days, months, or years).  We also assume that for some scenarios of interest, it may 
be very dif icult to automatically and accurately classify each moving object in the environment, necessitating 
algorithms that are robust to tracking errors and missed detections.

III. RESEARCH ACTIVITY

A. State-of-the-art and technical approach

A.1   Candidate detection 

Most state-of-the-art person detection algorithms use a sliding window approach [1]. The basic idea is to 
build a labeled dataset of image windows of a ixed size .   The positive windows contain centered per-
sons and the negative windows do not contain persons. A classi ier is then trained to discriminate between 
these windows. Given a new image, the classi ier is passed through every possible  window of the im-
age, and potential locations of persons are found.  A common issue faced in person detection is the different 
sizes with which persons appear in the same image. To overcome this issue, we search for persons over scale 
in addition to location.
A variety of features can be used for the purposes of training and testing the classi ier. Most state-of-the-art 
person detectors use gradient histograms [2] in some form; other typical features include image gradients 
and color and texture information. Dollar et al. [3] noted that the best performing detectors use a combina-
tion of these features. A comprehensive survey of the current state-of-the-art can be found in [3]. For our 
purposes, we use a combination of normalized gradients, histograms of normalized gradients, and LUV color 
channels. For the purposes of searching over scale, we form a pyramid of features extracted from a down-
sampled set of images. Typically, the feature pyramid is formed using 8 scales per octave. A common com-
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putational bottleneck in most state-of-the-art detectors is this step of computing the feature pyramid, since 
image features must be computed at every scale [4, 5].   However, Dollar et al. [6] observed that it is possible 
to estimate features at a dense set of scales using features computed at a coarsely sampled set of scales with-
out sacri icing detection accuracy. In our implementation, to form a feature pyramid of 20 scales, we compute 
features at about 3 scales, and use them to extrapolate features at the remaining 17 scales. This observation 
enables us to compute the feature pyramid in real time, thus enabling faster detection results.
For the purposes of classi ier training, we use the Cleveland airport dataset annotated by ALERT. For each 
positive and negative image window, we determine the feature pyramid and train a boosted decision tree 
classi ier. Boosting [7] is a popular classi ier in the computer vision community due to its speed and perfor-
mance advantages.

A.2   Re-identi ication 

Traditional biometric methods such as face or gait recognition are dif icult to apply to the re-id problem 
since most surveillance cameras’ resolution is too poor to get a clear image of the target. Instead, most re-
cently proposed re-identi ication algorithms focus on feature representation and metric learning. Features 
used in re-id problems include color and texture histograms [8, 9, 10], quantized local feature histograms 
[11], and spatiotemporal appearance descriptors [12].   Many of these descriptors are high-dimensional and 
contain some unreliable features; hence metric model learning and feature selection are also critical prob-
lems for re-id. Many approaches have been proposed including online relative distance comparison (RDC) 
[13], RankSVM [10], and set-based methods [9]. Conte et al. [14] proposed the Multiview Appearance Model, 
which continuously updates an appearance model of the target for each quantized orientation. The critical 
issue for our problem of interest is that these previous algorithms are not generally viewpoint invariant or 
suitable to low-quality, low-resolution cameras. 
In Year 1, we continued the development of a novel viewpoint-invariant approach to re-identify target hu-
mans in cameras that don’t share overlapping ields of view. The approach is designed to be directly ap-
plicable to typical real-world surveillance camera networks. First, we introduced a sub-image recti ication 
method to cope with perspective distortion. Second, we proposed a viewpoint-invariant descriptor that takes 
into account a pose prior learned from training data. Finally, we showed how discriminative features for a 
particular person can be learned online for adaptive re-identi ication. We tested our algorithms on both stan-
dard benchmarking datasets and a new, very challenging dataset acquired at a US airport, and demonstrate 
that the proposed algorithm yields better re-id performance compared to many previous approaches.  Figure 
1 illustrates the overall approach.

Figure 1:  Overall fl owchart of the proposed algorithm for person re-identifi cation.
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One key step in our new algorithm is the genera-
tion and estimation of a “pose prior” that takes 
into account the viewpoint dependence in the im-
age of a person.  We divide the image of a human 
into horizontal strips or sub-regions.  In each strip, 
histograms of color and texture information are ex-
tracted that form a feature vector.  Let Xa and Xb be 
two descriptors extracted from the images of tar-
gets A and B, and W be a classi ier trained to dis-
tinguish between A and B.  The pose prior is used 
to make the descriptor distance invariant to view-
point changes, as represented by a new distance 
function:  f(Ia , Ib)=WT|P(Ia, θa)-P(Ib, θb)|, in which Ia 
and Ib are the images of targets A and B. θa and θb 
are the estimated viewpoint angles corresponding 
to targets A and B. P(I, θ) is the converted descrip-
tor of I with respect to the pose prior at θ.  Instead of directly extracting descriptors for each strip of the tar-
get, P(I, θ) weights the contribution at each pixel of a strip based on the estimated pose of the target.  Figure 
2 illustrates the idea.
The classi ier model we trained of line is a general model, which is universal for every human. However, 
learning discriminative features for the particular target being tracked may greatly boost the performance 
of the re-identi ication. We also showed how to update the classi ier function to include a person-speci ic 
weight on the descriptor.
Finally, we proposed a robust and ef icient algorithm to address the multi-shot re-id problem, based on ran-
dom forests [20] and random projections [21].  We build an ensemble of random forests, trained by feature 
vectors randomly projected onto different subspaces. By taking into account the outputs from discrimina-
tively selected random forests, a similarity measurement is computed for each testing sample pair.  Since 
the algorithm operates in a very low dimension, it makes the training process extremely fast and saves tre-
mendous storage space compared to current techniques.  More importantly, the random projection enhances 
the classi ier diversity of the random forests, which makes it outperform other dimensionality reduction 
approaches such as Principal Component Analysis (PCA). Based on this framework, we further developed a 
person-speci ic random forest method to exploit the discriminative information from the multi-shot samples. 
Our algorithm demonstrates superior performance compared with state-of-the-art algorithms on multi-shot 
re-id benchmark datasets as well as a new re-id dataset acquired from our airport data.

A.3   Anomaly detection

In addition to re-id, we are interested in analyzing the trajectories of tracked objects over a long period of 
time, in order to distinguish normal behavior from anomalous behavior.  One approach is to generate models 
for different types of trajectories and compare them with observations [22, 23]. Another is to cluster tra-
jectories to detect different motion paths [24, 25, and 26]. A third approach, along the lines of the proposed 
algorithm, is to directly work with the trajectories without clustering [27].
Relatively few researchers have studied video at very long time scales. For example, Yang et al. [28] divided 
a single 1.5 hour video into 10 second clips and analyzed the smaller pieces. Varadarajan et al. [29] studied 
four datasets, each of which was a single continuous video ranging from 50 minutes to 2 hours in length. Nei-
ther case allows for the observation of long-term variations in motion patterns and corresponding multiscale 
analysis. While some days- or months-long datasets do exist (e.g., for traf ic video [25, 30]), analyzing activity 
at multiple time scales is not usually a focus.

Figure 2: Learning the pose prior, which allows the direct 

comparison of features from candidate rectangles taken 

from diff erent camera viewpoints.
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Our initial research builds on the Global Webcam Archive (GWA) developed by Jacobs et al. [31] and the Long-
term Observation of Scenes with Tracks (LOST) dataset developed by Abrams et al. [32]. Each database is 
continually updated with a half an hour of video acquired at the same time every day from each of hundreds 
of webcams over the course of many months, allowing the analysis of activities and anomalies at a wide range 
of scales (e.g., minute, day, week, and month).
We propose a representation that, based on noisy point tracks, can handle typical errors in automatic de-
tection systems.  The key idea is to aggregate partial point tracks into “activity maps” for both a candidate 
video under evaluation and an aggregate set of videos that de ine the temporal context for what should be 
considered “normal”.  These activity maps are quickly built, combined and compared using a fast Euclidean 
distance transform, and result in a lightweight summary of the expected presence, speed and direction of 
objects passing near a given pixel.  Each video is categorized as normal or anomalous using a trained linear 
classi ier.  Videos are detected as anomalous not only due to unexpected presence/type of activity, but also to 
unexpected absence of activity (e.g., a normally busy street is deserted).

B. Major Contributions

In Year 1, we conducted several experiments to evaluate the performance of the proposed re-id algorithms, 
comparing them against state-of-the-art competitors on standard benchmarking datasets, as well as a new 
custom datasets created from the ALERT installations at the Cleveland airport. 
We irst describe an example showing the improvement our algorithmic re inements bring compared to a 
baseline algorithm. In Figure 3, the leftmost column is the image of the target we want to ind, and the rows 
illustrate a baseline algorithm, the result of applying discriminative features, applying the pose prior and ap-
plying both. Originally, the correct person in the gallery is the 10th-best match; with discriminative features, it 
jumps to the 4th-best match. If we look at the woman in the probe image, the discriminative features could be, 
for example, the clear separation between the torso and legs, the dark coat and the pinkish trousers. By ap-
plying person-speci ic features, some people with simple-colored clothing, or a white pattern on their shirt, 
are left behind. If we only add the pose prior, not only does the correct image shift to the 2nd-best match, but 
more side-view images also move to higher rank, because unrelated parts of the images play a less signi icant 
role in the feature vector. For example, the person at position 4 in the irst row, who got to position 2 in the 
second row, doesn’t even appear in the third row. The pose prior can put less weighting on his/her backpack, 
which may be the main reason keeping him/her at top ranks in the irst 2 rows.

Figure 3:  Improvement brought by the proposed algorithms on one example from the VIPeR benchmark dataset.  

The rows from top to bottom illustrate the ordered top matches from a baseline algorithm, the result of applying 

discriminative features, applying the pose prior and applying both.
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We next illustrate one result of our multi-shot re-id 
algorithm on the CAVIAR4REID dataset [17]. This 
dataset is extracted from videos captured in a shop-
ping center. It is suitable for the re-id problem since 
the videos come from two camera views. It contains 
large variance in image resolution, large illumination 
variation within and between cameras, and severe 
occlusion and pose changes. The dataset contains 
72 pedestrians with 1220 images in total.   For each 
testing person, we randomly take J images to form a 
gallery set and J additional random images to form 
a probe set.  Figure 4 illustrates a cumulative match 
characteristic (CMC) curve to report the experimen-
tal performance. The rank n matching rate speci ies 
the percentage of probe images that matched cor-
rectly with one of the top n images in the gallery set.  
We compared our algorithm against the competing 
algorithms PRDC [15], PCCA [16], CPS [17], SDALF 
[18] and LF [19].  Our method demonstrates a com-
pelling advantage; for example, after seeing J=5 in-
stances of a person, the correct match is within the 
top 5 candidates 90% of the time.
We next investigated the implementation of our re-id algorithms in a software architecture designed spe-
ci ically to operate in the ALERT installation at the Cleveland airport.  Figure 5 shows an example of the 
real-time, multi-person tracking algorithm that generates candidate rectangles for the algorithm to compare 
against the target.  Figure 6 shows a screenshot of a prototype interface that allows a user to manually outline 
(“tag”) a target in one camera, and then applies a simple version of our re-id algorithms to automatically track 
the person through the other two cameras.  The potential matches are constantly updated in real time as the 
candidates move through the ields of view of the cameras.

Figure 4: Performance of the proposed multi-shot re-

identifi cation algorithm on the CAVIAR4REID benchmark 

dataset.  The proposed algorithm is called RPRF (red) and is 

compared against 5 competing algorithms.  J is the number 

of images of the target and each candidate.

Figure 6: Prototype tag-and-track interface designed for Cleveland airport.  

The operator tags a person of interest in Camera C.  The best matching 

candidates in cameras B and A are updated in real time with a color and a 

score.  In this example, the man in the blue shirt has been correctly found as 

the most likely candidate in the other two cameras.

Figure 5:  Example results from the real-

time multi-person detection algorithm.

ALERT 
Phase 2 Year 1 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.3



B.1   Anomaly detection

We validated our results on 60 ground-truthed half-hour long videos from each of 3 datasets, demonstrating 
that the proposed approach can accurately detect anomalies at multiple time scales, as well as automatically 
ind anomalies in an unsupervised manner from newly presented scenes.

Figure 7 illustrates two example results, analyzed with respect to the scene in Figure 7a and corresponding 
aggregate occupancy map from Figure 7b.  Figure 7c contains several unusual tracks generated by people cut-
ting across the lawn, which clearly show up as hot spots in the difference map Figure 7d.  On the other hand, 
the occupancy map in Figure 7e shows no activity along some of the paths, which is unusual, again generating 
hot spots in the difference map Figure 7f.  The latter types of unusual-lack-of-activity cases are dif icult for 
many anomaly detection algorithms to ind, since they rely on classifying existing trajectories as normal or 
anomalous.

C. Future plans

The main goal in Year 2 for the re-id work is the installation and validation of the algorithms in the Cleve-
land airport, operating on both the current parking garage testbed and the new post-security branching 
testbed coming online in Summer 2014.  There are several tasks that must be accomplished.  First, ALERT 
researchers from several tasks and universities must work together to design a robust, modular and dis-
tributed software architecture that allows real-time operation of several tasks (e.g., video input, candidate 
tracking and iltering, feature extraction, re-id, user interface) and easily allow different research groups to 
re ine and replace submodules without disturbing the overall system.  Second, the proposed algorithms for 
fast tracking, candidate recti ication, pose prior, person-discriminative features and multi-shot re-id must be 

Figure 7:  (a) An example scene observed by a surveillance camera over the course of many months.  (b) the 

corresponding activity map for 30 days of scene activity (brighter means a higher likelihood of activity near that pixel.)  

(c) a candidate activity map for a new video of the scene and (d) the corresponding diff erence map, indicating places 

with increased activity.  (e) A second candidate activity map and (f) the corresponding diff erence map, indicating 

places with unusually low activity.
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fully integrated into the deployed system.  (The prototype in Figure 6 only contains limited versions of these 
components.)  Third, the system must be quantitatively validated on-site, and the results of the validation fed 
back to the researchers to improve the underlying algorithms.
We also hope to leverage the video collected in the airport testbeds as input to the anomaly detection algo-
rithms, in order to infer patterns of normalcy and detect unusual behavior at multiple time scales in mass 
transit environments.  We will continue to pursue anomaly detection on the long-term videos from the LOST 
and GWA datasets as a surrogate for such data until it becomes available.

IV. RELEVANCE AND TRANSITION

A. Relevance of your research to the DHS enterprise

Video surveillance is an integral aspect of homeland security monitoring, forensic analysis and intelligence 
collection.  The research projects in this area were directly motivated (and in fact, requested) by DHS of icials 
as critical needs for their surveillance infrastructure.   The presence of ALERT hardware and software on-site 
in Cleveland is expected to produce a wealth of new data and research problems of direct DHS/TSA interest 
for several years. 

B. Anticipated end-user technology transfer

The research in the video analytics thrust has an existing history of transition into the Cleveland airport 
(CLE), and the re-id research will be transitioned to CLE over the course of Years 2 and 3.  ALERT, in collabo-
ration with another DHS COE, VACCINE, is in advanced discussions with the Greater Cleveland Rapid Transit 
Authority (GCRTA) police to address a problem related to re-id in the context of rail platforms, bus stops and 
concourses.

V. LEVERAGING OF RESOURCES

None to date, although ALERT has retained the services of an IP consultant to assess the feasibility of technol-
ogy transfer for video analytics research and development in the center.

VI. PROJECT DOCUMENTATION AND DELIVERABLES

A. Peer Reviewed Journal Articles

1. Wu, Z. and Radke, R.J.  “Improving Counter low Detection in Dense Crowds with Scene Features.” 
Pattern Recognition Letters, Special Issue on Pattern Recognition and Crowd Analysis.  Vol. 44,  
pp. 152-160, available online May 2014, to appear July 15, 2014.  http://dx.doi.org/10.1016/j.pa-
trec.2013.11.016

 Pending-
1. Wu, Z., Li, Y., and Radke, R.J..  “Viewpoint Invariant Human Re-Identi ication in Camera Networks 

Using Pose Priors.”  IEEE Transactions on Pattern Analysis and Machine Intelligence.  Revised manu-
script submitted April 2014, in review.

B. Student theses or dissertations produced from this project

1. Ziyan Wu, Ph.D, Computer and Systems Engineering.  Thesis title: Multi-Object Tracking and Asso-
ciation with a Camera Network.  Graduated May 24, 2014.  Now with Siemens Corporate Research, 
Princeton, NJ.
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C. Software Developed

1. Datasets
a. Cleveland re-identi ication ground-truth database (internal to ALERT).  
b. A subset of the above to be made publicly accessible upon publication of a related journal paper.

2. Algorithms
a. A highly optimized implementation of multiple-person detection in C# that gives near real-time 

results 
b. Viewpoint invariant human re-identi ication algorithm 
c. Multi-shot human re-identi ication algorithm 
d. Multi-scale anomaly detection algorithm

All algorithms are under development for implementation at Cleveland airport.  Some algorithms may 
be made publicly available upon publication of a related journal paper to bene it the computer vision 
research community.

D. Requests for assistance/advice

1. From DHS
a. The re-identi ication project is a direct result of discussions and requests from the TSA branch 

headquartered at Cleveland airport.
2. From Federal/State/Local Government

a. As mentioned in Section V.B, ALERT, in collaboration with another DHS CoE, VACCINE, is in ad-
vanced discussions with the police at the Greater Cleveland Rapid Transit Authority (GCRTA) 
to address a problem related to re-identi ication in the context of rail platforms, bus stops, and 
concourses.
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