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II. PROJECT DESCRIPTION

A. Project Overview

Video-based methods have an enormous potential for providing advance warning of terrorist activities and 
threats. In addition, they can assist and substantially enhance localized, complementary sensors that are 
more restricted in range, such as radar, infrared, and chemical detectors. Moreover, since the supporting 
hardware is relatively inexpensive, and to a very large extent, already deployed (stationary and mobile net- 
worked cameras, including camera cell phones, capable of broadcasting and sharing live video feeds), the 
additional investment required is minimal.
Arguably, the critical impediment to fully realize this potential is the absence of reliable technology for ro-
bust, real time interpretation of the abundant, multi-camera video data. The dynamic and stochastic nature 
of this data, compounded with its high dimensionality, and the dif iculty to characterize distinguishing fea-
tures of benign vs. dangerous behaviors, make automatic threat detection extremely challenging. Indeed, 
state-of-the-art turnkey software, such as that in use by complementary projects at NEU, heavily relies on 
human operators, which, in turn, severely limits the scope of its use.
The research presented here is motivated by an emerging opportunity to address these challenges, exploiting 
advances at the con luence of robust dynamical systems, computer vision, and machine learning. A funda-
mental feature and key advantage of the envisioned methods is the encapsulation of information content on 
targeted behavior in dynamic models. Drawing on solid theoretical foundations, robust system identi ica-
tion and adaptation methods, along with model (in)validation tools, will yield quanti iable characterization 
of threats and benign behaviors, provable uncertainty bounds, and alternatives for viable explanations of 
observed activities. The resulting systems will integrate real time data from multiple sources over dynamic 
networks, cover large areas, extract meaningful behavioral information on a large number of individuals and 
objects, and strike a dif icult compromise between the inherent conservatism demanded from threat detec-
tion, and the need to avoid a high false-alarm ratio, which heightens vulnerability by straining resources.

ALERT 
Phase 2 Year 3 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



B.  Biennial Review Results and Related Actions to Address 

The reviewers noted the following strengths in our research: 1) It is advancing the state of art in key areas 
of video data analytics; 2) It demonstrates a distinct appreciation for practical utility to applications, as we 
focus on computational ef iciency, noise reduction, multiple inputs with non-overlapping video ields, etc.; 
and 3) It leads to video analytics systems that perform well in the real world, as demonstrated by our work 
in airport security in collaboration with the Transportation Security Administration (TSA) and the Cleveland 
Hopkins International Airport (CLE).
The reviewers also pointed out the following weaknesses and future research directions: 1) The research 
should look deeper into the effects of poor tracking in the performance of the proposed approaches; 2) It 
should explore the use of contextual information to enhance recognition performance; and 3) It should also 
consider the use of active learning to incorporate new training data as it becomes available.
In Year 4, we plan to address the weaknesses listed above as follows:
• We will continue to develop video analytics algorithms that exploit dynamics-based invariants, with em-

phasis in computational ef iciency and robustness to noise, outliers, and tracking errors. We will provide 
qualitative and quantitative performance evaluations using real-world data.

• We will continue to develop ef icient algorithms that can quickly and accurately answer the questions of 
“Who is doing what, where, and why?,” and that incorporates both dynamical and contextual information 
as illustrated in Figure 1. To this effect, we propose to use weighted tree automata (WTA) to model com-
plex actions using hierarchical decompositions, where atomic dynamics-context aware items are used at 
the lowest levels. 

• We will incorporate active learning and knowledge transfer techniques to augment prior collected 
(labeled) data with new data as it becomes available. 

C. State-of-the-Art and Technical Approach

C.1.    State of the art

Following are highlights from the literature in areas we draw on:  computer vision, systems theory, and 
optimization.

C.1.a.  Scene analysis

The last decade has seen tremendous progress in the area of object detection and classi ication [1–14]. 

Figure 1: (a) Loading groceries, critical supplies, and loot. These scenes share several elements (people, vehicles, shop-

ping carts, goods being loaded by humans), yet they represent signifi cantly diff erent situations that should elicit very 

diff erent responses. (b) Complex sequences will be represented using WTA hierarchical decompositions where the 

bottom level consists of atomic elements such as family (context), walking towards (dynamics), and the back of a car 

in a store parking lot (context), which will be effi  ciently described using compact dynamic, context-aware invariants.

                                                               (a)                                                                                                                (b)
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Comparatively, video segmentation at the object level remains elusive. Motion is one of the most import-
ant cues for segmenting foreground objects [15–27] and recovering their 3D geometry [28–42]. Additionally, 
shot detection [43–47] is key to segmenting and indexing video sequences for easy browsing of digital video 
databases. Yet, there are very few attempts in the literature to use prior knowledge to segment videos. An 
exception is the, related but narrower, problem of human activity recognition. Most of the recent work in this 
area [20, 48–55] has been inspired by the success of using bag of features (BoF) approaches for object rec-
ognition.  Other approaches are based on time-series using trajectories or a combination of local features 
and trajectories [56–61].  Because human gestures are strong indicators of human activity, human pose [62] 
or their silhouette evolutions [63] are learned to annotate activity videos. However, these approaches are not 
lexible enough to model the motions of generic objects, are vulnerable to silhouette variations and do not 

generalize well to viewpoint changes. There is a smaller body of work addressing the problem of multi-view 
action recognition [64–74]. However, the performances of these approaches are still far below the perfor-
mances achieved for single view activity recognition.

C.1.b.  Multi-target tracking

Recent advances in the accuracy and ef iciency of object detectors [2, 75], particularly pedestrian detectors, 
have inspired and fueled multi-target tracking approaches of detection. These techniques proceed by detect-
ing the targets frame by frame using a high quality object detector, and then associating these detections by 
using online or of line trackers [76–78]. Often, these associations are based on appearance and location sim-
ilarity, while the start and end of the tracks are handled using “source” and “sink” nodes. These approaches 
achieve very good results for scenarios, such as pedestrian tracking, where 1) the appearance of the targets 
is discriminative; 2) the targets display simple motion patterns; and 3) source and sink nodes can be natu-
rally placed at the boundaries of the ield of view [76, 78–80]. However, these algorithms do not perform as 
well when targets 1) have similar appearance; 2) do not move with the assumed dynamics; or 3) come out in 
the middle of the ield of view as in the example shown in Figure 2. While there are trackers that rely less on 
appearance [81–85], they often require tuning of a large number of parameters and expertise to adapt the 
algorithms to these more challenging scenarios.

It is also possible to track solely based on dynamics using Kalman [86] or particle [87] ilters to predict the 
target location and associate the closest detection to this prediction. However, these approaches must 
assume a dynamic model a priori and have trouble distinguishing targets that are close to each other. Alter-
natively, Ding et al [88] showed that it is possible to use dynamics to compare tracks and disambiguate be-

Figure 2: It is hard to say which ball is which.  Their appearance does not help, but their motion aids to disambiguate 

them.
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tween targets without assuming a motion model a priori. Instead, comparisons are based on the complexity 
of the underlying dynamics which is estimated by minimizing the rank of a Hankel matrix constructed di-
rectly from the available data, potentially fragmented and corrupted by noise. Since rank minimization is an 
NP hard problem [88] it uses a convex relaxation and a generic interior point (IP) method to irst complete 
the matrix such that it has minimum nuclear norm (a surrogate for low rank), followed by a singular value 
decomposition (SVD) and singular value thresholding to minimize rank. 
However, the computational and memory complexity of IP methods is O(l

6
) and O(l

4 ), respectively, where l 
is the length of the trajectory.
Thus, until now this approach has been limited to stitching short trajectories of a few targets.

C.1.c.  Multi-camera tracking 

Multiple cameras are used to cover wide areas and provide different viewpoints of targets. In order to fully 
take advantage of the information available from multiple sensors, multi-camera tracking systems must main-
tain consistent identity labels of the targets across viewpoints. This is, in general, a dif icult problem since the 
appearance of the targets can be quite different when seen from different angles, and cameras can be widely 
separated and may not have an overlapping ield of view. Previous approaches to the “correspondence across 
views” problem include matching features such as color and apparent height [89–92], using 3D information 
from camera calibration [90, 93–97], using the epipolar constraint to search for correspondences [98–100], 
modeling the relationship between the appearance of a target in different views through a linear time invari-
ant system [101] or computing homographies between views [102–107].

C.1.d.   Target re-identi ication 

A good overview of existing re-ID methods can be found in [108–112] and references therein. The three 
most important aspects in re-ID are 1) the features used; 2) the matching procedure; and 3) the performance 
evaluation. Most re-ID approaches use appearance-based features that are viewpoint quasi-invariant [113–
119] such as color and texture descriptors. However, the number and support of features used varies greatly 
across approaches making it dif icult to compare their impact on performance.  Using standard metrics such 
as Euclidean distance to match images based on this type of features results in poor performance due to the 
large variations in pose and illumination, and limited training data. Thus, recent approaches [110, 120–123] 
design classi iers to learn specialized metrics that enforce features from the same individual to be closer than 
features from different individuals. Yet, state-of-the-art performance remains low, slightly above 30% for the 
best match. Performance is often reported on standard datasets and while they are challenging, they bring in 
different biases. Moreover, the number of datasets and the experimental evaluation protocols used also vary 
greatly across approaches, making it dif icult to compare them.

C.1.e.  Semide inite programs

Semide inite programs seek to minimize a linear function subject to af ine matrix equality and positive 
semide inite constraints. These problems are convex (albeit nonsmooth) and thus tractable. Indeed, recent 
research efforts have led to numerous algorithms (for instance interior point algorithms) with polynomi-
al complexity.  Excellent surveys are given in [124] and [125].  Of particular interest to this proposal are 
semide inite programs resulting from the relaxation of constrained rank minimization problems [126, 127]. 
It has been recently shown [128] that in these cases, gradient based methods outperform interior point ones.

C.1.f.  Polynomial optimization

Finding dynamic invariants from corrupted data often requires the ability to solve polynomial optimization 
problems. Although these are highly nonconvex, one can ind convex liftings that lead to standard semidef-
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inite programs. Two (related) approaches are usually used: 1) the Sums of Squares approach [129] which 
provides convex certi icates for positivity of a polynomial over a semi-algebraic set and; 2) its dual which is 
referred to as the Moments approach [130]. Here, suf icient and asymptotically necessary conditions for a 
sequence to be a moment sequence of some Borel measure are used to convexify the problem [131].

C.1.g.   Robust Identi ication of piecewise af ine systems 

This has been the object of recent intense research, leading to a number of techniques to ind subsystem dy-
namics and switching surfaces [132]. A common feature is the computational complexity entailed in dealing 
with noisy measurements: in this case algebraic procedures [133] lead to nonconvex optimization problems, 
while optimization methods lead to mixed integer/linear programming [134]. Similarly, methods relying on 
probabilistic priors [135] also lead to computationally complex combinatorial problems. An alternative ap-
proach is provided by clustering-based methods [136, 137]. Since these methods rely on local identi ication, 
they require “fair sampling” of each cluster, which places constraints on the data that can be used. More re-
cently, the PIs have developed new sparsi ication based-techniques for identi ication of af ine switched mod-
els that allow for several types of noise (see [138–141]).

C.2. Technical Approach

Our approach is inspired by the fundamental fact that visual data come in streams: videos are tem-
poral sequences of frames, images are ordered sequences of rows of pixels and contours are chained se-
quences of edges. To make the underlying dynamics of the data explicit, we will treat the data yk   ∈ Rdy, 
where k is the index of the data in the stream, as the output of an unknown piece-wise af ine dynamical sys-
tem S of the form shown in Figure 3. Piecewise af ine systems are a generalization of Hidden Markov Models 
(HMMs)where the state vector can take continuous values in Rd  where d is the dimensionality of the space 
and hence the order of the system. As proved in [142], these systems are universal approximators [143], us-
ing a high enough dimension d. The expressive power of this type of representation is illustrated in Figure 3,  
where the two complex trajectories shown on the right are modeled using the same piecewise af ine system 
with just three second order subsystems.

The system S carries useful invariants, which are easily estimated from the data. To derive these invariants, start 
by describing each subsystem by an autoregressive model:

               
 

Figure 3: Left: Piecewise Affi  ne System. Right: Both sequences can be modeled as the output of the system shown in 

the left, with three second order LTI subsystems and a switching variable σ with a uniform distribution.

(1)
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where the discrete variable σk  ∈  {1, 2 . . . , N } indicates which LTI system is active at time k, n(σk ) is the 
order of the model (memory of the system), and ηk  is measurement noise. The indicator variable σk  can be 
deterministic, stochastic, state driven or be the output of a dynamic system. It should be emphasized that nei-
ther the individual LTI systems, their complexity, n or their interconnections are known or assumed a priori.

C.2.a.  Af ine invariance

Consider an af ine transformation Π : Rdy  → Rdy1 . Then, substituting in (1) we have,

           

Hence, the order n(σ)  and the regressor coef icients a(σ) are af ine invariant since the sequence ŷ is 
explained by the same regressor model as the sequence ŷk . Further, these invariants are related to the 
(block) Hankel matrix H s,r [144, 145]:

since its rows and columns are linear combinations of the previous n(σ) ones, weighted by the coef icients of 
the regressor. Remarkably, while the elements of this matrix are not af ine invariant, its null space is.

C.2.b.  Initial condition invariance

The principal angles between the subspaces spanning the columns of the Hankel matrices of trajectories of 
the same dynamical system, in response to potentially different initial conditions, are zero. This can be easily 
seen by considering the canonical state space representation of (1) with state vector:

where I is the identity matrix. Then,

             

Thus, regardless of the initial condition, the columns of Hŷ and Γσ span the same subspace. Hence, the 
principal angles between subspaces spanned from the columns of the Hankel matrices of output trajectories 
from the same system must be zero. The signi icance of this result is that, both, very different realizations of 

(2)

(3)

(4)
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a single system, and two subsequences of the same realization, can be detected by comparing the subspaces 
of their Hankel matrices.

Note that the rows and columns of the Hankel matrix correspond to overlapping subsequences of the data, 
shifted by one, and that the block anti-diagonals of the matrix are constant as visualized in Fig. 4.  This 
special structure illustrates a more general property at the heart of the proposed research: dynamic invariants 
are encapsulated by the structure of a matrix constructed from the data. For example, it is easily seen that 
the rank of the Hankel matrix is exactly the order n(σ)  of the system. As explained below, these facts can be 
used to ef iciently estimate the above invariants from the data. The complexity of the underlying dynamics, 
given by rank (Hŷ), can be easily estimated from the data by computing the singular value decomposition 
of Hy.  While, in general, Hy will be full rank, we have that Hy = Hŷ + Hη, where Hη is the Hankel matrix 
associated with the noise sequence. Under ergodicity assumptions, H T Hη is an estimate of the covariance 
matrix of the noise [146]. Thus, noise measurements can be robustly handled by simply replacing rank (Hy) 
by NSVση (Hy), the number of singular values larger than ση, the standard deviation of the measurement 
noise.  A n  estimate of Hŷ can be found by partitioning the data matrix into a Hankel-structured low rank ma-
trix (the “clean” data), outlier and noise terms by solving:

where H is the set of all possible Hankel matrices. In the absence of the structural constraints, the problem 
above reduces to the well-known Robust PCA (Principal Component Analysis) problem [147, 148]: decomposing 
a given data matrix Hy into low rank (Hŷ ), sparse outliers (E1) and noise (E2) terms, which can be ef i-
ciently solved [149]. However, these methods cannot accommodate structural constraints such as the Hankel 
structure illustrated in Figure 4, which are the key to exploiting dynamic invariance. While one could use 
interior-point methods to solve this problem, they have very poor scaling properties (typically for an n × n 
matrix, the complexity of each iteration is O(n6)),  and hence their use is restricted to small size problems. 
Because of this, we introduced a Structured Robust PCA (SRPCA) algorithm to solve problems like the one 
given in (5) [150]. This algorithm converges Q-linearly (or Q-superlinearly) to the optimum, and consistent 
numerical experience shows several orders of magnitude decrease in computational time vis-a-vis interior 
point methods allowing users to solve much larger problems.

Figure 4: Dynamics-based invariants from a block Hankel matrix. Each block corresponds to a measurement, and each 

column and row contains measurements for sliding windows with an overlap of 1.
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C.2.c. Recovery of missing data and forecast of future measurements 

Recovering missing data, due for example to occlusions or sensor failures, as well as forecasting future mea-
surements, can be done by adding the desired values as unknown variables in the optimization problem (5). 
Furthermore, predictions can be used as the “deterministic shift” in particle ilters while the estimated noise 
variables E1 and E2 can be used to propagate a gating region based on the statistics of these variables.

C.2.d. Improving SRPCA

The potential of the SRPCA algorithm to ef iciently handle large-sized problems is illustrated in Figure 5, 
where it was used to detect and remove outliers from long trajectories by partitioning the Hankel matrix of 
the trajectories into a low nuclear norm and sparse components, both with Hankel structure.  These results 
show several orders of magnitude improvement in computational speed and memory requirements over 
standard SDP solvers. Further improvements can be achieved by resorting to an Alternating Directions type 
Method of Multipliers (ADMM) [151] where the primal and dual variables are sequentially updated, which 
allows for decoupling the original optimization into a collection of simpler, faster ones. This algorithm is 
guaranteed, under mild conditions, to converge to the global optimum and consistent numerical experience 
suggests that such an approach leads to even further gains in speed.

D. Major Contributions

D.1. Chronological ordering of crowd-sourced images

Temporal sequences are encountered frequently in computer vision problems such as tracking, activity rec-
ognition, dynamic textures, and video segmentation. Substantial performance improvements over conven-
tional appearance-based methods have been reported when dynamic information is also incorporated. How-
ever, such information can only be utilized if the temporal ordering of the relevant data (e.g. video frames) 
is known.  Thus, as the number of (still) images uploaded to the world wide web continue to increase ex-
ponentially, it is only natural to try to sort (chronologically) pictures capturing an event (i.e. an accident, a 
concert, a soccer game, etc.) but taken by different individuals (see Fig. 6 on the next page), so that processing 
algorithms could bene it from the (hidden) dynamic information.

Figure 5: Using SRPCA to detect and remove outliers from long trajectories. Left: trajectories corrupted with outliers 

at random locations with probability 0.2. Right: recovered trajectories, obtained in 25 seconds on a 2.4GHz machine. 

This example could not be solved using a standard SDP solver in a computer with 24GB of RAM due to insuffi  cient 

memory.
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We have developed a new framework for solving this problem. The proposed approach is based on our prem-
ise that spatio-temporal dynamic information can be encapsulated using dynamic models, where the sim-
plest model should always be preferred. Thus, the problem reduces to ind a permutation of the given images 
such that the dynamics of the scene are as simple as possible. To this effect, we express the potential dynam-
ics for the scene as a linear combination of “atomic” dynamics (i.e. the impulse response of irst and second 
order LTI systems with poles sampled from a region around the unit circle in the complex plane). Then, in 
this context, simpler dynamics are expressed by fewer atomic elements and the optimal permutation can be 
found by minimizing the number of atoms used.

We tested the proposed algorithm using 25 sequences (see Fig. 7 on the next page) made of images taken 
from multiple non-stationary cameras. All the scenes include objects with non-rigid motions and were cap-
tured from different viewpoints by various cameras from arbitrary locations and at arbitrary times. The dy-
namic objects cover a small percentage of the ield of view.  Figure 8 (on the next page) shows the result for 
one of these sequences, where ten images taken from different viewpoints were correctly sorted using the 
proposed algorithm. In contrast, the previous state of art method fails to ind the correct ordering.

Figure 6: Crowd-sourced images of an event. The goal is to chronologically sort images taken from diff erent cameras to 

capture the dynamics of the scene.
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Figure 7: Sample frames from unsorted sequences.

Figure 8: The proposed algorithm successfully found the correct ordering of the shuffl  ed sequence.
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The Kendall distance is used to score a candidate sorting, which gives the minimum number of swaps be-
tween two sequences. We report the normalized distance, i.e. Kendall distance divided by number of possi-
ble pairs. The lower it is, the more similar the two sequences are, with the worst possible score being 1. As 
illustrated in Figure 9, the proposed algorithm found the correct sorting in all instances, independently of the 
number of cameras.

D.2. Ef icient temporal sequence comparison and classi ication with application to human activity recognition 

Comparison and classi ication of temporal sequences is a key problem in action recognition (see Fig. 10), 
event detection and abnormal activity detection. As part of this research effort, we propose a new frame-
work to compare and classify temporal sequences. This new approach captures the underlying dynamics 
of the data while avoiding expensive estimation procedures, making it suitable to process large numbers of 
sequences. 

The main idea is to irst embed the sequences into a Riemannian manifold by using positive de inite regular-
ized Gram matrices of their Hankelets as illustrated in Figure 11.  The advantages of the this approach are: 1) 
it allows for using non-Euclidean similarity functions on the Positive De inite matrix manifold, which better 
captures the underlying geometry than directly comparing the sequences or their Hankel matrices; and 2) 
Gram matrices inherit desirable properties from the underlying Hankel matrices: their rank measures the 
complexity of the underlying dynamics, and the rank and coef icients of the associated regressive models are 
invariant to af ine transformations and varying initial conditions. The bene its of this approach were illus-
trated with extensive experiments in 3D action recognition using 3D joints sequences. For example, Figure 12 
on the next page provides the confusion matrix for the recognition of actions from the MSR3D action dataset. 

Figure 9: Kendall scores for the three diff erent datasets. The proposed algorithm found the correct order in all cases.

Figure 10: An example of the class of problems that requires comparing temporal sequences.
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In spite of its simplicity, the performance of this approach is competitive, or better, than using state-of-art 
approaches for this problem. Further, these results hold across a variety of metrics, supporting the idea that 
the improvement stems from the embedding itself, rather than from using one of these metrics.

D.3. Subspace Clustering with Prior Information

Many practical problems involve itting piecewise models to a given set of sample points. Examples of 

Figure 11: Given a temporal sequence, it can be embedded on the PD manifold by using the corresponding regularized 

Gram matrix.

Figure 12: Confusion matrix for the classifi cation of actions in the MSR3D action dataset.
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applications include image compression, face recognition, motion segmentation, video segmentation and 
system identi ication. Due to its importance, a substantial research effort has been devoted to this problem, 
leading to many algorithms, that can be roughly classi ied as statistical, algebraic, and self-representation 
based.
RANdom SAmple Consensus (RANSAC) is an iterative approach that proceeds by itting one subspace at each 
iteration to as many points as possible, using a sampling based approach, removing these inliers from the 
dataset and repeating the process, until a given threshold on the percentage of inliers has been exceeded. 
While in principle, the algorithm provides robust estimates of the parameters of the subspaces, it may re-
quire a large number of iterations to do so. On the other hand, due to its random nature, limiting the number 
of iterations may lead to arbitrarily bad solutions.
Algebraic methods such as GPCA, exploit the properties of subspace arrangements by reducing the problem 
to estimating the coef icients of a multivariate polynomial from noisy measurements of its zeros. Once this 
polynomial has been found, the parameters of each subspace can be recovered via polynomial differentiation.  
While GPCA works well with clean data, its performance degrades quickly with the noise level. Performance 
can be improved by “cleaning” the original data via rank minimization. Although this approach is shown to 
be capable of handling substantial noise level, its main drawback is its computational complexity. In addition, 
in the presence of noise there are no guarantees that the resulting polynomial can be factored as a product of 
linear forms (and hence the parameters of the subspaces are recovered).
Due to these drawbacks, several methods have been recently proposed to handle noisy samples by exploit-
ing the geometric properties of subspaces to reduce the problem to that of looking for sparse or low rank 
solutions to a set of linear equations that encode the fact that subspaces are self-expressive (e.g. a point in 
a subspace can be expressed as a linear combination of other points in it).  These methods include Sparse 
Subspace Clustering (SSC), Robust PCA (RPCA), Low Rank Representation (LRR), Fixed Rank Representation 
(FRR), and  Robust Subspace Clustering (RSC).  All of these methods typically involve using relaxations (such 
as nuclear norm for rank and the l-1 norm for sparsity) in order to obtain tractable convex problems. While in 
the noiseless case these relaxations are exact under suitable conditions on the distribution of the data, in the 
presence of noise, such guarantees are usually lost. Further, inding the parameters of the subspaces requires 
performing irst a spectral clustering to cluster the data. Thus, there is no direct control on the itting error.
Motivated by these dif iculties, we propose an alternative method for recovering a subspace arrangement 
from noisy samples. Its main idea is to recast the problem as a rank constrained semi-de inite program, 
which in turn is relaxed to a sequence of convex optimization problems by using a reweighted nuclear norm 
as a surrogate for rank. We also provide easily testable conditions certifying that the relaxation is exact. Spe-
ci ically, our contributions are:
• Establishing that the problem of subspace clustering can be recast into a quadratically constrained qua-

dratic program (QCQP).
• Exploiting the sparse structure underlying this QCQP to show that it is equivalent to a convex semi-de i-

nite program subject to an additional (non-convex) rank constraint that involves only a very small num-
ber of variables (roughly the number of parameters needed to characterize the subspaces). Notably, the 
size of this constraint is independent of the number of data points to be clustered.

• Using the results above, together with the special sparse structure of the problem, to obtain convex re-
laxations whose computational complexity scales linearly with the number of data points, along with 
conditions certifying optimality of these relaxations.

• Developing a clustering algorithm that, contrary to most existing techniques, directly identi ies a set of 
subspace parameters that guarantees a itting error lower than a given bound. Further, this algorithm 
can easily accommodate existing co-occurrence information (points known to be in the same or different 
subspaces), bounds on the number of outliers, and priors on the relative frequency of each subspace, to 
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improve clustering performance.  To the best of our knowledge, this ability is not shared by any other 
existing method.

We demonstrated the advantages of taking into account prior information in subspace clustering by applying 
our algorithm to planar segmentation by homography estimation, which is an important problem in image 
registration and computation of camera motion. As illustrated in Figure 13 on the next page, given a set of 
point correspondences from two images, assuming that these points are co-planar in 3D, their images coor-
dinates are related by an homography. Thus, this relationship imposes a prior constraint that can be used to 
segment point correspondences into planes. We tested on three pairs of real images Merton I, Merton II, and 
Wadham, given by VGG, University of Oxford. Given each pair of images, VLfeat toolbox was used to obtain the 
SIFT features of two images, and correspondences were de ined by those pairs of points whose l-2 norm are 
less than 5. Among these correspondences, we randomly generated 20 instances with 30 correspondences 
on each plane. Performance was evaluated by the misclassi ication rate. As shown in Figure 14 on the next 
page, our proposed approach outperformed GPCA and the denoised GPCA. For LRR and SSC, we compared 
against their performance as a function of their regularizing parameter. In these plots, it is easy to see that 
both LRR and SCC are very sensitive to the value of the parameter used. In contrast, the proposed method did 
not have to be tuned and yielded an accurate estimate of the homography parameters. 

Figure 13: Planar segmentation using subspace clustering with prior information.
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D.4. Person re-identi ication (re-id) using dynamic features isher vector encoding

State-of-the-art re-id approaches rely on appearance-based features such as color or texture statistics ex-
tracted from single or multiple shots of the target and candidate matches.  A drawback of these approaches is 
that they are at a disadvantage when matching two views of the same person wearing different clothing (for 
example images before and after removing a coat as shown in Fig. 15) and when trying to distinguish people 
wearing similar clothing (for example men wearing black business suits as shown in Fig. 16 on the next page).

Figure 14. Mean and (standard deviation) % performance for plane segmentation.

Figure 15: Three examples of images of the same person, but wearing diff erent clothing. Each pair of images show the 

same person with (left)/without (right) a  coat, respectively.
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In real surveillance applications, the vision system has the ability to track the individuals for a while [152, 
153], enabling the possibility to use temporal/dynamic information to aid re-identi ication in these dif icult 
scenarios.  Yet, very few approaches take advantage of this capability.  Recently, Liu et al [154] proposed to 
use Gait Energy Image (GEI) [155] features to re-identify persons with different appearances. However, ob-
taining good gait silhouettes is extremely hard in crowded scenes such as airport terminals. Wang et al [156] 
use spatial-temporal HOG3D features [157] and perform re-id by selecting and ranking discriminating video 
fragments, simultaneously.  A drawback of this approach is that to capture reliable space-time features, they 
must irst split the long video sequence into several possible candidates based on motion energy intensity.
As part of this research, we introduced [158] a novel approach that exploits dynamic information encapsu-
lated in short dense trajectories of the targets to overcome this limitation. The main idea is to capture soft 
biometrics from gait and motion patterns by gathering dense short trajectories (tracklets) that are encoded 
using a Fisher vector approach.
To illustrate the merits of the proposed method, we introduced three auxiliary “appearance-impaired” data-
sets. Two of these are comprised of videos of people wearing black clothes, collected and annotated from 
the iLIDSVID and the PRID2011 datasets. The third dataset, collected from a train station surveillance cam-
era from our project in collaboration with the Greater Cleveland Rapid Transportation Authority (GCRTA), 
has video sequences of the same people wearing different clothing.  Our experiments on the original and 
the appearance impaired datasets demonstrate the bene its of incorporating dynamics-based information to 
re-identi ication algorithms.

D.4.a. DFV: Dynamics-based Features isher Vector encoding

One of our main objectives is to address the problem of re-identi ication in appearance impaired scenarios 
such as the ones illustrated in Figures 15 and 16. In such cases, gait and idiosyncratic motion patterns, offer 
a natural complementary source of information that is not affected by the lack of discriminating appearance- 
based features.
However, reliable estimation of motion-based biometrics, such as gait, is very challenging in crowded sur-
veillance videos. In particular, it is very dif icult to locate and consistently track the joints of the targets which 
would be required to model their gait.  Because of this, we propose to use instead soft-biometric characteris-
tics provided by sets of dense, short tracklets, which have been shown to carry useful invariants [159]. In par-
ticular, we propose to use as features, a set of temporal pyramids of tracklets, which are built by splitting each 
trajectory using a set of sliding windows of increasing length and with full overlap (stride of one) as illus-
trated in Figure 17(a). The short tracklets at each level of the pyramid correspond to the rows of a Hankelet 
for the original trajectory as illustrated in Figure 17(b). A potential drawback of using dense tracklets is that 
there are many of them and they can exhibit large variability.  Thus, it is important to have an effective way 
to aggregate the information they could provide. The Fisher vector encoding method was irst introduced 
to solve large scale image classi ication problems [160] and has signi icantly improved the performance of 

Figure 16: Examples of persons wearing black suits. The fi rst row was collected from the iLIDSVID dataset and the sec-

ond row was collected from the PRID dataset.
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action recognition systems [161, 162].  As shown in our experiments, using this method will allow us to ag-
gregate multiple dynamic (and spatial) features in an effective way. 

D.4.b. Appearance-impaired re-id datasets

To illustrate the need for dynamic-based features, we collected three more challenging “appearance impaired” 
datasets.  Two of them consist of video sequences of people wearing black/dark clothing.  They are subsets 
of the iLIDS-VID and PRID 2011 datasets1 and we named them iLIDS-VID BK and PRID2011 BK, respectively. 
The third dataset, named the Train Station-divest (TSD) dataset, has sequences of persons with and without 
their coats.
The two BK extension datasets were collected from the original datasets as follows. First, a small set of per-
sons wearing black color clothes were manually selected. Then, based on their spatial features only, we com-
puted the maximum distances between each person in the original dataset and the manually selected ones. 
Finally, we kept the half of the sequences with the lowest distances.  The iLIDS-VID BK dataset has sequences 
of 150 persons and the PRID BK dataset has sequences of 89 persons.
The Train Station-divest (TSD) dataset, was collected from a single surveillance camera mounted in a pub-
lic train station in the US. It has 39 sequences, including two sequences of 7 targets, each wearing different 
clothes and 25 sequences of randomly selected pedestrians used as distractors. The lengths of the sequences 
vary from 29 to 80 frames. Due to hardware and network limitations, the video frame rate (17 fps) and res-
olution (352 x 240 pixels) are relatively low. While all the sequences were captured by the same camera, the 
relative viewpoint varies signi icantly when persons enter, re-enter and exit the scene.

D.4.c. Experiments

We compare re-id performance when using different combinations of features. We used ive different types 
of features.  Three of them are purely spatial-based features: Local Descriptors encoded by Fisher Vector 
(LDFV) [163], Color & LBP [164] and Hist & LBP [165]; one is a mixed local spatio-temporal- based feature: 
histogram of Gradients 3D (HOG3D) [157]; and one is our proposed purely dynamics-based feature: Dynam-
ics-based features Fisher Vector encoded (DFV). In all cases, before extracting the features, every frame was 
normalized to 64 × 128 pixels. 

Figure 17: (a) Trajectories of length l are split into shorter tracklets of varying length a. (b) Each of the tracklets corre-

sponds to a row of a Hankelet representation of the trajectory.

  1Unfortunately, the SAIVT-Softbio dataset has very few persons wearing dark clothing so no BK subset was collected from it.

                                                             (a)                                                                                                        (b)
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In all cases, we used the kernel Local Discriminative Fisher Analysis (kLFDA) method we introduced in [165] 
to learn the metric used to compare candidates. In particular, we used a linear kernel since it is ef icient to 
train without sacri icing performance.

D.4.d. TSD set

Figure 18 shows the Cumulative Matching Curves (CMC) and Table 1 on the next page shows the performance 
scores for the TSD dataset. Since the appearance of the targets change drastically between views, purely spa-
tial-based features perform poorly in this dataset. Since HOG3D uses gradients and temporal information, it 
performs a bit better.
While DFV does not use any spatial cues, it outperforms HOG3D at Rank 1, 2, and 5. Combing DFV and HOG3D 
improves the performance even more. Figure 19 (on the next page) shows three examples of matching results 
using DFV and using LDFV. In the irst two examples, the true matches have very different appearance from 
the probes, and DFV inds Rank 2 and Rank 1 matches, while LDFV does not ind them in the top 10. In the 
third example, the probe and the right match have very similar appearance, and it is correctly identi ied by 
LDFV but missed by DFV. In these experiments we studied how using different types of features affects re-id 
performance.

Rank    1    2    3    5 10

Color&LBP

LDFV 

HOG3D 

DFV

DFV+HOG3D

   0 14.3 28.6 28.6 42.9

  14.3 28.6 28.6 28.6 28.6

   0 14.3 42.9 57.1 71.4

  14.3 42.9 42.9 71.4 71.4

  28.6 42.9 57.1 71.4 100

Figure 18: CMC curve for the TSD dataset.

Table 1: Results for TSD dataset.
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D.4.e. TSD iLIDSVID (BK), PRID (BK), SAIVT-Softbio sets

Table 2 (on the next page) shows the performance scores using the SAIVT-Softbio dataset and Tables 3 and 
4 (on the following pages) show re-id performance scores for the iLIDSVID and iLIDSVID BK, and for the 
PRID and PRID BK datasets, respectively. In all tables, each row shows the performance when using a different 
set of features.

Figure 19: Face recovery results: In order from left to right, top to bottom: original image, occluded image, best possi-

ble recovery with given basis, proposed, BPRR, cRPCA, LMedS, Mestimator, MLESAC, MSAC, RANSAC, and RR.
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Dataset SAIVT-Softbio

Rank       1    5   10   20 PUR

HistLBP [165]

Color&LBP [164] 

LDFV [163]

   26.0 59.2 77.9 91.0 30.0

   35.8 71.5 87.5 96.7 40.6

   54.4 83.5 92.3 97.5 54.2

DFV    9.8 29.2 50.4 82.1 15.8

HOG3D [157]

HOG3D+DFV

   18.7 55.2 74.8 91.3 26.1

   21.5 56.5 73.5 91.2 28.0

HOG3D+Color&LBP

DFV+Color&LBP 

HOG3D+LDFV

 DFV+LDFV

   53.1 86.0 94.0 98.7 55.5

   46.0 83.7 92.5 98.1 50.3

   58.1 85.0 92.5 97.7 57.5

   59.6 86.0 93.5 98.5 58.6

DFV+HOG3D+Color&LBP

DFV+HOG3D+LDFV

   53.5 85.8 94.4 98.7 55.9

   60.8 85.8 94.4 98.5 59.9

Viewpoint Cue [166]    25.0 53.0 65.0 76.0 -

Dataset iLIDSVID iLIDSVID BK

Rank     1   5   10   20 PUR     1   5   10   20  PUR

HistLBP [165]

Color&LBP [164] 

LDFV [163]

  25.0 53.1 64.7 77.2 32.9

  34.1 60.1 69.9 79.4 39.1

  59.3 87.3 94.1 98.1 67.4

  12.1 38.3 53.3 72.1 16.1

  27.9 52.4 62.8 75.7 24.7

  41.2 78.8 89.9 97.7 51.0

DFV   13.5 38.4 53.9 72.3 27.6   17.2 44.1 63.9 86.9 26.4

HOG3D [157]

HOG3D+DFV 

DVR [156]

  22.4 48.9 62.2 77.3 33.0

  25.5 53.5 68.9 82.5 37.2

  23.3 42.4 55.3 68.4 27.9

  27.2 58.5 74.8 89.3 34.1

  29.1 59.9 76.7 89.7 35.4

  25.5 51.2 64.5 77.1 26.8

HOG3D+Color&LBP

DFV+Color&LBP 

DVR+Color&LBP [156] 

HOG3D+LDFV 

DFV+LDFV

  45.2 72.7 81.9 90.0 51.8

  45.7 71.1 82.0 90.9 52.1

  34.5 56.7 67.5 77.5 -

  61.9 87.2 93.8 98.3 68.7

  60.7 88.9 94.7 98.7 68.6

  35.5 65.2 78.9 90.3 39.2

  31.7 64.1 76.8 88.5 36.6

  30.9 56.9 68.9 83.2 31.1

  44.9 79.6 91.2 98.1 52.9

  44.0 78.9 91.6 98.0 52.1

DFV+HOG3D+Color&LBP

DFV+HOG3D+LDFV

  47.9 74.9 84.6 91.6 54.2

  61.3 87.3 93.9 98.5 68.7

  36.1 66.7 79.7 91.3 40.3

  45.3 76.1 87.1 95.7 49.8

Table 2: Results for SAIVT-Softbio dataset (Cam 5 and Cam 8).

Table 3: Results for iLIDSVID dataset and iLIDSVID BK dataset.
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Dataset PRID PRID BK

Rank      1    5   10   20 PUR     1    5   10   20 PUR

HistLBP [165]

Color&LBP [164] 

LDFV [163]

  29.4 51.7 64.5 78.1 29.0

  34.5 59.7 71.6 81.3 33.7

  70.9 92.8 96.6 99.4 73.5

  11.6 37.3 50.4 71.8 9.5

  25.3 52.2 66.7 80.2 19.1

  42.7 80.0 92.7 99.1 46.4

DFV   15.2 46.9 65.5 85.4 28.7   18.0 51.6 72.4 94.9 24.6

HOG3D [157]

HOG3D+DFV 

DVR [156]

  27.0 55.2 69.2 84.2 33.0

  29.2 58.9 72.1 88.5 36.0

  28.9 55.3 65.5 82.8 32.2

  25.8 57.1 74.0 95.1 27.9

  28.7 56.4 76.9 95.1 29.4

  29.1 55.9 70.9 92.5 25.4

HOG3D+Color&LBP

DFV+Color&LBP 

DVR+Color&LBP [156] 

HOG3D+LDFV 

DFV+LDFV

  49.2 72.9 82.2 92.5 50.3

  51.7 77.3 85.2 93.7 53.3

  37.6 63.9 75.3 89.4 -

  70.7 92.7 96.6 99.4 73.5

  71.0 92.6 96.6 99.4 73.6

  37.8 69.3 82.2 96.0 36.6

  36.7 67.8 83.6 96.4 36.2

  33.4 60.2 71.8 90.7 29.4

  44.7 80.4 93.1 98.4 47.9

  43.3 81.3 92.9 99.3 47.5

DFV+HOG3D+Color&LBP

DFV+HOG3D+LDFV

  54.2 79.8 87.9 94.8 55.6

  71.0 92.5 96.6 99.4 73.6

  37.6 72.7 84.2 96.7 38.4

  44.9 79.8 92.4 98.4 47.6

The irst three rows in both of these tables show the performance when one type of spatial-based features 
is used. These results show that out of these features, the LDFV and Hist & LBP give the best and worst per-
formance, respectively, in all ive datasets. The reason for the advantage of using LDFV is two- fold.  First, in 
general, Fisher vector encoding performs better than average pooling and histogram; and second, because 
the data consists of multiple frames, LDFV has many samples to get better estimates of the underlying GMM. 
As expected, performance drops signi icantly when the algorithms are run on the appearance impaired BK 
datasets (even though, these datasets have smaller galleries!), regardless of the type of spatial-based feature 
used.
The fourth rows of these tables show the performance using DFV features alone.  Compared against the use 
of spatial-based features, DFV has much lower performance.  However, this is expected since DFV features do 
not use any type of appearance based information. On the other hand, as opposed to when we use only spatial 
features, the DFV performance marginally increases when tested in the appearance deprived dataset (this 
can be explained by the fact that the galleries are small in these sets). It should be noted that we obtained 
better accuracy using HOG3D than the results reported in Table 4 of [156]. One possible reason for this, is 
that we used a different classi ier. Another reason is that instead of using only 4 uniformly sampled candidate 
fragments, we use all HOG3D features from dense sampled cells to do average pooling, which can provide 
more stable and less noisy features.
The next three rows use combinations of spatial and temporal based features. While the performance using 
HOG3D is signi icantly lower than when using purely spatial-based features, it does not drop as drastical-
ly when used in the BK sets. These results suggest that the temporal component of this feature helps to 
distinguish different targets with similar appearance while its spatial component provides advantages over 
using DFV alone. However, combining DFV with HOG3D does better than using either one alone or using the 

Table 4: Results for PRID dataset and PRID BK dataset.
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state-of-the-art DVR4 [156]2 approach.  This indicates that DFV and HOG3D are capturing different aspects of 
the dynamics. A possible explanation for this is that while HOG3D is local, DFV uses longer term information. 
Yet, this improvement in performance, brought by using both types of features, does not match the perfor-
mance attained by using LDFV features alone.
The next four rows show that the performance improves when using combinations with one of the two best 
spatial-based features and one of the temporal based features/approaches.
Finally, the last two rows show the performance when DFV and HOG3D are combined with one of the two 
better spatial-based features. As seen in the tables, jointly using LDFV, DFV and HOG3D gives the best per-
formance in all the BK extension and SAIVT datasets. Using this combination of features improves Rank 1 
performance 10%, 5%, and 12% with respect to using LDFV alone for the iLIDSVID BK, the PRID BK, and 
SAIVT-Softbio datasets, respectively. The large improvement for SAIVT-softbio datasets can be explained by 
observing that in this dataset the appearance of the targets often change signi icantly from one view to next, 
as illustrated in Figure 20. 

D.5. Robust regression

Many computer vision problems involve inding a linear regression model relating a set of input and out-
put variables. Examples, illustrated in Figure 21, include line extraction from 2D images, planar surface it-
ting in range images, and classi ication using linear discriminant analysis (LDA), among others. When all the 
available data are inliers, least squares regression (LSR) provides good itting regression parameters [167]. 
However, it is well known that in the presence of outlier data points, i.e. data points that do not it the sought 
model, LSR can result in very poor itting models [168].

2Results using DVR with the BK datasets were generously generated by the author of [156] with our labels and partition.

Figure 20: The appearance of targets in the SAVIT-softbio varies signifi cantly from camera to camera.

Figure 21: Sample Regression Problems in Computer Vision. Left: Line fi tting; Center: Surface fi tting from 3D cloud data 

points; Right: Linear discriminant analysis (LDA) for face recognition.
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The goal of robust regression is to ind good itting models in spite of the presence of outliers.  Ro- bust 
algorithms for linear regression include least median squares regression (LMedS) [169] and random sample 
consensus type methods (RANSAC) [170]. While these methods perform well, they are inherently combina-
torial.
Alternative approaches exploit recent advances in compressive sensing [171, 172] by reformulating robust 
linear regression as an optimization problem with sparse regularizations [173–176]. The advantage of these 
methods is that they admit convex relaxations which can be solved using polynomial-time algorithms. In [176], 
Mitra et al derived conditions under which these relaxations solve the robust regression problem, which de-
pend on the smallest principal angle between the regressor subspace and all outlier subspaces, in the case 
of noiseless inliers.
A drawback of the sparsity-based approaches is that the presence of a few gross outliers (outliers which are 
very far from the inlier data) can poison the optimization problem and lead to ill- itting models. Another 
limitation of the current sparsity-based methods is that they cannot accommodate a-priori semi-supervised 
knowledge such as co-occurrence information when it is known that a subset of points should have a single 
label – i.e. they are all inliers or all outliers. Thus, to address the above limitations, we proposed [177] a new 
formulation for robust linear regression that can handle gross outliers and a priori information.
Our main contributions are as follows:
• We provide a new sparsity-based formulation to maximize the number of inlier data points.
• We show that this new approach is equivalent to a “self-scaled” £1 regularized robust regression prob-

lem, where the cost function is automatically scaled and the scalings capture a-priori information. Hence, 
we have called the proposed method a “Self-Scaled Regularized Robust Regression” (S

2 R
3
) algorithm.

• We show that the self-scaling property of the proposed approach yields smaller itting errors in the 
presence of gross outliers.

• We can incorporate a priori information by adding simple constraints to the problem.

D.5.a. Experimental results

Next, we describe two sets of experiments to evaluate the performance of the proposed algorithm. The irst 
set of experiments uses synthetic data to it a hyperplane while the second set uses real data to reconstruct 
corrupted face images from the Yale face dataset.  In all cases, performance is compared against 8 existing 
regression methods that range from classic techniques using random approaches to state of the art convex 
formulations.

D.5.a.i. Randomized algorithms

The methods using random approaches that we compared against are: RANSAC, MSAC, MLEASAC, and 
LMEDS. The most critical parameters for randomized algorithms are the inlier noise bound and the number 
of iterations. We set the inlier noise bound for all randomized algorithms equal to the inlier noise bound 
of convex formulations. In other words, all algorithms shared the same inlier noise bound. The number of 
iterations was set to 500 for all noise levels and for all algorithms.  We used the implementation from GML 
Toolbox from [180].

D.5.a.ii. M-estimator

M-estimator is a standard robust regression method. We used the MATLAB implementation with “huber” 
weighting function, which is the common setup for it. We found the best parameter for M-estimator by line 
search in one dataset and used it for the corresponding experiment.
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D.5.a.iii.   Constrained RPCA

Robust PCA is a recent robust regression method proposed by [181]. We modi ied the original formulation 
in-line with [182]. In our formulation, we ind the smallest penalty parameter that gives a rank de icient data 
matrix. This step removes both inliers and outliers of the data and makes sure it has a null space of dimension 
1. Then, we use the null space vector as the inal regressor.

D.5.a.iv.   RR [175] 

This formulation is similar to RPCA formulations with the inclusion of the regressor term in the optimization 
function. Their extended formulation is bilinear and solved with ALM. We implemented our own version fol-
lowing their supplementary material. This algorithm has two parameters which are dif icult to tune. We used 
grid search to ind the best setup given a dataset from each experiment.

D.5.a.v. BPRR and BSRR [176]

These are the most recent formulations for robust regression and they are the closest works to ours.  We im-
plemented them using CVX Toolbox [183].  The only parameter these formulations require is the inlier noise 
bound (same as ours).

D.5.b. Synthetic data experiments

This set of experiments attempts to recover hyperplanes from data corrupted by outliers. The data was 
generated as follows.  First, a vector r was drawn using a Normal distribution N (0, I).  Then, the input 
samples xi were uniformly sampled from [0, 1]m−1, where m = 5 is the dimension of the data. Next, the 
outputs yi were computed as yi = xi r + ei , with ei uniformly distributed from [−E, E], where E  = 0.1.

Finally, the outliers were seeded by randomly sampling yi and xi from N (0, 15) and N (0, 1), respectively.

In all the experiments, the inlier noise bound was set to the value used to generate the data. The number of 
outliers was varied from 10% to 90%, in increments of 10%. The algorithm was run 100 times for each level 
of outliers. Performance was compared using two performance scores: geometric mean of precision and 
recall, and the regression recovery error.
The results of this set of experiments can be seen in Figures 22 and 23 (on the next page) and the running 
times are given in Table 5 (on the page following next). Note that our algorithm performs the best, both with 
low and high percentages of outliers. On the other hand, randomized algorithms show a signi icant perfor-
mance drop when the percentage of outliers is 70% and above, showing the advantage of our formulation. 
The convex formulations have similar robustness under heavy outlier noise. In particular, the early failure of 
the BPRR algorithm illustrates the importance of the self-scaling property of the proposed approach.
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Figure 23: Synthetic Data Experiments: Fitting a 5-dimensional hyperplane. The plots show the Regressor Error for all 

the evaluated algorithms.

Figure 22: Synthetic Data Experiments: Fitting a 5-dimensional hyperplane. The plots show the Geometric Mean of 

Precision and Recall for all the evaluated algorithms.
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Method Implementation Times

proposed

 RANSAC 

MSAC 

MLESAC 

LMeds

M-estimator 

cRPCA 

BPRR

RR 

BSRR

Gurobi(LP) 

MATLAB 

MATLAB 

MATLAB 

MATLAB 

MATLAB 

MATLAB(ADMM) 

CVX 

MATLAB(ADMM)

 MATLAB

0.0266

0.0491

0.0495

0.1282

0.0580

0.0080

2.5346

0.9859

1.9388

0.7307

D.5.c. Using priors 

To evaluate the impact of using priors we proceeded as follows: After a run without priors was done, no more 
than half of the false positive points were paired randomly with a true negative point, and no more than half 
of the false negative points were paired randomly to a true point. As seen in Figures 22 and 23, the ability to 
incorporate the additional co-occurrence information can boost the performance of the proposed algorithm 
between 5 to 10 percent under heavy outlier noise.

D.5.d. Real data experiments

This set of experiments attempts to reconstruct face images that have been corrupted with heavy occlusion, 
where the occluding pixels constitute the outliers. The data used for these experiments is from the Cropped 
Yale Dataset [184]. The dataset contains 38 subjects. We chose 8 face images per person, taken under mild 
illumination conditions and computed an eigenface set with 20 eigenfaces. Then, the goal of these experi-
ments, given a corrupted face image of a subject in the database (this (uncorrupted) image was not used to 
compute the eigenspace), was to get the best reconstruction/approximation of the true face image.

We reconstructed one image per person. Occlusion was simulated by randomly placing 10 blocks of size 30 × 
30. To increase the dif iculty of the problem and reduce the dimensionality, data was randomly sampled (400 
pixels from the image and the basis). The performance of the algorithms was evaluated using the Root Mean 
Square metric (see Table 6).

proposed BPRR BSRR M-est. RR cRPCA MLESAC MSAC RANSAC LMedS

Mean 

RMS
0.1320 0.1397 0.1378 0.1345 0.1844 0.1854 0.1751 0.1773 0.1690 0.1835

stdev 0.0074 0.0052 0.0081 0.0074 0.0054 0.0071 0.0082 0.0067 0.0064 0.0085

A visual comparison for one instance of recovery using all the evaluated methods is shown in Figure 24. We 
normalized all images to [0, 1] range to remove scaling effects of the pixel values on the RMS metric. We also 
computed a best possible reconstruction of the original face image by using the 20 eigenfaces. We used the 
regressor of this step as the ground truth regressor and computed the regressor recovery error as in the 
synthetic experiments (see Table 7 on the next page). The experiments show that the mean RMS and the 

Table 5: Running times for the experiments with synthetic data.

Table 6: Fitting to original image error.
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regressor error are the best for our method and that the recovered images are visually closer to the un-oc-
cluded original image.

proposed BPRR BSRR M-est. RR cRPCA MLESAC MSAC RANSAC LMedS

Mean 

RMS
0.7105 0.9092 0.7428 0.7232 1.0663 1.0761 1.0682 1.0917 1.1013 1.0528

stdev 0.0382 0.0472 0.0533 0.0435 0.0441 0.0506 0.0329 0.0337 0.0338 0.0353

Finally, we ran another set of experiments where we gave all the *SAC algorithms (RANSAC, MSAC, MLESAC, 
LMeds) some extra time. For these experiments, we set the number of iterations so that these algorithms 
could use as much time, or longer than the time, used by the proposed algorithm. While the extra time im-
proved the performance of the *SAC algorithms it was not enough to achieve the best performance, as sum-
marized in Tables 8 and 9 (on the next page).

proposed BPRR BSRR M-est. RR cRPCA MLESAC MSAC RANSAC LMedS
Mean 

RMS
0.1320 0.1397 0.1378 0.1345 0.1844 0.1854 0.1704 0.1545 0.1588 0.1661

stdev 0.0074 0.0052 0.0081 0.0074 0.0054 0.0071 0.0069 0.0064 0.0074 0.0082

run time 1.5088 1.6553 51.1901 .0343 19.5540 0.3533 3.3083 1.5997 1.5864 1.7923

Table 8: Fitting to original image error (allowing extra time to the *SAC algorithms).

Figure 24: Face recovery results: In order from left to right, top to bottom: original image, occluded image, best possi-

ble recovery with given basis, proposed, BPRR, cRPCA, LMedS, Mestimator, MLESAC, MSAC, RANSAC, and RR.

Table 7: Regressor estimation error.
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proposed BPRR BSRR M-est. RR cRPCA MLESAC MSAC RANSAC LMedS

Mean 

RMS
0.7105 0.9092 0.7428 0.7232 1.0663 1.0761 0.8719 0.9098 0.9045 0.9183

stdev 0.0382 0.0472 0.0533 0.0435 0.0441 0.0506 0.0392 0.0366 0.0305 0.0369

run 

time
1.5088 1.6553 51.1901 0.0343 19.5540 0.3533 3.3083 1.5997 1.5864 1.7923

D.6 .  Robust estimation of the fundamental matrix

The fundamental matrix provides a scene–independent algebraic representation of the epipolar geometry of 
a stereo camera system that depends only on the camera’s intrinsic parameters and relative pose [185]. Given 
the key role that this matrix plays in a large number of problems in computer vision applications, such as ste-
reo camera calibration, 3D reconstruction, etc., the problem of estimating it from experimental data (typically 
consisting of point correspondences from two images) has been the subject of a large research effort.  In gen-
eral, existing techniques reduce the problem to a constrained optimization, where the main dif iculties stem 
from the need to impose that the resulting matrix must be rank de icient and from the presence of outliers, 
which if not properly handled can substantially skew the estimate.
Existing methods fall roughly into one of two classes, depending on how they tackle the non-convex rank-2 
constraint. The irst type of methods uses a two-step approach, for instance, methods based on the well-
known eight-point algorithm and its various extensions [185,186], that starts by inding a (sub)optimal es-
timate without taking into account the rank constraint and then re ines the result by reducing its smallest 
singular value to 0. However, in [187] it has been shown that ignoring the rank constraint can degrade the 
accuracy in terms of the covariance matrix of the irst-order variation of the solution. On the other hand, the 
second type of methods considers the rank constraint explicitly. In [188], a Levenberg-Marquard (LM) ap-
proach is proposed to optimize the singular value decomposition (SVD) of the fundamental matrix. In [189] 
and [190] the rank constraint is imposed by setting its determinant to 0, leading to a 3rd-order polynomial 
constraint. Alternatively, in [191] and [192] the estimation problem is reduced to one or several constrained 
polynomial optimization problems by imposing the constraint that the null space of the solution must contain 
a non-zero vector. The resulting optimization problems are solved by resorting to various optimization tech-
niques, such as brand-and-bound approaches [189,192] or moments based convex relaxations [190,191].
Although the above methods perform well under the assumption of small, suitably distributed (for in- stance 
Gaussian) measurement noise, their performance substantially degrades in the presence of even a few outli-
ers (i.e., point mismatches). Thus, a large number of robust methods have been developed to explicitly take 
into account the presence of outliers. These include randomized methods such as RANdom Sampling Con-
sensus estimator (RANSAC) [170] and its variants, which attempt to ind outlier-free data by repeatedly 
randomly selecting the minimal number of correspondences needed to generate a solution, and selecting the 
best one, according to some optimality criteria. For instance, RANSAC selects the solution with largest sup-
port on the complete dataset. MSAC [193], a redescending M-estimator [194], penalizes both the squared it-
ting error of inliers and number of outliers. Least Median of Squares (LMS) [195] selects the estimate which 
gives the least median itting error.  Finally, Maximum Likelihood Estimation SAmple Consensus (MLESAC) 
[196] attempts to ind the maximum likelihood estimate of the true position of the points. Random sampling 
based methods are attractive due to their simplicity and the existence of theoretical bounds on the number of 
samples required to guarantee a given probability of success. However, they suffer from several weaknesses. 
Firstly, for a given probability of success, the number of needed iterations grows very fast with the number of 
outliers. Secondly, since the bounds explicitly depend on the number of outliers, this quantity must be known 
or estimated accurately, since stopping the algorithm prematurely can lead to arbitrarily bad solutions. Final-
ly, these methods cannot directly impose the rank de iciency constraint. Rather, this is done a posteriori, by 

Table 9: Regressor estimation error (allowing extra time to the *SAC algorithms).

ALERT 
Phase 2 Year 3 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



projecting the solution onto the manifold of rank 2 matrices. However, as indicated before, this step can lead 
to substantial performance degradation.
Motivated by the challenges noted above, in [197] we proposed a novel single-step framework for robustly 
estimating the fundamental matrix from point correspondences corrupted by noise and outliers. The main 
idea is to introduce binary variables that indicate whether a given correspondence is an inlier (and hence 
should be used in the estimation), or an outlier (and hence should be discarded), and to explicitly impose the 
rank-2 constraint by searching for the epipoles.  This formulation leads to a polynomial optimization over a 
semi-algebraic set that can be solved by appealing to recent results on sparse polynomial optimization. Spe-
ci ically, the advantages of the proposed approach vis-a-vis existing techniques include the abilities to:
• Explicitly impose rank-de iciency, and handle noise and a very large percentage of outliers, without the 

need for additional assumptions such as bounds on the number of outliers.
• Certify that a given convex relaxation has indeed found an optimal estimate of the fundamental matrix (the 

ground truth for noiseless data and the one that maximizes the number of inliers in the case of noisy 
measurements).

• Exploit co-occurrence priors to improve the estimate.
• Handle partially known correspondences.
• Explicitly exploit the underlying sparse structure of the problem to reduce the computational burden.

In addition, we provide theoretical results showing that, if in the optimization above a certain matrix contain-
ing only variables related to the fundamental matrix has rank 1, then the irst order relaxation of the problem 
achieves global optimality.  Combining these ideas with rank-minimization techniques leads to a computa-
tionally ef icient algorithm with complexity comparable to robust regression based techniques, while still re-
taining the advantages noted above. These results are illustrated with several examples where the proposed 
algorithm is shown to consistently outperform existing techniques.

D.6.a. Problem statement

Given a pair of images of the same scene from two uncalibrated perspective views, the fundamental matrix F 
∈ R3×3 is de ined as the rank-2 matrix which satis ies the epipolar constraint

x’ T Fx = 0, x’ , x,
where the homogenous coordinates x, x ∈ R

3 are the corresponding projections of a 3D point in the two 
images. F has seven degrees of freedom due to the ambiguity caused by the scaling and singularity. Our 
goal is to develop a computationally tractable algorithm that, starting from noisy point correspondences 
corrupted by outliers, simultaneously estimates a rank-2 fundamental matrix that maximizes the number of 
inliers, and, at the same time, explicitly identi ies outliers, de ined as those points whose distance from the 
surface de ined by (16) is beyond a given bound. Speci ically, we address the following problem:
Problem 1: Given a set of noisy point correspondences, {xi , x’i }, i = 1, . . . , n drawn from two images of the 
same scene, and a-priori bound on the itting error |x’ T  | ≤  E, ind a fundamental matrix F such that:

1. ||F||F  = 1;

2. F is rank-2;
3. The number of inliers is maximized

As we show in [197], the problem above can be recast as a constrained polynomial optimization and solved 
by using rank minimization techniques and solving a sequence of convex semi-de inite programs.
A salient feature of the proposed framework is that it can be easily extended to handle co-occurrences and 
partially known correspondences. The former simply entails using the same binary variable for correspon-
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dences known to have the same label (either all are outliers or all are inliers, although the actual label is 
unknown). Partially known correspondences arise in cases where labeling is expensive, and thus only a few 
labels are available. 

D.6.b. Experiments

Next, we describe a set of experiments used to verify our theoretical results. These experiments consist on 
the estimation of fundamental matrices from points correspondences from six pairs of stereo images: House, 
Merton I, Merton II, Merton III, Library, and Wadham, given by VGG, University of Oxford, shown in Figure 25 
on the next page.
In each experiment, before computing the fundamental matrix, the data was normalized as in [185].

D.6.c. Ground truth data

Given a pair of images, we irst calculated a fundamental matrix from the correspondences (xi,t , xi,t ) 
provided with the dataset by minimizing the algebraic error. We considered the resulting fundamental matrix 
Ft, as the ground truth, with the threshold E given by E maxi |x T Ft xi,t |.  Then, the VLFeat toolbox [198] was 
used to obtain a set of SIFT features from the two images, and correspondences (xi , xi ) were de ined by those 
pairs of points whose £2 norm is ≤ 0.5. Finally, inliers and outliers were selected as those correspondences 
satisfying maxi |x T Ft xi | ≤ E, and those violating this bound, respectively.
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D.6.d. Experimental set-up

For each pair of images, we ran seven sets of experiments, with 100 correspondences and outliers ranging 
from 10% to 70%. For each set of experiments, we ran 50 times by randomly picking Nout outliers and Nin 
inliers from (xi , xi ) and compared the results with several state-of-the-art methods.

Figure 25: Sample Image pairs from the VGG dataset.
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D.6.e. Evaluation criteria

We compared four performance measurements: precision, recall, means and similarity.

D.6.f. Computational platform

All algorithms were implemented in MATLAB and run on a 3.4GHz iMac with 32G memory. The SDP solver 
used was SeduMi. 
In these experiments we compared the performance of the proposed algorithm with that of RANSAC and its 
several extended versions, i.e., MSAC, MLESAC and LMEDS. For all these methods, the number of iterations 
was set to 500, and in each iteration the fundamental matrix was calculated using the eight-point algorithm. 
The results are summarized in Tables 10-13 on this and the following pages, and illustrated in Figure 26 (on 
the page following the next). As shown there, the proposed algorithm was consistently more robust than the 
SAC algorithms, in the sense that it identi ied a larger number of inliers and yielded a fundamental matrix 
closer to the ground truth, in terms of a larger inner product. Note that while in Tables 10-13 the proposed 
method leads to larger variance, the corresponding mean value is higher, indicating that the other methods 
have consistently lower performance.  Indeed, a quick computation assuming Gaussian distributions shows 
that our method yields a higher objective value with probability > 0.7 even in the most unfavorable case. In 
terms of computational ef iciency, since our algorithm requires solving semi-de inite optimization problems, 
each iteration is more time consuming than those of SACs. On the other hand, consistent numerical experi-
ence shows that only a few iterations are needed for convergence (typically no more than 14). Since each iter-
ation requires about 10 seconds when using 100 points, the overall computational cost remains competitive 
vis-a-vis randomized methods, especially in cases involving a large number of outliers. 

N
out

RANSAC MSAC LMEDS MLESAC Proposed

10
97.7586

1.7967

97.6864

1.7241

97.8189

1.9095

97.9042

1.7129

98.2640

1.9726

20
94.7582

3.0774

94.6092

2.3474

94.5228

3.0246

94.6768

3.0948

96.6838

2.8109

30
90.3102

5.1555

90.6371

3.8062

90.1515

4.8416

90.6361

5.0145

93.5078

4.6797

40
83.8319

6.8161

83.6164

5.6156

83.9802

7.3236

84.0462

6.6029

90.1450

6.5219

50
74.9536

10.7474

74.7678

6.6748

74.7990

10.0023

75.8945

9.5612

83.8643

8.7383

60
58.3182

12.7762

59.4671

9.1357

60.3656

12.4958

60.9045

10.9836

75.8507

14.0279

70
43.5151

13.0902

42.9147

12.2906

44.8255

12.9395

44.0817

13.3457

62.6045

16.8592

Table 10: Mean and standard deviation of precision (%).
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N
out

RANSAC MSAC LMEDS MLESAC Proposed

10
75.6074

4.8220

71.9333

4.5412

69.1296

5.1152

72.9741

6.2715

89.2111

7.8245

20
74.1917

5.5170

70.8500

4.7135

70.6417

5.3528

71.6167

6.5717

85.5804

8.9735

30
72.1571

6.3000

70.0000

5.1970

70.6714

6.1241

69.9000

7.3354

80.1794

10.3759

40
69.4556

7.7685

67.1944

7.7287

68.7500

8.4810

67.6278

7.8525

77.3000

10.9068

50
64.9600

10.5049

62.4600

9.8250

62.3733

10.8597

63.4733

9.6938

71.9000

11.1134

60
57.1500

13.4839

56.9583

10.6995

55.7667

13.8929

57.3917

10.8910

66.7817

15.0884

70
50.2222

14.3284

47.5000

16.3911

45.7000

14.0125

48.8556

14.7437

62.0917

18.6231

Table 11: Mean and standard deviation of recall (%).
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Figure 26: Performance comparison (Hmean and Similarity) for the Image Pairs House, Library, and Merton II. The rest 

of the experiments using VGG data show similar behavior. 
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N
out

RANSAC MSAC LMEDS MLESAC Proposed

10
85.9271

2.9264

83.7512

2.8941

82.1771

3.2714

84.4428

3.7745

93.5321

4.7464

20
83.7898

3.6833

81.7846

2.7879

81.6613

3.7210

82.2578

4.2533

90.8371

5.7553

30
80.6565

4.9393

79.5672

3.8809

79.7593

4.8613

79.4978

5.4053

86.4264

7.2137

40
76.2084

6.3890

74.8478

6.1565

75.8708

7.0401

75.2759

6.1798

83.2783

7.8551

50
69.6849

10.0422

68.2157

7.4362

68.1352

9.4998

69.2968

8.8621

77.4227

8.5625

60
57.6164

12.6155

58.0626

9.4320

57.7907

12.2474

59.0019

10.2399

70.8664

13.3851

70
46.6358

13.3631

45.0231

14.0348

45.0193

12.6929

46.2706

13.5550

62.0409

16.7669

N
out

RANSAC MSAC LMEDS MLESAC Proposed

10
99.7772

0.7316

99.6793

0.0126

99.4775

2.2484

99.9650

0.0908

99.9828

0.0716

20
99.6139

1.7647

99.1964

0.0129

99.2437

3.3507

99.9289

0.3425

99.9860

0.0697

30
99.4306

2.6753

99.2144

0.0207

99.6560

1.4154

99.8947

0.3682

99.9920

0.0176

40
99.6427

1.0935

99.0665

0.0189

99.5319

2.2583

99.8482

0.3942

99.9918

0.0187

50
98.5472

5.1293

96.9745

0.0331

99.4611

3.4161

99.6875

1.3350

99.9876

0.0327

60
97.6169

8.7403

94.9443

0.0570

99.0108

5.0077

98.8553

5.3757

99.9878

0.0289

70
96.6981

9.0199

94.5070

0.2751

98.7259

5.6968

98.5653

5.0236

99.9931

0.0078

D.7. Tracking multiple targets with similar appearance

In [199] we introduced a computationally ef icient algorithm for multi-object tracking by detection that ad- 
dresses four main challenges: 1) appearance similarity among targets; 2) missing data due to targets being 
out of the ield of view or occluded behind other objects; 3) crossing trajectories; and 4) camera motion. The 
proposed method uses motion dynamics as a cue to distinguish targets with similar appearance, minimize 
target misidenti ication, and recover missing data. Computational ef iciency was achieved by using a Gener-
alized Linear Assignment (GLA) coupled with ef icient procedures to recover missing data and estimate the 
complexity of the underlying dynamics.  The proposed approach works with tracklets of arbitrary length and 
does not assume a dynamical model a priori, yet it captures the overall motion dynamics of the targets.

Table 12: Mean and standard deviation of Hmean (%).

Table 13: Mean and standard deviation of similarity (×100).
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The bene it of using a GLA approach is that it avoids the need to make an a priori commitment about the start 
and termination nodes for location or time of the considered trajectories.
We explored two algorithms that differ by the method they use to estimate dynamics similarity.  The irst 
method replaces the IP optimization step used in [88] with an alternating direction method of multipliers 
(ADMM) [150] with computational complexity O(l3) and low memory requirements. Similarly, to IP methods, 
this approach solves a relaxation instead of the original problem and requires setting a parameter weighting 
the noise penalty and a singular value threshold to estimate the rank which are both dif icult to choose. The 
second method IHTLS (iterative Hankel Total Least Squares) is a new algorithm that we propose to directly 
estimate the rank of incomplete, noisy Hankel matrices. The algorithm is based on a noise cleaning algorithm 
for Hankel matrices introduced in [200] that we modi ied to handle missing data and estimate rank. The 
advantages of IHTLS are that it solves the original problem instead of a convex relaxation, it does not require
choosing a singular values threshold and it has computational complexity O((l − n)n3), where n < l is rank of
the Hankel matrix. The disadvantage of this approach is that it uses a Newton’s method to solve a non-convex 
problem and hence can be trapped in local minima. However, experimental evidence shows that in practice 
it converges to the true optimum.  Finally, it should be noted that the proposed methods are complementary 
to appearance-based methods: they can improve the performance of appearance-based methods when vi-
sual discrimination is possible, yet retain target identities when such information is not available.
Finally, Table 14 also shows the number of identity switches in parenthesis, for each sequence.  On average, 
SAT is an order of magnitude better than KSP using this metric. This information is very important, since 
there are tracking tasks, such as surveillance, where preserving the identity is more important than missing 
the target on a few frames.

Video Name SAT (ours) KSP MDA

Dribbling ( C) 

Balls ( C) 

Crowd (CM) 

Slalom (COM)

Seagulls (COM) 

Acrobats (COM) 

Juggling (COM) 

PSU-sparse ( –)

 PSU-dense (–)

0.992 (0)

0.997 (3)

0.998 (40)

0.999 (2)

0.993 (23)

0.997 (1)

0.977 (2)

0.9642

0.9218

0.877 (2)

0.572 (6)

0.870 (1215)

0.975 (13)

0.925 (305)

0.957 (12)

0.422 (15)

–

–

–

–

–

–

–

1.00

0.87

In summary, the experiments showed that multi-target tracking using IHTLS performs faster and more ac-
curately than when using ADMM and that both techniques perform signi icantly better and faster than the 
state of the art, where performance is measured using the Multiple Object Tracking Accuracy (MOTA) metric.

D.8 .  Finding causal interactions in video sequences

The problem of identifying causal interactions amongst targets in a video sequence has been the focus of 
considerable attention in the past few years. A large portion of the existing body of work in this ield uses 
human annotated video to build a storyline that includes both recognizing the activities involved and the 
causal relationships between them (see for instance [202] and references therein). While these methods are 

Table 14: MOTA performance for the proposed method (SA T), KSP [201] and MDA [84]. The values in parenthesis are 

the number of identity switches (small is better).  The scenario diffi  culty (Object Crossings, Long/Diffi  cult Occlusions 

and Camera Motion) is indicated in parenthesis next to the sequence name.
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powerful and work well when suitably annotated data is available, annotating video clips is expensive and 
parsing relevant actions requires domain knowledge which may not be readily available. Indeed, in many 
situations, unveiling potentially hidden causal relationships is a irst step towards building such knowledge.
In [203] we considered the problem of detecting causal interactions amongst targets, not necessarily hu-
man, from unannotated video clips and without prior domain knowledge. Speci ically, the goal was to detect 
whether the actions of a given target can be explained in terms of the past actions of a collection of other 
agents. We proposed to solve this problem by recasting it into a directed graph topology identi ication, where 
each node corresponds to the observed motion of a given target, and each link indicates the presence of a 
causal correlation. As shown in the paper, this leads to a block-sparsi ication problem that can be ef iciently 
solved using a modi ied Group-Lasso type approach, capable of handling missing data and outliers (due for 
instance to occlusion and misidenti ied correspondences). Moreover, this approach also identi ies time in-
stants where the interactions between agents change, thus providing event detection capabilities.
Our approach exploits the concept of “Granger Causality” [204], that formalizes the intuitive idea that if a 
time series {x(t)} is causally related to a second one {y(t)}, then knowledge of the past values of {y}t should 
lead to a better prediction of future values of {x}t+k. In [205], Prabhakar et. al. successfully used a frequen-
cy domain reformulation of this concept to uncover pairwise interactions in scenarios involving repeating 
events, such as social games. This technique was later extended in [206] to model causal correlations be-
tween human joints and applied to the problem of activity classi ication. However, since this approach is 
based upon estimating the cross-covariance density function between events, it cannot handle situations 
where these events are non-repeating, are too rare to provide an accurate estimate, or where these estimates 
are biased by outliers or missing data. Further, estimating a pairwise measure of causal correlation requires a 
spectral factorization of the cross-covariance, followed by numerical integration, and statistical thresholding, 
limiting the approach to moderately large problems.
To circumvent these problems, in this paper, we proposed an alternative approach based upon recasting the 
problem into that of identifying the topology of a sparse (directed) graph, where each node corresponds to 
the time traces of relevant features of a target, and each link corresponds to a regressor. The situation is illus-
trated in Figure 27 (on the next page) using as an example the problem of inding causal relations amongst 4 
tennis players, leading to a graph with 4 nodes, and potentially 12 (directed) links. Note that in general, the 
problem of identifying causal relationships is ill posed (unless one wants to identify the set of all individuals 
that could possibly have causal connections), due to the existence of secondary interactions. To illustrate this 
point, consider a very simplistic scenario with three actors A, B, and C, where A copies (with some delay) the 
actions of B, which in turn mimics C, also with some delay.  In this situation, the actions of A can be explained 
in terms of either those of B delayed one-time sample, or those of C delayed by two samples. Thus, an algo-
rithm based upon a statistical analysis would identify a causal connection between A and C, even though 
there is no direct link between them.  Further, if the actions of C can be explained by some simple autoregres-
sive model of the form:
      C (t) =  ai C (t − i)
then it follows that the actions of A can be explained by the same model, e.g.
      A(t) =  ai A(t − i).

The proposed algorithms were tested and compared against state-of-the-art approaches [84,201] on a set of 
videos with challenging scenarios where targets are dif icult to discriminate based on appearance alone. The 
dataset, annotated with ground truth target locations, is available for public use on our website. Figure 28 (on 
the following page) shows sample frames of the tracked sequences where targets are identi ied by the color 
of their bounding box. Table 14 shows the MOTA performance for the proposed similar appearance target 
tracker (SAT), the KSP algorithm [201], and the MDA algorithm [84]. The performance of SAT is over 90% for 
each scenario using the MOTA metric. The system can handle situations with object crossings, dif icult/long 
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occlusions and camera motion as indicated in Table 14. Note that we did not apply an exhaustive parameter 
tuning and we performed worse only for the psu-sparse sequence.

Hence, multiple graphs topologies, some of which include self-loops, can explain the same set of time-series. 
On the other hand, note that in this situation, the sparsest graph (in the sense of having the fewest links) is 
the one that correctly captures the causality relations: the most direct cause of A is B, and that of B is C, with 
C potentially being explained by a self-loop. To capture this feature and regularize the problem in the sequel, 
we will seek to ind the sparsest graph, in the sense of having the least number of interconnections that 
explains the observed data re lecting the fact that, when alternative models are possible, often the most par-
simonious is the correct one. Our main result shows that the problem of identifying sparse graph structures 
from observed noisy data can be reduced to a convex optimization problem (via the use of Group Lasso type 
arguments) that can be ef iciently solved. The advantages of the proposed method are:
• Its ability to handle complex scenarios involving non-repeating events, environmental changes, collec-

tions of targets that do not necessarily split into well-de ined groups, outliers, and missing data.
• The ability to identify the sparsest interaction structure that explains the observed data (thus avoiding 

labeling as causal connections those indirect correlations mediated only by an intermediary), together 
with a sparse “indicator” function whose support set indicates time instants where the interactions be-
tween agents change.

• Since the approach is not based on semantic analysis, it can be applied to the motion of arbitrary targets, 
not necessarily humans (indeed, it applies to arbitrary time series including for instance, economic, or 
genetic data).

Figure 27: Finding causal interactions as a graph identifi cation problem. Top: sample frame from a doubles tennis se-

quence.  Bottom:  Representation of this sequence as a graph, where each node represents the time series associ-

ated with the position of each player and the links are vector regressive models. Causal interactions exist when one of 

the time series can be explained as a combination of past values of the others.
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• From a computational standpoint, the resulting optimization problems have a speci ic form amenable to 
being solved by a class of iterative algorithms [151, 207], that require at each step only a combination 
of thresholding and least-squares approximations. These algorithms have been shown to substantially 
outperform conventional convex-optimization solvers both in terms of memory and computation time 
requirements.

Figure 28: Tracking results for dribbling, balls, crowd, slalom, seagulls, acrobats, and juggling sequences.
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Finally, the effectiveness of the proposed method was illustrated using several video clips. The results of the 
experiments are displayed using graphs embedded on the video frames: An arrow indicates causal correla-
tion between agents, with the point of the arrow indicating the agent whose actions are affected by the agent 
at its tail.
We considered two video clips from the UT Human Interaction Data Set [208] (sequences 6 and 16). Figures 
29 and 30 (on the next page) compare the results obtained applying the proposed algorithm versus Group 
Lasso (GL) [209] and Group Lasso combined with a reweighted heuristic (GLRW).

Figure 29: Sample frames from the UT sequence 6 with the identifi ed causal connections superimposed. Top:  Proposed 

Method.  Center:  Reweighted Group Lasso.  Bottom:  Group Lasso.  Only the proposed method identifi es the correct 

connections.
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In all cases, the inputs to the algorithm were the (approximate) coordinates of the heads of each of the agents, 
normalized to the interval [−1, 1], and arti icially corrupted with 10% outliers. Notably, the proposed algo-
rithm was able to correctly identify the correlations between the agents from this very limited amount of 
information, while the others failed to do so. Note in passing, that in both cases, none of the algorithms were 
directly applicable, due to some of the individuals leaving the ield of view or being occluded. As illustrated in 
Figure 31 (on the next page), the missing data was recovered by solving an RPCA problem prior to applying 
the algorithm. Finally, Figure 32 (on the next page) sheds more insight on the key role played by the sparse 
signal u. As shown there, changes in u correspond exactly to time instants when the behavior of the corre-
sponding agent deviates from the general pattern followed during most of the clip.

Figure 30: Sample frames from the UT sequence 16. Top: Correct correlations identifi ed by the Proposed Method. Cen-

ter and Bottom: Reweighted Group Lasso and Group Lasso (circles indicate self-loops).
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Figure 31: Time traces of the individual heads in the UT sequence 6, artifi cially corrupted with 10% outliers. The outliers 

were removed and the missing data due to targets leaving the fi eld of view was estimated solving a modifi ed RPCA 

problem.

Figure 32:  Sample (derivative sparse) exogenous signals in the UT sequence 6. The changes correspond to the instants 

when the second person starts moving towards the fi rst, who remains stationary, and when the two persons merge in 

an embrace.
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D.9 .  Person re-identi ication (re-ID) using Kernel-based Metric learning methods

Surveillance systems for large public spaces (i.e. airport terminals, train stations, etc.) use networks of 
cameras to maximize their coverage area.  However, due to economic and infrastructure reasons, these cam-
eras often have very little or no overlapping ield of view. Thus, recognizing individuals across cameras is a 
critical component when tracking in the network.
The task of re-ID can be formalized as the problem of matching a given individual probe image against a 
gallery of candidate images. As illustrated in Figure 33a, this is a very challenging task since images of the 
same individual can be very different due to variations in pose, viewpoint, and illumination. Moreover, due 
to the (relatively low) resolution and the placement of the cameras, different individuals may appear very 
similar and with little or no visible faces, preventing the use of biometric and soft-biometric approaches [210, 
211].

In [212] we proposed the use, and extensively evaluate the performance, of four alternatives for re- ID 
classi ication:  regularized Pairwise Constrained Component Analysis (rPCCA), kernel Local Fisher Discrim-
inant Analysis (kLFDA), Marginal Fisher Analysis (MFA) and a ranking ensemble voting (REV) scheme, used 
in conjunction with different sizes of sets of histogram-based features and linear, χ

2 and RBF-χ
2 kernels.

In particular:
• We explored the effect that the size and location of support regions for commonly used histogram-based 

feature vectors (i.e. capturing color and texture properties) may have on classi ication performance.
• We proposed four kernel-based distance learning approaches to improve re-ID classi ication accura-

cy when the data space is under-sampled: rPCCA, kLFDA, MFA [213], and a ranking ensemble voting 
(REV) scheme. The irst approach, rPCCA, is an iterative procedure that introduces a regularization term 
to maximize the inter-class margin to the hinge loss PCCA approach. The second approach, kLDFA, is a 
closed-form method that uses a kernel trick to handle large dimensional feature vectors while maximiz-
ing a Fischer optimization criteria. The third approach is to use the Marginal Fisher Analysis method 
introduced in [213] which to best of our knowledge has not been used for re-ID before. Finally, we also 
proposed an ensemble approach where the results of multiple classi iers are combined to exploit their 
individual strengths.

    (a)                (b)

Figure 33:   The re-ID problem. (a) Challenges (left to right): low resolution, occlusion, viewpoint, pose, and illumination 

variations and similar appearance of diff erent people.  (b) Projecting the data improves classifi cation performance.
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• We provided a comprehensive performance evaluation using four sets of features, three kernels (linear, 
χ

2 and RBF-χ
2
) and four challenging VIPeR [113], CAVIAR [214], 3DPeS [215] and iLIDS [216] re-ID 

datasets.  Using this protocol, we compare the proposed methods against four state-of-the-art meth-
ods: Pairwise Constrained Component Analysis (PCCA) [121], Local Fisher Discriminant Analysis (LDFA) 
[122], SVMML [123] and KISSME [217].

The VIPeR dataset [113] is composed of 1264 images of 632 individuals, with 2 images of 128 × 48 pixels per 
individual.  The images are taken from horizontal viewpoints but in widely different directions. The iLIDS 
dataset [216] has 476 images of 119 pedestrians. The number of images for each individual varies from 2 to 
8. Since this dataset was collected at an airport, the images often have severe occlusions caused by people 
and luggage. The CAVIAR dataset contains 1220 images of 72 individuals from 2 cameras in a shopping mall. 
Each person has 10 to 20 images. The image sizes of  this dataset vary signi icantly (from 141 × 72 to 39 × 17). 
Finally, the 3DPeS dataset includes 1011 images of 192 individuals captured from 8 outdoor cameras with 
signi icantly different viewpoints. In this dataset each person has 2 to 26 images.  Except for VIPeR, the size of 
the images from the other three datasets is not constant so they were scaled to 128 × 48 for our experiments.

In our experiments, we adopted a Single-Shot experiment setting.  All the datasets were randomly divided 
into two subsets so that the test set contains p individuals.  This partition was repeated 10 times. Under each 
partition, one image for each individual in the test set was randomly selected as the reference image set and 
the rest of the images were used as query images. This process was repeated 20 times, as well, and it can be 
seen as the recall at each rank. The rank of the correct match was recorded and accumulated to generate 
the match characteristic M (r).
For easy comparison with other algorithms, we report the widely used accumulated M (r), Cumulative Match 
Characteristic (CMC) performance curves, averaged across the experiments. In addition, we also report the 
proportion of uncertainty removed (PUR) [122]. This score compares the uncertainty under random selection 
among a gallery of images and the uncertainty after using a ranking method.  
In [121], PCCA was applied to feature vectors made of 16-bins histograms from the RGB, YUV, and HSV color 
channels, as well as texture histograms based on Local Binary Patterns extracted from 6 non-overlapping hori-
zontal bands3. In the sequel, we will refer to these features as the band features.
On the other hand, the authors in [122] applied LDFA to a set of feature vectors consisting of 8-bins 
histograms and 3 moments extracted from 6 color channels (RGB and HSV) over a set of 341 dense over-
lapping 8 × 8 pixel regions, de ined every 4 pixels in both the horizontal and vertical directions, resulting in 
11,253 dimensional vectors. These vectors were then compressed into 100 dimensional vectors using PCA 
before applying LDFA. In the sequel, we will refer to these features as the block features.
Even though the authors of [121] and [122] reported performance analysis using the same datasets, they 
used different sets of features to characterize the sample images. Thus, it is dif icult to conclude whether the 
differences on the reported performances are due to the classi ication methods or to the feature selection. 
Therefore, in order to fairly evaluate the bene its of each algorithm and the effect of the choice of features, 
in our experiments we tested each of the algorithms using the same set of features.  Moreover, while both 
band and block features are extracted within rectangular or square regions, their size and location are very 
different. Thus, to evaluate how these regions affect the re-id accuracy, we run experiments varying their size 
and position. In addition to the band and block features described above, we used a set of features extracted 
from 16 × 16 and 32 × 32 pixels overlapping square regions, similar to the ones used in the block features, 
but de ined with a step half of the width/height of the square regions in both directions.  Thus, a total of 
75 and 14 regions were selected in these two feature sets. The feature vectors were made of 16-bins histo-
gram of 8 color channels extracted on these image patches. To represent the texture patterns, 8-neighbors of 

3 Since the parameters for the LBP histogram and horizontal bands were not given in [121], we found values that provide even better matching accu-
racy than in [121].
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radius 1 and 16-neighbors of radius 2 uniform LBP histograms were also computed for each region. Finally, the 
histograms were normalized with the £1 norm in each channel and concatenated to form the feature for each 
image.
The projected feature space dimensionality was set to d = 40 for the PCCA algorithm. To be fair, we also used 
d = 40 with rPCCA. The parameter in the generalized logistic loss function was set to 3 for both PCCA and 
rPCCA. Since we could not reproduce the reported results of LFDA using their parameters setting, we set the 
projected feature space as 40 and the regularizing weight β as 0.15 for LFDA4. In kLFDA, we used the same d 
and set the regularizing weight to 0.01. For MFA, we used all positive pairs of each person within class sets 
and set kb to 12, β = 0.001, and d = 30. Since SVMML in [123] used different features, we also tuned the pa-
rameters to achieve results as accurate as possible. The two regularized parameters of A and B were set to 
10−8 and 10−6, respectively.
Since KISSME is very sensitive to the PCA dimensions, we chose the dimension for each dataset that gave the 
best PUR and rank 1 CMC score, which are 77, 45, 65 and 70 for VIPeR, iLIDS, CAVIAR and 3DPeS, respectively. 
In the training process for PCCA, rPCCA and KISSME, the number of negative pairs was set to 10 times the 
number of positive pairs.  Finally, we tested three kernels with each algorithm and feature set: a linear, a χ2 
and a RBF − χ2 kernel which are denoted with L, χ2 and Rχ2, respectively.
For both, the VIPeR and iLIDS datasets, the test sets were randomly selected using half of the avail- able indi-
viduals. Speci ically, there are p = 316, p = 60, p = 36, and p = 95 individuals in each of the test sets for the VI-
PeR, iLIDS, CAVIAR, and 3DPeS datasets, respectively. The results are also summarized in Tables 15 through 
18 on the following pages, along with the PUR scores for all the experiments. The experiments show that the 
VIPeR dataset is more dif icult than the iLIDS dataset. This can be explained by observing that VIPeR has only 
two images per individual, resulting in much lower r = 1 CMC scores. On the other hand, the overall PUR score 
is higher for the VIPeR set, probably because the iLIDS set has less than half of the images than VIPeR has.
The highest CMC and PUR scores in every experiment at every ranking were highlighted in red in the given 
table. The highest CMC and PUR scores were achieved using the proposed methods with either a χ2 or a Rχ2 
kernel. The proposed approaches achieve as much as 19.6% at r = 1 and a 10.3% PUR score improvement 
on the VIPeR dataset, 14.6% at r = 1 and a 31.6% PUR score improvement on the iLIDS dataset, 15.0% at r 
= 1 and a 7.4% PUR score improvement on the CAVIAR dataset and 22.7% at r = 1 and a 13.3% PUR score 
improvement on the 3DPeS dataset, when using band features (6 bands).
In general, rPCCA performed better than LFDA which, in turn, performed better than PCCA. The better 
performance of rPCCA over PCCA and LFDA shows that the regularizer term PF plays a signi icant role in 
preventing over- itting of noisy data.  However, the best performance is achieved by kLFDA because this 
approach does a better job at selecting the features by avoiding the PCA pre-processing step while taking 
advantage of the locally scaled af inity matrix.
It should be noted that using 6, 14, 75 and 341 regions results in similar performance, but using 341 regions 
results in slightly lower PUR scores. Moreover, the RBF-χ2 kernel does not help to improve the matching accu-
racy when the regions are small. It was observed in our experiments that the χ2 distance of the positive and 
negative pairs were distributed within a small range around 1 and that the kernel mapping of these values 
was hard to distinguish. A possible explanation for this effect, is that the histograms are noisier and sparser 
when the base regions are small.

4 It was set as 0.5 in [122]. However, we could not reproduce their reported results with this parameter.
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Table 15: CMC at r = 1, 5, 10, 20 and PUR scores on VIPeR with p = 316 test individuals (highest scores in red).

Table 16: CMC at r = 1, 5, 10, 20 and PUR scores on iLIDS with p = 60 test individuals (highest scores shown in red).
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For sake of completeness, we also compared the best performance for the proposed algorithms against the best 
results as reported in the existing literature (even though as pointed above, the values reported elsewhere do 

Table 17: CMC at r = 1, 5, 10, 20 and PUR scores on CAVIAR with p = 36 test individuals (highest scores shown in red).

Table 18: CMC at r = 1, 5, 10, 20 and PUR scores on 3DPeS with p = 95 test individuals (highest scores shown in red).
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not use the same set of features or experimental protocol) [110, 116, 118, 120–123, 218–223] in Table 19.

Our algorithm matches the best reported results for the VIPeR and iLIDS datasets, even though the re-
ported PRDC [120] ranking was obtained under easier experiment settings5.  Note that both SVMML6 [123] 
and PRDC require an iterative optimization which is very expensive with respect to  both computation and mem-
ory. In comparison, computing the closed-form solution for the proposed kLFDA and MFA algorithms is much 
cheaper. When using a 3.8Hz Intel quad-core computer with 16GB RAM, the average training times for VIPeR, 
using 6 patches with a linear kernel are 0.24s, 0.22s and 155.86s for kLFDA, MFA and SVMML, respectively. 
While average training times for the iLIDS are 0.07s, 0.04s and 155.6s for kLFDA, MFA and PRDC, respectively. 
In the experiments on the CAVIAR and 3DPeS datasets, our ranking is more accurate than LFDA algorithm7.
Finally, Table 20 shows the results for ranking ensembles voting using different learning algorithms, feature 
sets, kernels, and aggregating methods. Since the features extracted from 8 × 8 pixels regions provided the 
worst performance for almost all the algorithms, we do not use this set of features in the ensemble. Therefore, 
for each metric learning algorithm, we created an ensemble with 9 ranking algorithms, combining 3 kernels 
(if applicable) and 3 feature sets, which were used to vote for a inal ranking. The best performances of the 
individual ranking case for each of the metric learning methods from Tables 15 to 18 are also shown (with a 
gray background) for easy comparison. The experimental results show that the ensemble methods produced 
different levels of improvements for each dataset and in general “Ensemble 2” results in larger gains. For 
single ensemble metric learning algorithms, the performance of ensemble rPCCA improved from 5.13% to 
11.51% across all four datasets whereas the ensemble kLFDA showed less improvement. The performance 
when testing on the iLIDS dataset improved across all the experiments. On the other hand, when using the 
3DPeS dataset, the performance degraded when using kLFDA and MFA. Since the iLIDS dataset contains se-
vere occlusion, there is no global solution for feature grids and an ensemble of different feature sets are more 
bene icial. The highest improvement in performance was observed when an ensemble of all the algorithms 
was tested on the VIPeR dataset: the rank1 score increased 14.86% and the PUR score increased 11.81%. 
These results suggest that combining different feature grids should be used to improve performance. The 
highest improvement in all ensemble algorithms was shown on the VIPeR dataset where the rank1 score in-
creased 14.86% and the PUR score increased 11.81%. These results suggest that combining different feature 
grids can improve the performance.

Table 19: The best reported CMC scores in the existing literature.

7 The CAVIAR ranking reported in [122] was obtained by using the mean of the features from the sample person in the test as the reference feature. 
We believe this is equivalent to knowing the ground truth before ranking. Hence we report the result in Table 19 following our protocol but using the 
same features as in [122].

6 The ranking accuracy was read from the igure.

5 Only 50 individuals were selected as a test set, while our test set is composed of 60 individuals.  Thus, the ranking accuracy is computed in an easier 
experiment setting.
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Figure 34 shows a heat map illustrating the projection weight map for each of the datasets when using kLDFA 
with 341 patches and a linear kernel. There, it is seen that the upper body features are the most discriminant 
ones in all four datasets. This is expected since the bounding-boxes of the samples are reasonably accurate 
and the torsos are relatively well aligned.  On the other hand, the feature projection weights at the bottom of 
the sample are different across the four datasets.  This can be explained by the fact that the viewpoint varia-
tions in the 3DPeS dataset are the most severe among all the datasets. As shown in Figure 35, when looking 
from a top view, the legs of the pedestrians occupy fewer pixels and their locations change more than when 
seen from a horizontal viewpoint as is the case for the VIPeR samples.

Table 20: CMC scores of ensembles of rPCCA, kLFDA, MFA on all four datasets. The columns with gray background show 

the performance of the best ranking algorithm in this category (highest scores shown in red).
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Moreover, the projection weights for the VIPeR dataset are larger for patches in the background than for the 
other three datasets. This re lects the fact that the VIPeR samples were taken in three different scenes: 1) a 
walk-way through a garden; 2) a playground; and 3) a street-side view with distinctive backgrounds. In addi-
tion, two images for each person were always taken in the same scene.
In summary, our experiments not only allowed us to compare previously published classi ication techniques 
using a common set of features and datasets (an experiment that to the best of our knowledge has not been 
reported so far) but also showed that the proposed classi ication methods resulted in a signi icant improve-
ment in performance over the state-of-the-art.

E. Milestones

The ultimate goal of this project is to develop a comprehensive framework for provably correct decision sup-
port in data deluged environments.  Accomplishing this goal entails achieving the following sub-goals:

1. Robust sustained tracking over multiple cameras with non-overlapping ields of view.
2. Reliable re-identi ication of targets across multiple non-overlapping time and space scales.
3. In situ autonomous scene understanding that provides human operators with situational awareness 

abstractions at a granularity level required to support decisions.
4. Contextual anomaly detection, that is, detect situations that are abnormal in the context where they 

are taking place.
5. Real time implementation of the algorithms above.

The milestones for Year 4 that will be met while achieving the above goals are:
1. Incorporate reliable pedestrian detectors to the tracking system. We will explore several state-of-art 

detectors for this task.
2. Development of a uni ied tracking formalism capable of handling multiple targets and different cam-

eras that incorporates both, geometrical and dynamic constraints.
3. Development of a suite of dynamical features and context aware detectors.
4. Performance evaluation using real-world data.

Figure 35: View point variation in 3DPeS.Figure 34: The kLFDA projection weight map for 3DPeS, 

CAVIAR, iLIDS, and VIPeR. 
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F. Future Plans

For Year 4, we plan to continue our effort over the broad umbrella of “dynamics based video analytics,” with 
speci ic applications to contextually abnormal activity recognition. Speci ically, we plan to concentrate in the 
following aspects of the problem:

1. Continue work on the problem of re-ID. In particular, we plan to further investigate the role of 
dynamic invariants in improving re-identi ication rates.

2. Develop algorithms for dynamic scene understanding, focusing on the detection and recognition of 
activity in videos.

3. Develop new methods, at the con luence of machine learning and systems identi ication for 
clustering and classifying dynamic data in cases where few labeled exemplars are available. We plan 
to apply the resulting theoretical framework to the problem of detecting potentially threatening 
activities in crowded public spaces.

4. Start working on the problems of sensor selection, optimal sensor placement, and optimal 
distributed iltering. These problems are relevant for scenarios such as large open spaces where 
there exist multiple cameras, but sensor communications may be limited due to bandwidth 
restrictions.

III. RELEVANCE AND TRANSITION

A. Relevance of Research to the DHS Enterprise

The products of this research effort have direct application to security and surveillance of large public spaces 
such as airport and other mass transport system terminals, sport venues, etc. All proposed methods are com-
pared against state-of-art approaches using standardized datasets in the literature. Furthermore, whenever 
possible or appropriate, the algorithms are tested in the ield using real data (see next section).

B. Potential for Transition 

Portions of this work have been deployed and tested at the Cleveland Airport and it is anticipated that the 
system will be also transferred to other airports.  In addition, we are working in collaboration with the 
Greater Cleveland Rapid Transit Authority (GCRTA) Security to develop a re-identi ication surveillance 
system for train stations.

C. Data and/or IP Acquisition Strategy

Data has been and is being collected at the Cleveland Airport and at selected train stations in Cleveland, Ohio. 
Some of the data is used to provide ground truth for training and testing of the algorithms being developed.

D. Transition Pathway

The proposed video analytics algorithms are designed to address the user needs for surveillance of public 
spaces such as airport terminals and train stations. 

E. User Connections

• Hopkins International Airport Commissioner- Mr. Fred Szebo
• Cleveland TSA –Mr. Michael Young 
• GCRTA, Security Chief – Mr. John Joyce

ALERT 
Phase 2 Year 3 Annual Report

Appendix A: Project Reports 
Thrust R4: Video Analytics & Signature Analysis 

Project R4-A.1



IV. PROJECT ACCOMPLISHMENTS AND DOCUMENTATION

A. Education and Workforce Development Activities

1. Course, Seminar, and/or Workshop Development
a. Professor Sznaier delivered a tutorial on the interplay between Big Data and Sparsity in systems 

identi ication at the 2015 Int. Symposium on Systems Identi ication, Beijing, China, Oct. 2015.
b. Professor Sznaier taught a short course on “The Interplay Between Big Data and Sparsity in Con-

trol and Systems Identi ication,” at the European Embedded Control Institute, May 9-13, 2016.

B. Peer Reviewed Journal Articles 

1. Octavia Camps, Mengran Gou, Tom Hebble, Srikrishna Karanam, Oliver Lehmann, Yang Li, Richard 
Radke, Ziyan Wu and Fei Xiong. “From the Lab to the Real World: Re-Identi ication in an Airport Cam-
era Network.” IEEE Transactions on Circuits and Systems for Video Technology, 20 April 2016. DOI: 
10.1109/TCSVT.2016.2556538

Pending-
1. Wang, Y., Lopez, J. A., and Sznaier, M. “Convex Approaches to Information Structured Decentralized 

Control.” IEEE Trans. Aut. Control, under review. 
2. Bekiroglu, K., Ayazoglu, M.,  Lagoa, C., and Sznaier, M. “Deghosting Algorithm for the Radar Ghost 

Elimination Problem.” IEEE Trans. Aerospace and Electronic Systems, under review.
3. Yilmaz, B., Bekiroglu, K., Lagoa, C., and Sznaier, M. “A Randomized Algorithm for Parsimonious Model 

Identi ication.” IEEE Trans. Aut. Control, under review.

C. Other Publications

1. Sznaier, M.  and Camps, O. “Uncertainty and Robustness in Dynamic Vision.” Ed. John Bailliul and 
Tariq Samad, Encyclopedia of Systems and Control, Springer London, 21 July 2015, pp. 1493-1499. 
DOI: 10. 1007/978-1-4471-5058-9_134

D.  Peer Reviewed Conference Proceedings

1. Cheng, Y., Wang, Y., Camps, O., and Sznaier, M.  “The Interplay Between Big Data and Sparsity in Sys-
tems Identi ication.” Proc. of the 17th IFAC Symposium on System Identi ication, Beijing, PRC,  19-21 
October 2015, invited tutorial paper, pp. 1285-1292. DOI: 10.1016/j.ifacol.2015.12.309

2. Cheng, Y., Sznaier, M.  and Lagoa, C. “Robust Superstabilizing Control Design from Open Lopp Exper-
imental Input/Output Data.” Proc. of the 17th IFAC Symposium on System Identi ication, Beijing, PRC, 
19-21 October 2015, pp. 1331-1336. 

3. Yilmaz, B. and Sznaier, M. “Ef icient Identi ication of Wiener Systems Using a Combination of Atomic 
Norm Minimization and Interval Matrix Properties.”  IEEE 54th Conf. on Decision and Control (CDC), 
Osaka, Japan, 15-18 December 2015, pp.  109-114. DOI: 10.1109/CDC.2015.7402094

4. Wang, Y, Sznaier, M., Camps, O., and Pait, F. “Identi ication of a Class of Generalized Autoregressive 
Conditional Heteroskedasticity (GARCH) Models with Applications to Covariance Propagation.” IEEE 
54th Conf. on Decision and Control (CDC), Osaka, Japan, 15-18 December 2015, pp.  795-800. DOI: 
10.1109/CDC.2015.7402327

5. Cheng, Y. and Sznaier, M. “Identi ication of LPV Systems with LFT Parametric Dependence Via Convex 
Optimization.”  IEEE 54th Conf. on Decision and Control (CDC), Osaka, Japan, 15-18 December 2015, 
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pp.  1459-1464. DOI: 10.1109/CDC.2015.7402416
6. Lopez, J. A., Sznaier, M., and Camps, O. “Unsupervised Fault Detection Using Semide inite Program-

ming.” IEEE 54th Conf. on Decision and Control (CDC), Osaka, Japan, 15-18 December 2015, pp. 3798-
3803. DOI: 10.1109/CDC.2015.7402809

7. Bekiroglu, K., Lagoa, C., and Sznaier, M. “Low-Order Model Identi ication of MIMO Systems from 
Noisy and Incomplete Data.” IEEE 54th Conf. on Decision and Control (CDC), Osaka, Japan, 15-18 De-
cember 2015, pp. 4029-4034. DOI: 10.1109/CDC.2015.7402846

8. Dicle, C., Camps, O., and Sznaier. M. “Solving Temporal Puzzles.” 2016 IEEE Conf. Computer Vision and 
Pattern Recognition (CVPR), Las Vegas, NV, 26 June – 1 July 2016, pp. 5896-5905. 

9. Cheng, Y., Wang, Y., Camps, O., and Sznaier, M. “Subspace Clustering with Priors via Sparse Quadrat-
ically Constrained Quadratic Programming.” 2016 IEEE Conf. Computer Vision and Pattern Recogni-
tion (CVPR), Las Vegas, NV, 26 June – 1 July 2016, pp. 5204-5212. 

10. Zhang, X., Camps, O., and Sznaier, M. “Ef icient Temporal Sequence Comparison and Classi ication 
using Gram Matrix Embeddings On a Riemannian Manifold.” 2016 IEEE Conf. Computer Vision and 
Pattern Recognition (CVPR), Las Vegas, NV, 26 June – 1 July 2016, pp. 4498-4507. 

E. Other Presentations

1. Seminars
a. Sznaier, M. “The Interplay Between Big Data and Sparsity in System Theory.” Keynote Speaker, 

Geometric and Numeric Foundations of Movement, Toulouse, France, 19 November 2015.
b. Sznaier, M. “The Interplay Between Big Data and Sparsity in Systems and Control.” Distinguished 

Speaker Series Seminar, Univ. California, Riverside, 1 February 2016.
c. Sznaier, M. “The Interplay Between Big Data and Sparsity in Human Motion Analysis.” Boston 

Action Club, Northeastern University, 18 February 2016.
d. Sznaier, M. “Control Design Subject to Information Flow Sparsity Constraints.” Keynote Speaker, 

Taming Non-Convexity, Banyuls-sur-Mer, France, 23 June 23 2016.
2. Poster Sessions

a. Dicle, C., Camps, O., and Sznaier. M. “Solving Temporal Puzzles.” 2016 IEEE Conf. Computer Vision 
and Pattern Recognition (CVPR), Las Vegas, NV, 26 June – 1 July 2016.  

b. Cheng, Y., Wang, Y., Camps, O., and Sznaier, M. “Subspace Clustering with Priors via Sparse Qua-
dratically Constrained Quadratic Programming,” 2016 IEEE Conf. Computer Vision and Pattern 
Recognition (CVPR), Las Vegas, NV, 26 June – 1 July 2016.

c. Zhang, X., Camps, O., and Sznaier, M. “Ef icient Temporal Sequence Comparison and Classi ication 
using Gram Matrix Embeddings On a Riemannian Manifold.” 2016 IEEE Conf. Computer Vision 
and Pattern Recognition (CVPR), Las Vegas, NV, 26 June – 1 July 2016.

3. Short Courses
a. M. Sznaier. “The Interplay Between Big Data and Sparsity in Control and Systems Identi ication.”  

European Embedded Control Institute, 9-13 May 2016.

F. Student Theses or Dissertations Produced from this Project

1. Yin Wang. “Tractable Problems in Estimation and Control Subject to Sparsity and Structural Con-
straints,” Ph.D. Dissertation, Northeastern University, Dept. of Electrical and Computer Engineering, 
January 2016.
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G. New and Existing Courses Developed and Student Enrollment

New or 

Existing

Course/Module/

Degree/Cert.

Title Description Student                    

Enrollment

Existing Course Computer Vision Introductory course on computer 

vision

54

Existing Course Linear Control Systems Undergraduate Control 35

New Module Interplay Between Big 

Data and Sparsity

Advanced Graduate Short Course/

Module

14

H. Software Developed

1. Datasets
a. Gathered and ground truthed data from GCRTA.

2. Algorithms
a. Sorting algorithm for shuf led temporal sequences (CVPR ’16)
b. Comparison and classi ication of temporal sequences (CVPR ’16)
c. Subspace clustering with priors (CVPR ’16)

I. Requests for Assistance/Advice

1. From DHS
a. GCRTA collaboration: Joint project with VACCINE DHS Center of Excellence.
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